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Abstract
Statistical HLA type imputation from large and heterogeneous datasets
Alexander Dilthey
St Peter’s College
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Supervisor: Professor Gil McVean.
An individual’s Human Leukocyte Antigen (HLA) type is an essential immunogenetic
parameter, influencing susceptibility to a variety of autoimmune and infectious diseases,
to certain types of cancer and the likelihood of adverse drug reactions.
I present and evaluate two models for the accurate statistical determination of HLA
types for single-population and multi-population studies, based on SNP genotypes. Importantly, SNP genotypes are already available for many studies, so that the application
of the statistical methods presented here does not incur any extra cost besides computing
time.
HLA*IMP:01 is based on a parallelized and modified version of LDMhc [Leslie et al.,
2008], enabling the processing of large reference panels and improving call rates. In a homogeneous single-population imputation scenario on a mainly British dataset, it achieves
accuracies (posterior predictive values) and call rates ≥88% at all classical HLA loci (HLAA, HLA-B, HLA-C, HLA-DQA1, HLA-DQB1, HLA-DRB1 ) at 4-digit HLA type resolution.
HLA*IMP:02 is specifically designed to deal with multi-population heterogeneous reference panels and based on a new algorithm to construct haplotype graph models that
takes into account haplotype estimate uncertainty, allows for missing data and enables the
inclusion of prior knowledge on linkage disequilibrium. It works as well as HLA*IMP:01
on homogeneous panels and substantially outperforms it in more heterogeneous scenarios. In a cross-European validation experiment, even without setting a call threshold,
HLA*IMP:02 achieves an average accuracy of 96% at 4-digit resolution (≥91% for all
loci, which is achieved at HLA-DRB1 ). HLA*IMP:02 can accurately predict structural
variation (DRB paralogs), can (to an extent) detect errors in the reference panel and is
highly tolerant of missing data. I demonstrate that a good match between imputation and
reference panels in terms of principal components and reference panel size are essential
determinants of high imputation accuracy under HLA*IMP:02.
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Chapter 1

Introduction
It has long been known that an individual’s HLA type is an essential immunogenetic parameter: it describes the primary structure (and therefore the biochemical binding affinities) of the highly polymorphic classical HLA proteins, which present endo- and exogenous
antigens to immune cells, and defines transplant immunocompatibility. HLA types are
determined by the allelic state of the classical HLA genes in the Major Histocompatibility
Complex (MHC) on the short arm of chromosome 6 [Janeway, 2001], and it is well established that HLA types and genetic variation in the surrounding MHC are associated with
many biomedically relevant phenotypes.
This is true for many autoimmune and infectious diseases [Blackwell et al., 2009; Hill,
2001], susceptibility to certain types of cancer [Brennan and Burrows, 2008; Moutsianas
et al., 2011] and the likelihood of adverse drug reactions [Chung et al., 2007]. In many
autoimmune diseases, the HLA contributes a major fraction of genetic disease risk, often as
much as 30 to 40% [Shiina et al., 2004]. Despite many attempts to characterize the role of
genetic variation in the MHC influencing disease risk, most of the described associations,
in particular those in complex autoimmune diseases, have remained elusive.
A statistical geneticist’s role in solving that puzzle is quite confined: to identify phenotypically associated genetic variants in the MHC or combinations of variants, in order to
offer guidance to functional studies of the underlying biology. Even this, however, is not
as simple as one may imagine:
1

• First, the phenotypes under study are complex, multifactorial and therefore inherently hard to study. For example, there is evidence for secondary HLA-based genetic effects and HLA-based interactions in some autoimmune diseases [Evans et al.,
2011; Strange et al., 2010], and many studies report (often contradictory) evidence for
gene-environment interactions. Large study sample sizes will typically be required to
have the statistical power to characterize these effects, and sometimes cross-country
sampling can be helpful in studying assumed gene-environment interactions.
• Second, the MHC region is highly geographically stratified. Any multi-country study
of HLA variation which fails to control for population stratification is prone to reporting misleading results [Altshuler et al., 2008; Price et al., 2006] (and unfortunately
this applies to many studies of the past).
• Third, the MHC contains a number of highly polymorphic loci which exhibit unusual
and strong patterns of linkage disequilibrium, in particular between the classical
HLA genes. Studies should thus try to genotype as many of these polymorphic loci
as possible, otherwise the likelihood of a reported association being driven by LD
with an untyped variant is quite high: although this is a general concern in genetic
association studies, the MHC’s specific LD structure makes it quite possible that this
untyped variant may be located in an entirely different gene, potentially confusing
any functional interpretations [Bodmer and Bonilla, 2008].
In summary, to detect and disentangle LD, interactions and secondary effects in the MHC,
sampling many samples from possibly multiple countries and exhaustively genotyping them
in the MHC would be the most promising strategy. Unfortunately, however, there is no
genotyping technology which meets these requirements for the classical HLA genes, which
are the MHC’s a priori most interesting genes and most consistently found to be associated
with relevant phenotypes. Although knowing the HLA types of samples would be hugely
beneficial in many studies, getting there for sufficient cohort sizes is not easy.
Why is this? Classical HLA typing technologies, which can reliably determine HLA types
by targeted sequencing or hybridization, are typically too cost- and labour-intensive to
be employed in studies with thousands of participants. SNP genotyping, on the other
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hand, is more cost-effective and the current genotyping technology of choice for genomewide association studies – many allelic variants at the classical HLA genes are, however,
not adequately captured by standard SNP genotyping interpretation methods like tagging
[de Bakker et al., 2006].
In this thesis, I improve, develop and validate methods for the statistical imputation of
HLA types, based on SNP genotypes. These methods are particularly useful in situations
where SNP genotyping for study samples is already available and small individual error probabilities can be tolerated: that is, they are particularly useful in genome-wide
disease association studies, and have already proved their utility in studying the genetic
architecture of autoimmune diseases.
How does HLA type imputation work? Genetic information is transmitted in chromosomal
units (haplotypes), which can be broken up by recombination. There are well-established
statistical models for capturing haplotype structure, which can be used to assess the
degree of relatedness between two chromosomes or chunks of chromosomes. Therefore, if
it is possible to use a reference panel of SNP- and HLA-genotyped individuals to learn
about the joint haplotype structure of SNPs and HLA types (alleles), it should be possible
to leverage this information into an imputation panel consisting of SNP-only genotyped
individuals.
The most important requirements for an HLA type imputation technology are clearly
accuracy and applicability (including computational tractability). As obvious from the
previous discussion, both criteria should ideally extend to multi-country studies. How can
we determine whether a technology is well-behaved with respect to these requirements?
To formalize this discussion, suppose that a reference panel X should be used to impute
HLA types into an imputation panel Y . Now, imagine that there is a particular individual
y ∈ Y . We will only be able to impute y reliably if the information in X can be used to this
end, i.e. if X contains information on what the two haplotypes of y could look like. From
population genetics theory, we know that the chance of this being the case is maximized
if we have many samples in X with a short time to the most recent common ancestor of
them and y. We can achieve this by expanding X, in a way that makes X structurally
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similar to Y (i.e. proportionally sampling new individuals from the populations present in
Y – this is the case whether Y is a multi-population sample or not; the diversity of HLA
alleles present in single populations is large enough to demand for large reference panels).
This will obviously increase the size and complexity of X.
This allows for the definition of a criterion for well-behaved HLA type imputation methods: any well-behaved method should be able to use the increased size and complexity
of larger reference panels to increase imputation accuracy, given that imputation and reference panels are well-matched. Note that this criterion applies to the technical (mainly
computational) as well as the modeling (dealing with more complex haplotype structure)
challenges in HLA type imputation.
To illustrate this point, I will define three exemplary scenarios which provide a guide to
what this thesis aims to achieve (and which later chapters will make reference to):
• Scenario 1: X and Y are from essentially the same population, for example imputing from a mainly British reference panel into British samples. Extending X is
more challenging computationally than in terms of dealing with population structure
within X, as all samples come from the same population.
• Scenario 2: X and Y are from the same ethnicity, for example imputing from a crossEuropean reference panel into a cross-European imputation cohort. X needs to be
larger than in the first example and has, in order to accommodate for the increased
diversity in Y , to be more complex as well. Both computational and modeling
challenges need to be overcome. We say that X is of medium heterogeneity.
• Scenario 3: X and Y are structurally matched, but both contain samples from
multiple ethnicities. The modeling challenges can be expected to outweigh the computational challenges. We say that X is of high heterogeneity.
All three scenarios are relevant to disease association studies; to an extent, Scenario 2 is
the most important one. Scenario 3 can probably be solved to an extent based on Scenario
2 (by splitting X and Y according to ethnicity estimates, and by applying the methods
from Scenario 2 separately to each group), but is still relevant for practical reasons and for
4

individuals whose ancestry cannot be unambiguously assessed. However, it seems quite
unlikely that it would be possible to assemble population-specific panels for each cohort
present in a study (in many current studies, this would require 10 or more country-specific
panels).
Developing methods which effectively deal with the challenges posed by these three scenarios is the major aim of this thesis, to make HLA type imputation as useful as possible
in a variety of biomedical study contexts.
In Chapter 2, I will provide a comprehensive review of the HLA’s immunological role, the
structure of the MHC, imputation models and algorithms.
In Chapter 3, I describe HLA*IMP:01, which is based on extensions to an existing algorithm (LDMhc, Leslie et al. [2008]), increasing call rates and enabling the processing of
large datasets by parallelization. HLA*IMP:01 is well suited to deal with Scenario 1.
In Chapter 4, I describe HLA*IMP:02, a novel HLA type imputation method, which is
based on haplotype graph models. HLA*IMP:02 avoids averaging of allelic backgrounds
and allows for detection of errors in the reference panels; it is well suited for Scenario 2.
In Chapter 5, I compare the methods’ performance on heterogeneous reference panels
(Scenarios 2 and 3) and show that HLA*IMP:02 deals much better with heterogeneity;
in particular, it fulfills the “more data, higher accuracy” condition formulated for wellbehaved models.
In Chapter 6, I describe how imputation-derived genotype uncertainty can be integrated
into the standard statistical Bayesian framework for disease association. I also carry
out a small simulation study, comparing power to detect disease-associated alleles under
HLA*IMP:01 and HLA*IMP:02, and present some results on a real dataset.
It is worth pointing out that the methods presented here have already been applied in a
variety of studies, some of which I participated in.
HLA*IMP:01 was used in three recent Wellcome Trust Case Control Consortium 2 studies,
of psoriasis [Strange et al., 2010], ankylosing spondylitis (AS, Evans et al. [2011]) and
multiple sclerosis (MS, Sawcer et al. [2011]). I provide a sketch of the results on MS in
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Section 6.3.
HLA*IMP:01 has also been used in studies of cancer [Hosking et al., 2011; Moutsianas
et al., 2011] and on the connection between genetic risk factors of HIV and psoriasis
[Chen et al., 2012]. Other publications employing HLA*IMP:01, with no involvement from
myself or close collaborators, start appearing at the time of writing (Davies et al. [2012],
for example). HLA*IMP:02 will be used in the analyses of the Immunochip consortium,
and, despite the web service implementing it still officially being in “beta” status, many
external research groups have started using it.
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Chapter 2

Background
2.1

The classical HLA genes and the MHC region

In many autoimmune and infectious diseases, genetic variation in the Major Histocompatibility Complex (MHC) region of the human genome on the short arm of chromosome 6 is
the strongest predictor of disease risk or outcome. The region is also associated with the
likelihood of adverse drug reactions and susceptibility to certain types of cancer. Often,
these associations map to the classical Human Leukocyte Antigen (HLA) genes, which
play an essential role in activating and mediating adaptive immune responses. Perhaps
it should therefore not come as a surprise that the MHC exhibits remarkable genomic
features (most notably hypervariability and long-range linkage disequilibrium), which are
often interpreted as the result of selection (in the context of this thesis, “selection” always
refers to “natural selection”).
This section aims at providing the necessary background knowledge to understand the
HLA’s crucial role in immunity, and how variation in the MHC was shaped by evolutionary
forces and is involved in disease risk.
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2.1.1

The classical HLA genes

There are six classical HLA proteins: A, B, C, DQ, DR, DP. They present antigens, i.e.
immunologically recognizable peptide fragments, to immune cells.1
We distinguish between two classes of antigen-presenting classical HLA proteins:
• HLA class I proteins (A, B, C) are integrated in the cell membrane of all nucleated
cells and present endogenous antigens to white blood cells (leukocytes), i.e. antigens
originating from the inside of the cell. Typically, these antigens are characteristic of
the cell’s inner state, as a molecular cleavage and transportation machinery loads the
class I proteins with fragments of arbitrarily sampled peptides from the cytoplasm.
For example, if a virus has infected a cell and is using it for reproduction, the HLA
class I molecules will start presenting some characteristic fragments of the virus’
peptides: the infection has become visible to the outside. The host immune system
is now enabled to launch countermeasures, e.g. kill the infected cell.
• HLA class II proteins are located in the membrane of certain white blood cells and
present exogenous antigens, i.e. antigens originating from outside the cell, to other
leukocytes. Again, a cleavage machinery is involved, which degrades the exogenous
molecules to smaller fragments before presenting them. If, for example, a macrophage is digesting a recently uptaken (phagocytosed) bacterium, surface proteins of
this bacterium can appear on the HLA class II proteins. That – if it happens often
enough to indicate an ongoing infection – triggers a complicated cascade of immune
reactions that are mounted specifically against the infecting type of bacteria, e.g. by
the proliferation of cells that produce specific antibodies.
• Of note, the proteins sometimes referred to as “HLA class III” proteins have no
antigen-presenting role and are therefore not discussed here
For now this should suffice to convince the reader of the outstanding importance of the
1

Although it was for a considerable time assumed that the proteins listed there (the so-called “classical
alleles’) represent all antigen-presenting molecules that are encoded in the MHC region, this view does no
longer hold [Kumanovics et al., 2003]. However, the classical alleles are still the best-characterized and
best-understood antigen-presenting proteins; and they seem to be a major driver of the many phenotype
associations found in the MHC.
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HLA proteins. A detailed functional description in the context of immunity is given later.
The remainder of this section is devoted to describing the basic genetics of the classical
HLA proteins and set out HLA terminology.
All HLA molecules are heterodimers, i.e. they are composed of two subunits. In the case of
the class I molecules, the α-subunit (or -chain) is variable (i.e. polymorphic in the human
population), and the β-subunit (β2-microglobulin) is not (in the sense that the same chain
is used in all individuals and for the A, B and C molecules). The class II molecules consist
of a variable α- and a variable β-chain. Each chain peptide is encoded as a separate gene.
All variable genes involved reside in the MHC (see Section 2.1.3 for details).
Interestingly, expression of the variable genes is codominant, i.e. the two copies each human
carries on its two homologous chromosomes 6 are both active (for this paragraph and the
remainder of this section, Janeway [2001] is the principal reference).
After the two principal subunits have been synthesized, they combine, together with other
parts such as the invariable chain, and appear on the cell surface. The cells of most
individuals present six types of distinct HLA class I molecules: 3 loci x 2 α-chain alleles x
1 invariable β2-microglobulin. The number of possible distinct class II molecules is higher
and depends on the variability of the two chains in the human population. There are, for
example, 46 known DQα alleles and 160 known DQβ alleles (see Table 2.1, according to
IMGT/HLA, Robinson et al. [2003]), so that one individual could well carry two distinct
alleles for both chains. As they are under codominance, one cell may exhibit four different
isoforms of the DQ protein, plus variants for DP and DR.
Sometimes confusingly, when the term “HLA” is used, it may refer to a variety of different
concepts:
• the final HLA proteins in their assembled form
• the pre-final chain peptides
• or the region in the human genome which encodes the structure of the variable
chains (the term MHC also refers to the general mammalian homologue; if applied
to humans, it is synonymous to this usage of the term “HLA”)
9

“HLA types” (or synonymously: “HLA codes”) are used to distinguish between variants of
the α- and β-subunits or their coding sequences. They are specified according to a given
syntax which includes the locus they refer to; a star is used to differentiate locus from
allele code, and double colons within the allele code are used to separate different levels of
resolution. The digit level or resolution of an HLA type can be inferred from the number
of double colons and specifies the biological features that are captured by the code:

• 2-digit HLA types describe the general serological/antigenic features of the subunits.
• 4-digit HLA types describe the sequence (primary structure) of amino acids that
the subunits consist of. Therefore, they are a complete specification of the subunits’
molecular features.
• 6-digit HLA types refer to the structure-coding DNA sequences of the subunits.
• 8-digit HLA types refer to the complete DNA sequences at the subunits’ loci in the
HLA region, including polymorphisms in the noncoding regions

In this thesis, most codes are specified at 4-digit level; a typical example for notation is
HLA-A*02:01.
Every HLA code at a lower resolution refers to a set of higher-resolution HLA types: an
n-digit HLA code determines the n − 2-digit HLA code. Usually, a 4-digit type’s 2-digit
classification is determined by the first two digits of the 4-digit code, e.g. HLA-A*02:01
becomes HLA-A*02.2
In HLA nomenclature, α and β are used for protein names, whereas their Latin equivalents
(“A” and “B”) refer to the corresponding genes and HLA codes.
Table 2.1 gives an overview of nomenclature and the relationships between HLA code
identifiers and synthesized peptides.
2

However, this rule does not always apply; there are, for example, 4-digit HLA types whose serological
properties are not well characterized, so that their “true” 2-digit code may not be equivalent to the first
two digits of the 4-digit-level code. The n − 2 digit type is then of course still determined by the n digit
type, but not in a straightforward way. See Holdsworth et al. [2009] for details.
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HLA gene (and code identifier)
HLA-A
HLA-B
HLA-C
HLA-DPA1
HLA-DPB1
HLA-DQA1
HLA-DQB1
HLA-DRA
HLA-DRB1

Corresponding protein
HLA-A protein, α-chain
HLA-B protein, α-chain
HLA-C protein, α-chain
HLA-DP protein, α-chain
HLA-DP protein, β-chain
HLA-DQ protein, α-chain
HLA-DQ protein, β-chain
HLA-DR protein, α-chain
HLA-DR protein, β-chain

Number of known alleles
1729
2329
1291
33
150
46
160
7
1150

Table 2.1: Classical HLA type identifiers and how they relate to the HLA proteins – source
for the number of alleles: http://www.ebi.ac.uk/imgt/hla/stats.html, as of 22/11/2011

2.1.2

Determining HLA types

There are a variety of techniques to determine HLA types at different levels of resolution [Dunn, 2011]. Modern methods rely on the polymerase chain reaction (PCR) to
survey sequence variation at the classical HLA loci to varying degrees of accuracy (older
serological methods are based on examining the biomolecular properties of the HLA proteins themselves; they are less accurate and not commonly employed anymore [Middleton,
1999]):

• SSP (Sequence Specific Primers) is based on primers that bind to predetermined
allele sequences or groups of alleles; it usually allows for reliable discrimination of
alleles at 2-digit resolution.
• SSOP (Sequence Specific Oligonucleotide Primers) is based on probes that are specifically designed to hybridize with certain alleles or groups of alleles; it usually
enables reliable allelic discrimination at 2-digit resolution.
• So-called “intermediate resolution” typing assays, usually based on SSP, enable reliable allelic resolution at 2-digit level for all major allelic groups and also deliver
4-digit information for some alleles.
• SBT (Sequence Based Typing) is based on specific primers to amplify the codedefining regions of the HLA genes (usually the exons encoding the antigen-binding
sites of the HLA proteins). It is considered to be the most accurate typing technology
and can often fully discriminate between alleles at 4-digit levels (in some cases, it still
results in ambiguous calls; some 4-digit alleles are identical at the sequence positions
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usually targeted by SBT, but in most cases these alleles exhibit very similar binding
affinities).

Accuracy differences between these methods beyond the recognized systematic ambiguities
are influenced by the employed lab and sample preparation protocols; to my knowledge,
there are no generally accepted statistics on systematic re-test accuracy differences between
these methods.

2.1.3

The extended human MHC

The definition of sensible boundaries for what should be denoted “MHC” in the human
genome was subject to some scientific controversy. Undisputedly, the term “MHC” refers
to a region on the short arm of chromosome 6, encoding the classical antigen-presenting
HLA proteins A, B, C, DQ, DR, DP and a variety of other genes, many of them also
being related to the immune system. Horton et al. [2004] present a detailed gene map of
the region. They also specify the term “extended MHC” (xMHC) to describe a region of
immunity-related genes, spanning from SLC17A2 to DAXX, which is used in the literature
and adopted here. To give a specific definition for all further analyses, the xMHC region
shall be defined as spanning from position 25,921,129 to position 33,535,328 in the human
genome build 36 (based on Horton et al. [2004]). The xMHC can be divided into the
following sub-regions [Horton et al., 2004], ordered from centromere to telomere:

• an extended class I region, ∼ 3.6 Mb
• the classical class I region (containing the genes for the classical class I proteins), ∼
1.9 Mb
• the classical class III region, ∼ 0.7 Mb
• the classical class II region (containing the genes for the classical class II proteins),
∼ 0.9 Mb
• the extended class II region, ∼ 0.2 Mb
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, spanning 7.6 Mb in total. Of the 421 distinct loci defined by Horton et al. [2004], 282
seem to be transcriptionally active genes, and 139 appear to be pseudogenes. 28% of the
functional genes are assumed to be related to immune function. Remarkably, the class III
region seems to be the region in the human genome with the highest gene density [Horton
et al., 2004].
Besides the loci coding for the classical HLA proteins, a variety of other genes is located
in the MHC, for example
• genes for the non-classical class I molecules HLA-E, -F, -G, -HFE, which are not
completely understood. Some of them are polymorphic, and some of them play a
role in antigen presentation, but usually not in all cell types and not as abundantly
as the classical class I molecules [van den Elsen et al., 2004].
• the class I-like genes MICA and MICB
• TAP1 and TAP2, genes related to antigen transport and class I biosynthesis
• genes for the non-classical class II molecules DM and DO/DN, involved in loading
the classical class II molecules
• tRNA-coding sequences
• olfactory receptor molecule sequences
• TNF (Tumor Necrosis Factor) genes

(Flajnik and Kasahara [2001], Kumanovics et al. [2003] and Horton et al. [2004])
Figure 2.1 summarizes the organization of the human MHC.
On a genomic scale, probably the two most interesting features of the MHC are the high
degree of polymorphism and the long-range haplotype structure. Many genes in the MHC
harbor polymorphisms. This applies to the classical HLA genes (HLA-B, for example, is
hypervariable with more than 2000 known alleles) and other genes in the region [Horton
et al., 2008]. The study of Horton et al. [2008], based on eight completely sequenced
MHC haplotypes, has significantly contributed to our knowledge on polymorphisms and
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Figure 2.1: Illustration of the genomic structure of the human MHC, displaying the positions of the classical HLA and TAP genes. Figure reproduced from Janeway [2001].
MHC haplotype structure, and on structural variation (SV) in the region in particular.
Interestingly and maybe counterintuitively, the MHC exhibits strong long-range linkage
disequilibrium on a population scale, sometimes over a couple of megabases, apparent from
single nucleotide polymorphisms (SNPs) as well as alleles at the classical loci [de Bakker
et al., 2006]. Some classical HLA class II alleles, for example, are in LD with SNPs and
classical alleles in the class I region, and certain haplotypic combinations of HLA-DRB
duplications (active and pseudogenic) are nearly always transmitted together. This is
consistent with the MHC being a region of low recombination rates [de Bakker et al.,
2006]. Taken together, these features suggest that the MHC is a region of extraordinary
allelic diversity and haplotypic stability at the same time. This is often related to the
region’s role in immunity and the selective pressures probably arising from that (see below
for some specific arguments and information on global MHC population divergence).
For what follows, it is important to appreciate that these genomic features make it sometimes difficult to statistically or directly genotype variants in the region, in particular
with more recently developed genotyping methods. “Next-generation” sequencing generates relatively short reads, which are potentially difficult to interpret in a region with
pronounced haplotypic differences and abundant structural variation. SNP genotyping
sometimes suffers from quality problems for the same reasons, and substantial amounts of
genetic variation in the MHC, in particular the classical HLA genes, are not captured by
SNP-based standard methods such as tagging [de Bakker et al., 2006]. Even many of the
wetlab-based methods that were specifically developed to genotype the allelic state of the
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classical HLA genes draw on statistical models to distinguish between some high-resolution
allele codes, for example allele-specific hybridization. In summary, Sanger sequencing remains the gold standard for surveying variation in the MHC, for the classical HLA alleles
(with targeted primers) as well as on an MHC-wide scale [Horton et al., 2008].

2.1.4

A functional view: The HLA’s role in immunity

At the beginning of this chapter, I have already alluded to the important role the classical
HLA proteins play in establishing adaptive immunity. Here, this role is explored in more
detail, at the example of a schematic immune reaction. The description has, due to the
enormous complexity of the immune system, to remain partial, and is based on Janeway
[2001].
In immunology, it is helpful to distinguish between innate immunity and adaptive immunity. The components of the immune system that are responsible for innate immunity
are steadily active; adaptive immunity is in contrast activated by a specific pathogenic
threat and takes 4 - 5 days to become effective. During this period, innate immunity
has to control and restrict the spread of an infection; its components are also involved
in activating the adaptive immune response. Most known physiological interactions that
involve the HLA proteins happen within the scope of adaptive immunity, though it has
been found that at least the class I molecules also play a role in innate immunity, for
example in interaction with the killer-cell immunoglobulin-like receptors (KIRs).
To cope with the complexity of immune reactions, it is helpful to regard an exemplary case.
What happens if a typical pathogen enters the human body? Two important components
of innate immunity, macrophages and neutrophils, are steadily present in blood and tissue.
If they are able to recognize the pathogen as a threat, they will attack it by phagocytosis
(therefore, these cells belong to the class of phagocytes). Macrophages and neutrophils
possess receptors that allow them to detect typical pathogen surface characteristics, e.g.
bacterial lipopolysaccharide (LPS). Another component of innate immunity, the complement system, is aiding detection: blood plasma proteins that bind to typical pathogen
characteristics, like mannose-containing carbohydrates, are recognized by phagocytes in
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bound form. Phagocytes that are attacking pathogens start emitting signaling molecules
that attract other phagocytes and cause inflammation.
Most pathogens are neutralized by this first line of immune defense. However, some pathogens enter the body in a high concentration, overwhelming initial immune reactions, or
employ strategies to escape detection. This is where adaptive immunity comes into play.
An adaptive immune reaction usually begins with peripheral dendritic cells (DCs) attracted by signals of inflammation: they steadily take up particles that they, via surface
receptors, recognize as pathogenic, as well as arbitrary particles from their environment
(e.g. host proteins, camouflaged pathogens), degrade them, and start presenting them on
their MHC class II proteins. Thus, at some point, the DC will start presenting fragments
that are characteristic of the pathogen. Dendrites also possess intracellular receptors to
examine the cleaved fragments for pathogen characteristics: unmethylated CpG dinucleotide motifs typical of bacterial DNA, for example, activate TLR-9 from the Toll-like
receptor family. Activation of any of the receptors sensitive to pathogen characteristics
will induce a switch to a “mature” DC phenotype: this includes activation of particular
cell surface molecules which will later indicate to other immune cells that the DC sensed
pathogen characteristics, an upregulation of the density of MHC surface molecules, and
migration to lymph nodes, where the DC will meet other agents of adaptive immunity.
Note that the biochemical binding affinities of the HLA class II proteins of the dendrites
determine which parts of a pathogen are preferentially presented. Interestingly, dendrites
are also able to present exogenous antigens on their class I molecules (cross-presentation),
thus representing an exception to the rule that class I molecules are exclusively used for
endogenous peptides (see Figure 2.2).
As a next step, CD4+ helper T cells are activated. Helper T cells themselves do not combat
pathogens, but they recruit and coordinate other immune cells (killer T cells, macrophages
and B cells) that are specifically effective against the pathogen that triggered adaptive
immunity. T cells are generated in the thymus and possess a so-called T Cell Receptor
(TCR), which can bind to specific antigen+MHC molecule complexes. The genes coding
for the structure of the TCR are continuously altered while new T cells are being produced
(“V(D)J recombination”, mediated by the RAG1 and RAG2 recombinases), so that there
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Figure 2.2: Dendritic cells (DCs) activate other immune cells by presenting antigens to
them. This figures illustrates the different presentational pathways in DCs. Endogenous
antigens are cleaved by proteasomes and TAP transports the fragments to the endoplasmatic reticulum (ER), where they are loaded onto MHC class I molecules and presented
to CD8+ T cells. Exogenous antigens reside in endocytic vesicles, where they are cleaved.
MHC class II proteins are transported from the ER to these endocytic vesicles; to ensure
transport stability, they are loaded with the so-called “invariant chain” (not pictured),
which is degraded upon arrival of the MHC class II protein in the endocytic vesicles.
The freed MHC class II proteins can then bind to the cleaved antigen fragments and migrate to the cell membrane. This pathway is not completely isolated against the entry
of endogenous antigens, so that MHC class II proteins can also present endogenous antigens. In certain types of DCs, there is a separate, not completely understood pathway
for loading exogenous antigens on MHC class I proteins (“cross-presentation”). Only the
cross-presentation pathway is exclusive to DCs. Figure reprinted from Villadangos and
Schnorrer [2007]
exists a wide variety of T cells with different TCR structures. In fact, the range of antigenspecific TCRs that can be produced via V(D)J recombination is so large – > 108 – that
there will usually exist T cells to bind characteristic antigens of every possible pathogen.
A selection procedure takes place before the T cells leave the thymus and assures that
newly generated TCR variants confirm to two criteria: during the first stage, known as
positive selection, only those cells survive that have TCRs with a sufficient binding affinity
to the host’s HLA molecules. During the second stage, known as negative selection, all
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cells that bind to MHC complexes loaded with normal host proteins are eliminated. That
second step helps preventing autoimmune reactions, although not all proteins that exist
in an organism are expressed in the thymus – and are therefore not presented in cleaved
form on the cells that the immature T cells pass.
A helper T cell that can dock with its TCR to the loaded MHC class II proteins of a
dendrite has a TCR structure that is able to recognize antigens that are specific of the
putative pathogen just being processed by the dendritic cell (this usually happens in the
lymph nodes). To make sure that the helper T cell is not going to become active against
the signature of a host protein, the helper T cell also needs to bind to the dendrite’s surface
proteins that indicate that the dendrite recognized a pathogenic signature. If this does
not happen, the T cell deactivates itself – a mechanism known as peripheral tolerance,
preventing autoimmune reactions. If, on the other hand, the second signal – known as
verification – is present, the naive helper T cell starts proliferating – known as clonal
expansion – and differentiating. After a few days, its successors have become armed helper
T cells.
Armed helper T cells search for the signature of their TCR, presented by MHC class II
molecules – now without the need for a second verificatory signal. They usually find it on
the surface of macrophages and B cells.
B cells produce antibodies (immunoglobulins) and are similar to T cells in that they
possess a unique B Cell Receptor (BCR). The corresponding genes also undergo somatic
recombination and hypermutation. Contrasting T cells, however, B cells are able to bind
to their specific antigenic signature wherever they encounter it, without needing mediation
of an MHC molecule – e.g. to a virus in the intercellular space. Whenever that happens,
the B cell encloses the object bound to the BCR, reduces it to antigenic fragments and
starts presenting them on its MHC class II proteins. An armed T helper cell with a TCR
that is compatible with the antigens being presented by the B cell (not necessarily the
same antigen that was bound by the BCR!) can now activate the B cell – the latter will
start to produce antibodies specific against the signature of the B cell’s BCR and undergo
clonal expansion. In rare cases, B cells may recognize a pathogenic signature and start
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producing antibodies without the help of a T cell just on encountering a BCR-compatible
antigen. Antibodies, once bound to their target, can react with the complement molecules
described earlier and thus trigger phagocytosis.
If an armed helper T cell encounters a macrophage that is presenting compatible antigens, it emits signaling molecules that make the macrophage produce more superoxide
anions and oxygen and nitrogen radicals, increasing the macrophage’s effectivity against
pathogens.
It is possible to distinguish between two extreme types of armed T helper cells, Th1 and
Th2. Whereas it was long assumed that this distinction is a strict one, it is now clear that
there exist intermediate forms. Th1 cells preferentially activate macrophages, Th2 cells
rather bind to B cells. This implies that the balance of Th1 / Th2 cells is an important
determinant of the specific nature of an immune response, specifically to what extent it
is based on the activity of B cells or macrophages. The factors that influence Th1 / Th2
differentiation are not fully understood, but a link to the density of MHC molecules on
the (usually dendritic) cell that activates the naive T cell seems likely.
In addition to activating/stimulating the cells that they encounter, armed T cells (and
immune cells in general) also emit a range of cyto- and chemokines with various effects,
e.g. that stimulate the expression of the MHC molecules and foster inflammation. Despite
their importance, signaling molecules are beyond the scope of this thesis.
So far, only MHC class II molecules were involved. How can the immune system react
to viruses which infect host cells and are thus not directly accessible to B cells and macrophages? CD8+ armed killer T cells examine the antigens presented by MHC class I
molecules – from the inside of the host’s cells – and destroy the cell, if their TCR is
compatible with the antigens presented. Killer T cells are, in terms of their origin in the
thymus, very similar to helper T cells, i.e. in that new structural variants of the TCR
are continuously generated and that they undergo two stages of positive and negative
selection. Like helper T cells, killer T cells start their lives outside the thymus as naive,
i.e. ineffective, cells. To become effective, i.e. to initiate the cascade of clonal expansion
and differentiation, naive killer T cells need a second confirmatory signal apart from just
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recognizing a compatible antigen+MHC complex – usually, this is either delivered by a
dendritic cell (i.e., the DC is either itself infected by the virus or cross-presents the viral
fragments, and its internal pathogen sensing receptors have been activated) or by a helper
T cell that is bound to the same potential target cell. However, once the single naive cell
has proliferated into an armada of armed killer T cells, the second confirmatory signal is
no longer necessary to effectively eliminate a body cell presenting the right antigens.
Another subtype of T cells, regulatory T cells (TREG ), plays an important role in downregulating immune responses and preventing autoimmunity. This has been established
by TREG cell depletion in mice, leading to fatal autoimmune reactions [Sakaguchi et al.,
2007]. Is is also known that certain mutations in FOXP3, a central and necessary gene for
conversion to TREG cell status, lead to severe autoimmunity in humans [Gambineri et al.,
2003]. In general, TREG cells and their interactions with other cell types are not as well
understood as other types of T cells [Sakaguchi et al., 2010].
The MHC class I proteins also play a role in non-adaptive immune responses, for example
in interaction with natural killer T (NKT) and natural killer (NK) cells. NK cells kill cells
which display abnormal cell states. Their activity is partly controlled by the KIR proteins,
some of which are inhibitory and some of which are activatory [Vilches and Parham, 2002].
For example, the KIR2DL1 receptor binds to HLA-C proteins, which protects cells with
normal MHC class I expression from being killed. On the other hand, cells in which class
I expression is downregulated, for example by a cancerous process or viral infection, are
not being protected. Activatory KIRs are not well understood. KIR2DS1, for example,
binds to particular HLA-C alleles and has been linked to autoimmune disease risk, but
it is not clear why an NK-activatory KIR recognizes HLA-C molecules. Interestingly,
the genetic region that codes for the KIR proteins (chromosome 19) is also complex and
exhibits strong haplotypic patterns, similar to the MHC [Uhrberg, 2005]. Most individuals
carry haplotypes with a substantial number of KIR genes, but the majority of NK cells
express only 1 - 3 (different) KIR proteins [Vilches and Parham, 2002]. The underlying
process that determines the distribution of cells expressing different combinations of KIRs
is assumed to be stochastic, but influenced by an individual’s HLA type. This leads to
an increase of the proportion of NK cells which express inhibitory KIRs compatible with
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the individual’s HLA type [Schoenberg et al., 2011]. NKT cells also kill cells and can
be characterized as somewhere in between adaptive and innate immunity. They share
characteristics of both T and NK cells. They express TCRs, which recognize predefined
pathogenic or cancerous patterns via MHC class I presentation. In contrast to normal T
cells, however, NKT TCRs are invariant, i.e. do not undergo somatic recombination and
mutation [Pellicci et al., 2011].
As a general remark, it has to be stressed that the whole MHC-based antigen recognition
system is based on binding compatibility – which doesn’t necessarily imply perfect lockand-key molecular interactions. In some cases, similar general structural features or just
a similar subunit of a peptide may be sufficient to trigger binding of the TCR/BCR. This
phenomenon is known as cross-reactivity and is often assumed to be one of the mechanisms
underlying autoimmune disease (see below).

2.1.5

The HLA and disease

As early as in the 1960s, studies suggested an association between certain HLA types and
susceptibility to cancer [Amiel, 1967; Bodmer and Bonilla, 2008]. In 1973, Bodmer [1973]
first pointed out the importance of LD when studying markers in the HLA. The list of
HLA-associated conditions has been expanding ever since. This includes autoimmune and
infectious diseases, certain types of cancer and adverse drug reactions. For example, for
common autoimmune diseases like rheumatoid arthritis [Deighton et al., 1989; McMichael
et al., 1977; Stastny, 1978] and type 1 diabetes [Mein et al., 1998; Nerup et al., 1974;
Singal and Blajchman, 1973], the HLA type determines more than 30% of the genetic
risk. The HLA region is strongly associated with multiple sclerosis (MS) [Compston
et al., 1976; Oksenberg et al., 2008; Terasaki et al., 1976]. It influences HIV disease
progression and mortality [Leslie et al., 2004] and response to abacavir, an important HIV
drug [Hetherington et al., 2002]. Some types as cancer, for example multiple hodgkin
lymphoma [Moutsianas et al., 2011], exhibit HLA type associations.
A full review of HLA-based conditions would be beyond the scope of this section. Blackwell
et al. [2009] provide a comprehensive list of associations between HLA types and infectious
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diseases, including HIV, hepatitis B /C, leprosy, malaria and tuberculosis. Gebe et al.
[2002] describe possible HLA-mediated autoimmune disease mechanisms on a molecular
level, and Shiina et al. [2004] present an extensive summary of putative associations.
Chung et al. [2007] describe some cases of HLA-associated drug hypersensitivity.
It seems likely that many of the observed associations are causally related to the allelic
state of the HLA alleles: it is well known that different alleles exhibit different binding and
therefore presentation affinities. For example, an allele that preferentially presents autoantigens may contribute to increasing autoimmune disease susceptibility. However, as is
generally the case is association studies, it is important to appreciate that association does
not necessarily imply a causal link. The MHC harbors more than 60 immunity-related
genes, and it could be that an observed association with a classical allele is actually due
to LD with another causal variant. It is also well known that there exist functionally
relevant polymorphisms in non-coding regions of the HLA: for example, allelic differences
in the promoters of the class II genes show clear association with class II transcription
levels [Glimcher and Kara, 1992], and some authors argue that these polymorphisms may
influence disease risk by affecting the balance between Th1 and Th2 cells [Mueller-Hilke
and Mitchison, 2006].
However, even if there is a causal effect of the classical HLA alleles, it is not always clear
how this translates into disease risk on a functional level. For some viral infections like
HIV, the association between HLA type and outcome is well characterized: the protective
HLA allele B*57 enables an effective response of cytotoxic T cells against the virus and is
associated with long-term HIV control [Leslie et al., 2004]. HLA-associated susceptibility
to cancer is often related to the viral infections which are assumed to play a role in certain
types of cancer [Amiel, 1967; Hosking et al., 2011; Moutsianas et al., 2011]. Adverse
drug reactions are thought to occur because some HLA types can present the active drug
components, or complexes of the drug and self antigens, enabling a T cell based response
against the drug. For autoimmune diseases, the picture is substantially less clear. Many
theories are presented in the literature, and it is worth reproducing some of them here:

• Disease-associated HLA alleles preferentially bind to self antigens, for example HLA22

DRB1:15*01 to Myelin Basic Protein (MBP) in MS [Sospedra and Martin, 2005]
• Disease-associated HLA alleles do not bind well to particular self antigens (autoantigens); negative selection in the thymus against the T cells which bind to these
antigens is therefore less effective [Sospedra and Martin, 2005]
• In combination with the last two hypotheses, sharing or not sharing of a particular
sequence of peptides (the “shared epitope”) may determine whether an HLA allele
is disease-predisposing or not [Sospedra and Martin, 2005]. The shared epitope may
be present in HLA alleles from different 2-digit groups.
• Involvement of pathogens: peptides of the Epstein-Barr virus (EBV) are structurally
similar to myelin basic protein (MBP) when presented on HLA-DR proteins, and it
is likely that MBP is one of the targets of the autoimmune reaction that defines MS.
T cells with cross-reactive TCRs, binding to HLA+EBV and HLA+MBP complexes,
may be activated upon EBV proliferation and become autoreactive [Sospedra and
Martin, 2005]. Sometimes, this situation is referred to as “molecular mimicry”: it
is assumed that pathogens which resemble auto-antigens when presented on HLA
proteins have a selective advantage, as most T cells with compatible TCRs would
be deleted during negative thymic selection.
• Cross-HLA cross-reactivity: it has been shown that there exist TCRs which can
bind to EBV peptides presented on a HLA-DRB5 chain and to MBP presented on a
HLA-DRB1 chain [Lang et al., 2002]. Further complicating that picture, there is also
evidence for epistatic interactions between HLA-DRB1 and HLA-DRB5 proteins in
the context of MBP-driven immune responses [Gregersen et al., 2006].
• Interactions: recent studies have found evidence for a risk-modifying interaction
effect between HLA-B/HLA-C and ERAP1 alleles in ankylosing spondylitis and
psoriasis, respectively [Evans et al., 2011; Strange et al., 2010]. One of the functions
of ERAP1 is to “trim” peptides before they are presented on HLA class I proteins.
These studies therefore suggest that the risk effect mediated by certain HLA alleles
also depends on peptide pre-processing.
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In summary, the pathogenesis of many autoimmune diseases is far from understood. Elucidation of the HLA-based effects is certainly not trivial, partly due to the complexity
(e.g. interactions) of the underlying biological processes. Further functional and association studies will be required, and these studies will benefit from reliable and cost-effective
ascertainment of HLA types. As outlined in the previous section, classical HLA typing
methods, based on sequencing, are still the gold standard – but prohibitively expensive
for many large-scale studies. This thesis describes methods for the statistical imputation
of HLA types, based on SNP genotypes, which are expected to be of particular utility in
studies of autoimmune diseases.
To complete this section on HLA-related diseases, another important type of condition has
to be mentioned: transplant rejection after transplantation, in particular graft-versus-host
disease (GVHD) after bone marrow or stem cell transplantation [Szabolcs et al., 2010].
Careful HLA type matching of donor and recipient is an essential step in preventing GVHD.
However, the methods presented have probably not achieved the accuracy required to be
useful in donor and recipient HLA type matching. Therefore, all issues of transplantation
are not covered here.

2.1.6

Population genetics of the human MHC

At least two questions follow immediately from the MHC’s haplotype structure, combining
high levels of polymorphism combined with long-range LD:

• Can selection account for the MHC’s structure?
• From a purely empirical point of view, are the patterns of LD and diversity globally
uniform, or are there population-specific differences? Any population-specific differences could influence disease susceptibility on a population-level and be informative
of ancestry.
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Selection
Without doubt, selection has strongly influenced the large- and fine-scale structure of
the HLA. Firstly, a basic understanding of the functional role of the HLA molecules
within the immune system intuitively justifies to assume strong selection. How could, for
example, trying to escape immune detection by adapting to the HLA molecules’ binding
affinities not be an element of particular viral strategies? Secondly, the existence of HLAassociated diseases (with early onset, thus influencing reproductive success – e.g. HIV,
see Leslie et al. [2004] and Section 2.1.5) is direct evidence that the intuitive argument
just presented has some truth to it. In fact, viral strategies against HLA-based detection
include suppression of HLA expression [Alcami and Koszinowski, 2000]. Thirdly, in a
series of studies, links between survival probability, disease progression or pathogen load
and particular HLA types and diversity were clearly established (Lohm et al. [2002], Schad
et al. [2005], Froeschke and Sommer [2005], Prugnolle et al. [2005], Hill [2001]). Finally,
from the standpoint of population genetics, the patterns observed in the MHC make a
strong influence of selection seem likely [Hughes, 2002]:

• in terms of allele frequencies, there are strong departures from the expectations
under neutrality [Hedrick and Thomson, 1983] – which could well be explained by
selection. Bergstrom et al. [1998] computed phylogenetic trees for HLA-DRB1 alleles
and found out that the majority of alleles is comparably young, whereas a minority
of alleles has been maintained for a long time, predating at least the separation
of Homo and Pan (trans-species polymorphisms). This pattern suggests that some
ancient alleles were beneficial enough over time not to be eliminated by random
genetic drift [Hughes, 2002].
• a majority of sequence substitutions in the coding exons of the HLA alleles is nonsynonymous [Hughes and Nei, 1988, 1989].
• there are fewer polymorphisms in the intron sequences of the HLA alleles than
synonymous substitutions in the exon sequences, suggesting that balancing selection
on the exons, genetic drift and recombination act towards a homogenization of the
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introns [Cereb et al., 1997; Hughes, 2002].

More recent studies, focused on whole-genome detection of signals of positive selection,
have also found strong evidence for selection in the HLA region [Albrechtsen et al., 2010;
Andres et al., 2009; Pickrell et al., 2009].
Hedrick [2002] briefly reviews several mathematical models of selection that were invoked
to explain the patterns seen at the HLA, including heterozygote advantage, frequencydependent selection and variable selection in time/space, pointing out that the effects
captured by these models may actually combine.
In terms of the region’s long-range LD structure, the observed LD between alleles at
different classical loci would be consistent with epistatic selection on combinations of
alleles; both gene conversion and recombination could play a role in reducing LD in the
regions in between the genes.
Accepting selection as a major force shaping the HLA helps to explain the region’s finescale structure, including the extensive polymorphism. It remains to be seen how selection
can explain the larger structures of vertebrate MHCs, in particular the remarkable fact
that the MHC has universally stayed intact as a cluster in nearly all jawed vertebrates
[Litman et al., 2010].

Global HLA diversity
Probably because of the HLA’s relevance in clinical settings, in particular in transplantation medicine, many studies have examined HLA diversity patterns – allele frequencies
and haplotypes – in worldwide populations [Cao et al., 2001, 2004; Piancatelli et al., 2004;
Prugnolle et al., 2005; Qutob et al., 2011; Torimiro et al., 2006; Trachtenberg et al., 2007].
Most studies have focused on HLA class I.
One of the most recent and comprehensive studies, carried out by Qutob et al. [2011], finds
that substantial proportions of global HLA type diversity can be accounted for by distance
from Africa, pathogen load, and, interestingly, statistical interactions with frequencies of
particular KIR alleles. The component which relates to distance from Africa is consistent
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with general models of human demography, which assume an Out-of-Africa bottleneck
event. This of course implies that the greatest genetic diversity is to be expected in subSaharan Africa, which is certainly true for HLA alleles [Cao et al., 2001]. The finding that
the second component, pathogen load, significantly contributes to explaining variance in
HLA diversity is consistent with models which assume that MHC diversity is driven by an
evolutionary arms race with pathogens. Finally, the fact that HLA and KIR frequencies
are related is an interesting result, and the study tries to relate certain KIR subgroups to
the impact of bacterial and viral load.
Another useful resource in comparing global haplotype diversity, including class II loci, has
been produced by the National Marrow Donor Program (NMDP) of the United States:
http://www.haplostats.org provides an online interface to an algorithm (based on Expectation Maximization) which estimates global haplotype frequencies, using worldwide
transplant donor databases. The results can be graphically displayed on world maps, with
the color of a country indicating a specified haplotype’s frequency (see Figure 2.3).

Figure
2.3:
An
example
map
from
the
NMDP’s
(http://www.haplostats.org/home.do) application, providing estimates
HLA type frequencies. Figure reproduced from the HaploStats manual.

HaploStats
for global

Many of the studies cited above provide very valuable data to guide the search for potential
transplant donors and contribute to the global picture of HLA diversity, but as this thesis
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is not concerned with particular alleles or haplotypes, an in-depth review of the findings
is not presented here for all but one study.
Cao et al. [2004] have surveyed HLA class I variation in five sub-Saharan African populations (Kenyan Nando, Kenyan Luo, Malians, Ugandans, Zambians), genotyping between
45 and 265 individuals from each population (852 in total). As HLA type variation is
greatest in Africa, their results reflect an upper limit on expected HLA type variation in
other populations, and give some insights into the pre-bottleneck pattern of human HLA
type variation. Many alleles observed in the study are Africa-specific and do not appear
in other human populations. The five groups vary in the observed patterns of diversity,
globally and on a per-locus basis. 20 HLA-A alleles are exclusive to one or two groups,
and 34 HLA-B alleles. For HLA-B, no single allele is found in a “large” fraction of the
total population (predominant in the terminology of that paper, but not clearly defined),
apparently consistent with global HLA-B diversity patterns. The same is true of HLA-A in
both Kenyan populations, whereas there are predominant HLA-A alleles in the other populations. The fraction of the population which carry one of the 15 most frequent A/B/C
haplotypes varies between 0.5 (Zambians) and 0.26 (Ugandans), and only 5 haplotypes are
shared between two or more populations. LD between B and C is strongest, with most
B alleles being nearly exclusively transmitted with a single C allele. According to the
analysis of the authors, many alleles predate the split of the language groups, and overall
LD is, despite the high number of haplotypes, comparable to other global populations.
In general, it is worth noting that genetic variation in the HLA is far from completely
characterized. In 2010, the NMDP alone has identified 72 new HLA alleles[Lazaro et al.,
2011].

2.1.7

Evolutionary history of the MHC and the development of adaptive
immunity

Human population genetics provide a framework to think about the more recent evolutionary history of the MHC, but many of its features are only understood in the more
general context of the evolution of vertebrate adaptive immunity.
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Adaptive immunity arose during the early stages of vertebrate evolution, most probably
around 500 million years ago in a species of jawed fish [Flajnik and Kasahara, 2001; Litman et al., 2010], and is a universal feature of all extant jawed vertebrates. Many authors
argue that acquisition of the recombination-activating genes 1 and 2 (RAG1 and RAG2 )
was a necessary condition for developing a system of adaptive immunity, as RAG1 and
RAG2 universally mediate the V(D)J process which generates TCR and BCR variation.
Interestingly, some jawless fish have undergone convergent evolution and developed a different system of adaptive immunity, independent of RAG1/2, but able to generate diversity
through somatic rearrangement [Flajnik and Kasahara, 2010; Litman et al., 2010]. Some
authors argue that the development of adaptive immunity (broadening the spectrum of
possible responses against colonization by parasites) has conferred a selective advantage,
but there is no obvious reason to believe that vertebrates would benefit any more from adaptive immunity than complex invertebrates and no systematic evidence that invertebrates
succumb to infection more often than vertebrates [Hedrick, 2004].
There have been various attempts to characterize the differences between different species’
adaptive immune systems and MHC regions (e.g. Litman et al. [2010], Trowsdale [1995] and
Kelley et al. [2005]), resulting in the identification of a distinctive set of four components,
present in all jawed vertebrates:
• MHC class I/II-like molecules (except for the Atlantic Cod, which lacks MHC class
I despite being classified as jawed vertebrate [Star et al., 2011])
• T/B cell receptor (TCR/BCR) equivalents, modified by RAG1 /RAG2
• genes coding for immunoglobulins
• two lymphoblastoid cell lines (B- and T-like cells)
Does this imply that the genes coding for these functions are orthologous? Apparently not
[Nei and Rooney, 2005]. The sequences found in different MHCs show hardly any evidence
of common ancestry – and, even more surprisingly, the genes fulfilling the essential immune
functions are different – for example, the classical HLA proteins A, B, C are only found in
hominid species, but not in New World monkeys. Nei and Rooney [2005] and Kumanovics
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et al. [2003] interpret this as evidence for a “Birth & Death” model of evolution in the MHC
region: a series of expansions and contractions of the MHC region, marked by duplication
and deactivation events. The duplicates can mutate functionally and, for example, become
coding for new antigen-presenting molecules, whereas the deactivated genes end up as
pseudogenes. This model convincingly explains why there is a substantial amount of
pseudogenes in the HLA region; it is also in accordance with the assumption of strong
selection, because it allows the duplicated genes to rapidly adapt to new immunological
challenges – as the original, duplicated genes are still in place. Finally, it accounts for
the fact that the MHC regions are functionally homologous among all jawed vertebrates
without being orthologous on the sequence-level. Although the Birth & Death model is
very appealing on a large scale, it is not clear how much other effects – e.g. gene conversion
– have contributed to the evolution of the MHC. Nei and Rooney [2005] argue in strong
favour of a dominating influence of mutation and positive selection, whereas other authors
(e.g. Andersson and Mikko [1995], Zangenberg et al. [1995] and Hogstrand and Bohme
[1999]) emphasize the importance of gene conversion and recombination. Indeed, it is
an interesting (and open) question why certain HLA alleles exhibit stretches of unusual
similarity [Nei and Rooney, 2005].
Is the MHC cluster structure a random artifact, or does the clustering confine any kind
of selective advantage? Remarkably, nearly all jawed vertebrates – with the exception
of some fish species – share the chromosomal connection between the MHC’s different
components. What is more, according to Kumanovics et al. [2003], there seems to be
an affinity of functionally equivalent genes to stick to their relative position – e.g. in the
mouse – human comparison, where functional homologs, yet no orthologs, occupy the same
positions between other shared MHC genes present in both species. There is evidence for
the existence of a proto-MHC region, mainly stemming from the observation that there
are at least three paralogous regions to the MHC in the human genome, on chromosomes
1, 9 and 19. This pattern is in agreement with the “2R” hypothesis, according to which
there were 2 genome duplications early in the vertebrate lineage – in this case, involving
the hypothetical proto-MHC. Alternatively, one may assume that the cluster structure of
immunity-related genes improves fitness, e.g. by facilitating co-regulation. In general, it is
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worth noting that the fact that functional homologs of the classical HLA genes are present
in all jawed vertebrates’ MHC regions justifies the notion that the classical HLA genes are
the most important and indeed defining genes of the human MHC.
In conclusion, the “Birth & Death” model offers a good explanation for the large-scale
structures of vertebrate MHCs. It is, in generating gene duplicates that are under relaxed
functional constraints, in accordance with the general assumption that the MHC is coined
by the need for rapid adaptation. Still, the plasticity of MHC complexes among vertebrates
remains impressive.
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2.2

Genotype imputation

Defined generally, genotype imputation uses information from a reference panel, typed at
high marker density, to infer genotype probabilities for untyped markers in individuals
from an imputation panel, typed at lower marker density.
Why is this a sensible idea, in particular for genome-wide association studies (GWAS)?
It is well-known that the power to detect an association (i.e. the probability to detect an
association if there is one) in a GWAS depends on sample size as well as on the maximum
correlation between any typed variant and the assumed causal variant. Under certain
conditions (one marker, equal numbers of cases and controls, multiplicative risk model),

E(χ2 ) ∝ N × γ 2 × p(1 − p) × r2 ,
where χ2 is the chi-squared test statistic of no association, N the number of cases and
controls, γ the effect size, p the risk allele variant frequency and r the correlation between
any typed variant and the causal variant [Chapman et al., 2003; Spencer et al., 2009].
Although this simple risk model is almost certainly an oversimplification for the majority
of diseases, the formula provides useful intuition on the importance of the correlation
between typed and examined markers in GWAS. In the context of genotype imputation in
GWAS, the correlation between causal variant and imputed variant is therefore a crucial
determinant of power (in Section 6.2, I will give a practical example of how improving the
correlation between causal marker and imputed marker can lead to more accurate results
in GWAS).
“Maximum correlation” is identical to the maximum linkage disequilibrium (LD) between
any typed marker and the assumed causal variant (and local LD typically also determines
the size of the region around the associated marker that may plausibly harbor the causal
variant). The underlying principle of imputation is to leverage the effect of LD across
multiple markers: if the genotype of an untyped marker can be statistically inferred (“imputed”) from the genotypes of surrounding typed markers by taking into account their
joint LD structure, and if this imputed marker correlates more strongly with the causal
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variant than any typed marker, the power to detect the association increases. This process
critically depends on an accurate model of regional LD structure, which in most current
imputation algorithms takes the form of an explicit representation of underlying haplotypes. The information on the haplotypic relationship between typed and untyped markers
is typically extracted from a separate reference panel, in which all markers are present.
Often, experimentally determined or deterministically phased haplotypes are available for
neither panel, so that determining the chromosomal phase of markers – phasing – becomes
an essential part of imputation.
Imputation technology can, to give some specific examples, be used to impute the genotypes of recently discovered variants into older datasets, to optimize the ratio between
typed variants and typed individuals to obtain optimal power [Spencer et al., 2009], or to
determine the genotype of complex variants like HLA types based on simpler markers like
SNPs.
A variety of different algorithms and models have been developed for genotype imputation.
Useful high-level questions for categorizing them include

• What model is used to represent haplotype structure?
• How are the parameters or the structure of the model inferred from the data? In particular, is the model built for the reference panel and then applied to the imputation
dataset, or is a combined model built for both datasets?
• How are missing genotypes in the imputation dataset inferred?
• How well does the model scale, and how computationally efficient is it?
• How accurate and complete are the model’s imputations?
• Is the model optimized for imputing particular kinds of markers, for example SNPs
or HLA alleles, or is it generic?

The first of these questions – how to model haplotype structure – is arguably the most
fundamental one. As it turns out, the coalescent, a well-parameterized genealogical model
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from population genetics, is too complex to be computationally tractable in haplotype
inference and imputation scenarios. This inspired the development of the so-called Li &
Stephens approximation (L&S), which uses a Hidden Markov Model to model identity by
descent (IBD) relationships between haplotypes [Li and Stephens, 2003]. Then, inspired
from computer linguistics, there is another class of models: haplotype graph models,
which model haplotypes in a way which is independent of any biologically meaningful
parameterizations. Both haplotype graph models and the L&S approximation provide a
suitable basis for high-accuracy imputation algorithms [Marchini and Howie, 2010], and
both will play an important role in this thesis.
The next sections are structured as follows: first, I will describe the class of leveled Hidden
Markov Models (HMM), as they are important in both the L&S approximation and haplotype graph models. Then, I will describe the two main haplotype representation models
used in imputation frameworks, i.e. the L&S approximation and haplotype graphs. Finally,
I will discuss two popular implementations of these models (BEAGLE and IMPUTE) and
how they combine information from imputation and reference panels.

2.2.1

Haplotype representation models

This section will discuss three important classes of haplotype structure models, one of
which (the coalescent) will turn out to be computationally intractable for the questions
we are interested in here. As an important preparation, I will describe the structure and
properties of leveled Hidden Markov Models.
In the context of this thesis, haplotypes are represented as strings, i.e. ordered sequences of
symbols. The symbols usually refer to the four nucleotides (A, C, G, T) or specific complex
alleles, such as HLA alleles, and possibly another symbol which indicates missingness.
Each position in a haplotype is associated with a genetic position, and when I refer to a
sample of haplotypes, this denotes a set of same-length haplotype strings, with homology
between all i-th positions.
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Leveled Hidden Markov Models
Hidden Markov Models have successfully been employed in a variety of areas, for example
natural language processing and physics [Rabiner, 1989]. They, and in particular the
subclass of Leveled Hidden Markov Models (Browning and Browning [2009], LHMMs),
have many important applications in genetics (they are also a subclass of inhomogeneous
HMMs). As it will turn out later, both haplotype graphs and the L&S approximation
belong to the class of LHMMs.
General Hidden Markov Models and useful algorithms To set up basic notation,
I give a formal definition of Hidden Markov Models, following Rabiner [1989] – see Figure
2.4 for a graphical illustration of the properties of HMMs and the notation employed
here. An HMM M is a system of N states, denoted S1 to SN , and the system is in
any one of the N states at any time during the observation period. We denote the state
of the system at time t as qt , but qt is not directly observable. The system evolves in
regular units of discrete time from t = 1 to t = T : after one unit of time has elapsed,
the system can change its state. For each state i and each state j, there is a probability
distribution A = aij which specifies the probability of changing state from i to j. Note
that this implies that the HMM follows a Markov process: P(qt+1 |qt , .., q1 ) = P(qt+1 |qt ).
There is also a probability distribution πi which defines the probability that i is the first
state: P(q1 = i) = πi . At time t, the HMM will emit an observable symbol Ot from a
discrete set of allowed emission symbols, the model alphabet. Ot is selected according to a
state-dependent probability distribution bj (k), i.e. P(Ot = k|qt = j) = bj (k).
It is easy to see that the following algorithm will generate strings (sequences of symbols)
of length T from M :

1. Set t := 1.
2. Select q1 according to πi .
3. Select Ot according to bqt .
4. If t 6= T , select qt+1 according to aq , set t := t + 1, go to step 3; otherwise, terminate.
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Figure 2.4: This figure illustrates a general HMM: each state (blue circles) has defined
transition probabilities to all other states (specified by the matrix A, grey lines) and
emission probabilities for all symbols of the model alphabet (here represented by two
coloured squares and the emission probabilities printed therein).
Observing the sequence O1 ..OT from M does not allow for direct inference of the states
q1 ..qT the model visited while generating the sequence (this is the property that the word
“hidden” refers to). However, there are a couple of well-known and computationally
efficient algorithms that are useful in drawing inferences from an observed output sequence
[Rabiner, 1989].
The forward algorithm efficiently computes P(qt = j|O1 ..Oh , M ), i.e. the probability of
the model being in state j conditional on the first h observations. Define αh (j) :=
P(O1 ..Ot , qh = j|M ), for 1 ≤ j ≤ T . Initialize with α1 (j) := πj ×bj (O1 ). For t = 2..h, continue with αt (j) :=
PNαt (j)
i=1

αt (i)

PN

i=1 (αt−1 (i)

× aij ) × bj (Ot ). It is clear that P(qt = j|O1 ..Oh , M ) =

. The general forward algorithm as presented here is in the complexity class

O(T × N 2 ).
The forward algorithm allows us to compute the likelihood of an observed sequence under
M : P(O1 ..OT |M ) =

PN

i=1 αT (i).

The forward algorithm also allows us to sample paths from M , conditional on O1 ..OT .
We use the word path to denote a possible sequence through the model’s states, i.e.
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an ordered sequence p = (p1 , .., pT ) ∈ {x ∈ NT |∀i ∈ (1..T ) : 1 ≤ xi ≤ N }. Define
P(p|O1 ..OT , M ) := P (q1 = p1 , .., qT = pT |O1 ..OT , M ). Computing P(p|O1 ..OT , M ) for a
particular p is trivial. Sampling from that distribution, however, follows not immediately
– the number of possible paths is usually too large to exhaustively calculate all probabilities. The forward algorithm provides a solution. Initialize with selecting pt according to
P(pt ) := P (pT = pt |O1 ..OT , M )/

PN

i=1 (P(qT

= i|O1 ..OT , M )). Now, for t = (T − 1), .., 1,

P(qt =pt |O1 ..Ot ,M )×apt pt+1

draw pt from P (pt ) := PN

i=1

P(qt =i|O1 ..Ot ,M )×aipt+1

.

The backward algorithm approaches the same problem from behind. Define βh (j) :=
P(Oh+1 ..OT |qh = j, M ), for 1 ≤ j ≤ T . Initialize with βT (j) := 1. For t = (T − 1)..1,
continue with βt (j) :=

PN

i=1 (βt+1 (i)

× bi (Ot+1 ) × aji ). The backward algorithm is in the

complexity class O(T × N 2 ).
The forward and backward algorithms enable us to compute the likelihood of an observed
sequence in another way. For arbitrary 1 ≤ k ≤ T , P(O1 ..OT |M ) =

PN

i=1 (αk (i)

× βk (i)).

Also, we can now compute the probability of being in a particular state k at time t:
P (qt = k|O1 ..OT , M ) =

αk (i)×βk (i)
P (O1 ..OT |M ) .

The Viterbi algorithm computes the Maximum Likelihood (ML) path estimate, conditional
on having observed O1 ..OT . Its structure is very similar to the forward algorithm. Define
γh (j) := max(p1 ,..,ph−1 ) P(q1 = p1 , .., qh−1 = qh−1 , qh = j, O1 ..Oh |M ), for 1 ≤ j ≤ T . γh (j)
returns the the maximum likelihood of all paths of length h ending in state j. We also
define δ to keep track of where the best path comes from. Initialize with γ1 (j) := πj ×
bj (O1 ) and δ1 (j) := 0. For t = 2..h, continue with γt (j) := maxi=1..N (γt−1 (i)×aij )×bj (Ot )
and δt (j) := arg maxi=1..N (γt−1 (i) × aij ) × bj (Ot ). Terminate with γ? := maxi=1..N γT (i)
and δ? := arg maxi=1..N γT (i). γ? is the likelihood of the ML path. Backtracking from δ?
will reconstruct the states traversed by the ML path.
Missing data in the observed sequence Missing data in the observed sequence can
be dealt with in a straightforward way: extend the model alphabet by a “missing data”
character and assign equal missing data emission probabilities to all states in the model.
We say that this way of dealing with missing data is agnostic, because all states are
assigned equal probabilities to emit missing data. The Viterbi algorithm (or sampling
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techniques) can now be used to estimate which states generated the missing data, and to
infer a distribution over possible non-missing symbols at each missing position.
Leveled Hidden Markov Models and Graphs In LHMMs, states and transitions
between states follow a linear ordering. An HMM M belongs to the class of LHMMs if
the function l(s), as defined below, is well-defined for all states s of M 3 . For all states
s ∈ 1..N ,

• if πs 6= 0, define l(s) := 1 (all initial states have level 1).
• for all states s0 ∈ 1..N , define l(s) := l(s2 ) + 1 if as0 ;s 6= 0 (if there is a transition
between state s and state s0 , the level of s0 must be equal to the level of s plus 1).
• if ass2 = 0 for all states s2 ∈ 1..N , define l(s) = T (all terminal states with no further
transitions are at the same level T ).

In LHMMs, no state is visited more than once, and each state can be reached. We refer
to l(s) as the level of state s. Importantly, the observed symbol Oi at the i-th position of
the observed emission sequence is guaranteed to have been emitted by a state s of level
l(s) = i.
Sometimes, it is convenient to recast notation for LHMMs in a way that makes explicit
reference to their level structure. We can refer to the i-th state at the l-th level as Sl,i , and
we denote the number of states at level l with Nl . Each Sl,i has an associated probability
distribution over the model alphabet: bl,i (k). We define πi as the probability to select S1,i
as a first state, and change the transition probability notation to al,i;l+1,j , denoting the
probability to jump from state Sl,i to state Sl+1,j .
Forward and backward algorithm can exploit the state structure of LHMMs. Each iteration
of the algorithms is explicitly tied to a level l, and instead of summing over the full set of
N model states in computing α and β, it is possible to constrain summation to the states
3

The last condition implies that we relax the requirement that each model state has to have a proper
probability distribution over possible transitions – in an LHMM, all states s with l(s) = T have probability
0 for all possible transitions. The majority of HMMs currently in use in population genetics belong to the
class of LHMMs, so that the reader may well already be familiar with their properties. I explicitly introduce
them to stress the implications of their restricted transition matrices, and for notational convenience.
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at level l − 1 (forward) or l + 1 (backward). The complexity of the two algorithms (for
computing all α and β values) for LHMMs is in the class O(T × (maxi∈1..N Ni )2 ).
Sometimes, it is also convenient to define a level-specific model alphabet, containing all
symbols that can be emitted by states of a particular level. Output emission probability
calculations, in particular, can sometimes be simplified by considering the level-specific
model alphabet.
See Figure 2.5 for an illustration of leveled HMMs and the related notation.

Figure 2.5: States (blue circles) in leveled HMMs follow a linear ordering: each state has
an assigned level l (see bottom line), and there is always at least one state transition to a
state of level l + 1 (and no state transitions to other levels). State transition probabilities
(grey lines) are specified by the matrix S, and initial probabilities by the vector π. Each
state has assigned emission probabilities for all symbols of the level-specific model alphabet
(here represented by two coloured squares and the emission probabilities printed therein).
Different levels can have different model alphabets (hence different colours for emission
symbols at states 2 and 5 in this example). Note that the number of specified state
transitions grows much more slowly with the total number of states than in a general
HMM.
For later purposes, I similarly constrain the class of directed graphs to the class of leveled
directed graphs (LDGs). A directed graph G is the ordered tuple (V, E). V is the set of
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the graph’s vertices, and E is a set of ordered tuples of the form (V × V ). If (v1 , v2 ) ∈ E,
we say that there is an edge from v1 to v2 .
A directed graph G belongs to the class of leveled directed graphs if there exists a set
S ⊆ V and a T ∈ N>1 for which the function l(v), as defined below, is well-defined for all
vertices v ∈ V . For all vertices v ∈ V ,
• if v ∈ S, define l(v) := 0.
• for all vertices v2 ∈ V , define l(v) := l(v2 ) + 1 if (v2 , v) ∈ E.
• if (v, v2 ) 6∈ E for all vertices v2 ∈ V , define l(v) = T .
LDGs are acyclic and connected.
By applying the following algorithm, the topology of an LHMM with T > 1 can be mapped
onto an LDG. Set V := {} and E := {}. For each HMM state s ∈ {1, .., N }, create a
vertex s. For all ordered tuples of states (s1 , s2 ) : s1 ∈ {1..N } ∧ s2 ∈ {1..N }, create an
edge (s1 , s2 ) if as1 s2 6= 0. Finally, set S := {s ∈ 1..N |πs 6= 0}.
Haplotype HMMs and a diploid generalization For the purpose of this thesis, it has
already been defined that haplotypes are to be represented as strings. This immediately
implies that HMMs can be used to model haplotypes, and we denote them as (haploid)
haplotype HMMs in this case. Often, however, we want to make inference based on genotype data. We represent a genotype stretch G of length T as an ordered sequence of T
unordered tuples, generated from two underlying haplotypes H1 and H2 of length T . The
i-th genotype tuple is of the form (e1 , e2 ), where e1 is the the i-th symbol of haplotype
H1 , H1,i , and e2 is the the i-th symbol of haplotype H2 , H2,i – or the other way around.
Reconstructing H1 and H2 from G is known as the problem of phasing.
Generating genotype stretches from a haplotype HMM is trivial: generate two underlying
haplotypes and generate the genotype stretch for each position from 1 to T according to
the definition given above, randomly assigning the underlying haplotype for e1 (e2 then
follows, of course).
The algorithms presented above to solve the problems of total likelihood, marginal state
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probabilities and best path do not apply directly to genotype stretch data. However, by
defining a new diploid haplotype HMM, which essentially consists of two connected haploid
haplotype HMMs, we can apply the algorithms presented above to genotype stretch data.
Define a new HMM with N 2 states of the form (Si , Sj ), i, j : i ∈ 1..N , j ∈ 1..N . Informally,
the state (Si , Sj ) refers to the first haploid haplotype HMM being in state Si , and the
second one being in state Sj . We define the state transition probability from (Si , Sj ) to
(Sm , Sn ) as aim × ajn , and the probability of (Si , Sj ) being the initial state as πi × πj .
The diploid emission probability distribution for (Si , Sj ) over all unordered tuples (k1 , k2 )
of the model alphabet is defined as b(Si ,Sj ) (k1 , k2 ) := bi (k1 ) × bj (k2 ) if k1 = k2 , and
b(Si ,Sj ) (k1 , k2 ) := bi (k1 ) × bj (k2 ) + bi (k2 ) × bj (k1 ) otherwise.
It is easy to see that connected leveled haploid haplotype HMMs result in leveled diploid
haplotype HMMs, and that the structure of leveled diploid haplotype HMMs is more
tractable than that of general diploid haplotype HMMs. In either case, the forward,
backward and Viterbi algorithms are applicable to the diploid haplotype HMM, with
each state in the diploid HMM relating to two haploid states. By applying the Viterbi
algorithm, it is, for example, possible to determine the most likely pair of paths through
the two haploid models, conditional on some observed genotype stretch data.

The Coalescent
The coalescent (see, for example, Kingman [2000] for a historical sketch) is one of the most
popular models in population genetics: it models the genealogical relationships between
a sample of chromosomes belonging to a single species, backwards in time, until a common ancestor for all genetic material has been reached. More specifically, the coalescent
models haplotype structure in an observed sample by modeling the identity-by-descent
relationships between these haplotypes, explicitly accounting for the effects of mutation
and recombination (as far as the coalescent with recombination is concerned).
This thesis offers a short treatment of the coalescent, because some of the models later
presented can be thought of as informal approximations. Also, it is important to appreciate
why one of the field’s favourite models can in fact not be used for imputation purposes.
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The coalescent emerges as an ancestral limit process from a range of population genetic
models, but it is probably most easily understood in the context of a Wright-Fisher model
(compare Wakeley [2009]). It makes the assumption of a constant-sized population of N
individuals which is reproducing in a discrete-generation manner and which is not subject
to selection. In each generation, every individual selects a predecessor from the previous
generation. The probability that two specific members from the same generation have
different ancestors in the r-th previous generation is therefore (1 − N1 )r . This implies that
the effective number of ancestors is shrinking from generation to generation – until all
ancestral lines have “coalesced” into a single individual, the most recent common ancestor
(MRCA).
The coalescent is defined on a sample of n individuals from a population of size N , with
n  N . n individuals imply n − 1 coalescent events (each coalescing into one of the
remaining effective ancestral lines) until having reached the MRCA. Each event ni has
a coalescent time Ti associated with it. As N goes to infinity, the Ti are distributed
independently and exponentially, with
!

fTi =

i −( i )Ti
e 2 ,
2

supposing that time is measured appropriately, e.g. in units of N generations for the
Wright-Fisher model. E[Ti ] is

2
i(i−1) ,

so that the expected time between two coalescent

events increases as the number of effective ancestral lines is shrinking.
The mathematical derivation of the coalescent makes the following assumptions:
• No selection and no subdivided population – i.e. exchangeability between the n
individuals
• A constant-sized population (fixed N over time)
The order in which the lineages coalesce directly implies a bifurcating genealogical tree –
actually, a sample of size n implies

n!(n−1)!
2(n−1)

possible tree branching structures, the branch

lengths corresponding to the Ti random variables. As exchangeability was assumed, all
branching structures are equally likely.
42

The model structure which has been specified so far explicitly accounts for time, but not for
the probability of observing a mutation, which we know increases over time. Conditional
on a particular tree t (which specifies via its branch lengths how long it takes for two
samples to coalesce), we can superimpose a mutation process acting along the branches.
For example, we can define the probability to observe x mutations along a branch to follow
a Poisson process, with rate proportional to the length of the branch and a mutation rate
parameter θ.
Having observed some data, i.e. a sample of n chromosomes genotyped at some positions,
we can now identify each of the chromosomes with one sample in the coalescent process
(i.e. attach the chromosome to the leaves of any possible underlying tree) and use likelihood techniques to perform inference on the parameters of the process. For example,
the likelihood of a particular tree topology t, averaging over the space of possible branch
lengths bl , is

Z

Lθ (t) = P(data|t; θ) =

P(data|t, bl ; θ) dP(bl ) .

We could also use likelihood techniques to impute untyped markers: simply treat missing
genotypes as parameters to the likelihood and use standard ML techniques to find values.
However, as should be clear by now, any full likelihood approach has to take into account
that each tree is a priori equally likely, and that the mutation process is defined conditional
on a particular underlying tree.
Unfortunately, the enormous size of the space of possible tree topologies renders this approach computationally unfeasible. In fact, the issue is further complicated if a more
realistic extension to the original coalescent, the coalescent with recombination, is used.
This extension is based on the so-called Ancestral Recombination Graph (ARG, see Griffiths and Marjoram [1996]) and is more intricate than the conventional genealogical tree,
marginally generating one tree for each locus (e.g., each base in a sequence of DNA)
under consideration (see McVean and Cardin [2005]). The parameter vector specifying
recombination probabilities between loci is usually denominated ρ.
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Note that it is not clear how well the standard coalescent with recombination would perform in the HLA region, even if it was computationally tractable. There is strong evidence
that the haplotype structure of the HLA has been shaped by selection and bottleneck effects (see Section 2.1.6), violating the coalescent’s basic model assumptions.

The Li & Stephens Approximation
The Li & Stephens approximation [Li and Stephens, 2003] was initially developed to model
and estimate recombination. However, it is now clear that it can be applied in a variety
of other scenarios, including phasing [Stephens and Scheet, 2005] and imputation [Leslie
et al., 2008; Marchini et al., 2007].
Fundamentally, the L&S approximation is a leveled HMM which generates new haplotypes
by combining chunks from a set of observed haplotypes; often, it is said that the new
haplotypes resemble an “imperfect mosaic” of the observed haplotypes [Leslie et al., 2008].
Li & Stephens were interested in finding an approximation to the expression

Pcoalescent (c1 , c2 , ..., cn ; θ, ρ) ,

where c1 , c2 , ..., cn are haplotypes sampled from a population, all typed at the same T
loci. θ is a global parameter that relates to the probability of mutations and ρ is a (T − 1)dimensional genetic map, relating to the probability of a recombination event occurring
between each of the k loci (for example from Myers et al. [2005]).
They noted that Pcoalescent (c1 , c2 , ..., cn ; θ, ρ) is equal to

Pcoalescent (c1 ; θ, ρ) × Pcoalescent (c2 |c1 ; θ, ρ) × ... × Pcoalescent (cn |c1 , c2 , ..., cn−1 ; θ, ρ) .

In the Li & Stephens approximation, these conditional probabilities are expressed as emission probabilities of a leveled Hidden Markov Model; as this does introduce a dependency
on the order of the chromosomes, it is recommended to repeat the calculations for different
permutations and average over the results.
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In the following, let CN denote a set of N already sampled haplotypes, and c another haplotype, typed at the same T loci. Let Ha,b denote the genotype of position b in haplotype
a ∈ CN and cb the value of the b-th position of c. In this notation, Pcoalescent (c|CN , θ, ρ) is
the quantity that shall be approximated. Li & Stephens use CN , θ and ρ to construct an
LHMM that can emit chromosomal haplotypes. The emission probability of that HMM,
PL&S (c|CN , θ, ρ) is then used as an approximation for Pcoalescent (c|CN , θ, ρ).
The Li & Stephens LHMM (see Figure 2.6 for a graphical illustration) has a 2-dimensional
state space: T levels with N states each. The initial probabilities at l = 1 are uniform,
i.e. πi :=

1
N.

The state transition matrix is such that, being in state (l, i), only jumps

to l + 1 × {1..N } are allowed. It is easy to see that this can be interpreted as the HMM
“moving” along the markers in chromosomal order; and at each particular locus, the second
state dimension refers to any of the N given haplotypes. The transition probabilities are
calculated according to the vector of recombination probabilities, ρ.
In the notation of the introductory section on leveled HMMs (see Section 2.2.1), we define
the following transition probabilities.
For l ∈ 1..(T − 1):

al,i;l+1,j =


1

exp(−4Ne ρl /N ) + [1 − exp(−4Ne ρl /N )]( N
)

i=j



[1 − exp(−4N ρ /N )]( 1 )
e l
N

i 6= j

where Ne is the effective population size. All undefined state transition probabilities are
set to 0.
We restrict the model alphabet here to two symbols – major and minor allele, 0 and 1,
respectively. This development is, in terms of the models presented in this thesis, sufficient.
An extension to more alleles per locus is straightforward.
At state (l, i), the symbol e is emitted with probability
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bl,i (e) :=




k/(k + θ) + (1/2) × θ/(k + θ)

e = Hi,l



(1/2) × θ/(k + θ)

e 6= Hi,l

The mutation parameter, θ, is defined as follows:

θ :=

N
−1
X

1
m
m=1

!−1

.

Figure 2.6: The Li & Stephens LHMM. Recombination, i.e. jumps between the chromosomal states, occurs according to the genetic map ρ. Emissions allow for mutations,
controlled by θ.
These choices deserve a bit of interpretation. ρ is a genetic map, and ρl specifies the
expected number of recombination events in a single meiosis between the two adjacent
loci l and l + 1. Multiplying that number by the effective population size and dividing
by N , the number of sampled chromosomes, generates a rate for seeing recombination
events – and taking the exponential consequently gives us the probability not so see any
recombination event, if the number of these events is following a Poisson distribution.
Regarding θ,

P

N −1 1
m=1 m



times the underlying mutation rate is the expected number of

mutation events at a single site in a coalescent tree relating N samples, so that the chosen
form of θ relates to an a priori expected number of 1 mutation event per site. However,
these are not formal arguments, and Li and Stephens themselves stress that the relation
of these choices to the ARG is unclear.
The L&S approximation has the advantage of being computationally quite tractable in the
haploid case: this is partly due to the general decision to use an LHMM framework, but also
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related to the fact that the state transition probabilities are equal for all states except one
(the “current chromosome”), simplifying the forward and backward algorithms. In terms
of algorithmic complexity, the optimized approximation is within the O((N + N ) ∗ T ) class
for forward and backward algorithms, so that it is possible to handle substantial amounts
of data. Calculating the likelihood of c and of paths through the model conditional on
a set of given haplotypes and recombination and mutation parameters follows from the
algorithm described above (Section 2.2.1).
Every approximation raises the question how good it is. Stephens and Scheet [2005] present
some evidence that it captures important features of haplotype structure. What are,
beyond empirical evidence, the principal reasons for believing that the L&S approximation
works? Or, in other words, how can we qualitatively describe its behaviour?
Clearly, a chromosome generated by the L&S HMM resembles the chromosomes from CN
to the extent that it looks like a mosaic; haplotype breaks are related to known populationlevel recombination probabilities. Conversely, a chromosome that looks like a mosaic of
CN will be attributed a high likelihood. Why does this behaviour make sense? Li and
Stephens list five criteria that should by fulfilled by coalescent approximations:

• Newly sampled chromosomes should have a higher probability of resembling haplotypes that are already frequent in the sample than resembling rare haplotypes
• The bigger the present sample, the smaller the probability to observe new haplotypes
• The chance of observing new haplotypes increases with θ
• Smaller differences to existing haplotypes are more probable than large differences
• Newly sampled chromosomes can be put together from existing haplotypes. This
should not count as a large difference. Depending on the distribution of recombination probabilities, block-like structures of non-broken haplotype segments are
possible or likely. This feature reflects the fact that identity-by-descent relationships
between chromosomes under the coalescent change with recombination events.

Indeed, the model proposed by Li and Stephens seems to be in good accordance with these
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criteria. Essentially, they reflect the notion that, as more chromosomes are sampled, our
knowledge about haplotypes that are present in the population becomes more representative, and that we can make qualitative statements about the influences of recombination
and mutation. It is possible to extend the Li & Stephens model by accommodating for
other known sources of a population’s haplotypic composition, e.g. gene conversion [Gay
et al., 2007] or potentially even selection. Unfortunately, every such extension nearly inevitably increases the algorithmic complexity. What is more, the L&S approximation in the
presented form has shown to be highly valuable in applications, be it accurate haplotype
phasing [Marchini et al., 2006] or imputation [Leslie et al., 2008].

Haplotype graph models
Consider a leveled directed graph (see Section 2.2.1) G = (V, E) with S = v0 , v0 ∈ V and
a given T > 1.
We informally recapitulate what this means: G has one starting vertex v0 with level
l(v0 ) = 0, and l(v) is well-defined for every other vertex v. The graph is connected, i.e. for
every vertex v in V , there is a path from v0 to v. Whenever a directed edge connects vi
and vj (i.e. going from vi to vj ), we have l(vj ) = l(vi ) + 1. All vertices with no outgoing
edges are at level T .
We now describe the extension of LDGs to haplotype graph models (HGMs). Each edge e ∈
E carries an attached symbol or emission symbol. We use the notation b(e) to denote this
symbol for each edge. There are no two edges with the same emission symbol originating
from the same vertex. We say that there is a level-specific model alphabet, a set Al which
consists of all symbols emitted by all edges emanating from vertices of level l and a model
alphabet, which is the union of all level-specific model alphabets. Each vertex v at level
l(v) 6= T has a specified number of edges emanating from this vertex. Now, for each v with
l(v) 6= T , and for the set of edges Ev := {(vi , vj ) ∈ E | vi = v, vj ∈ V } emanating from v,
there is a probability distribution P(e|v), e ∈ Ev , specifying the probability of following e,
conditional on being at v (also denoted as the edge probability distribution). Picture 2.7
illustrates the properties of haplotype graph models.
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Figure 2.7: Illustration of the features of haplotype graph models. Haplotype graphs are
a subclass of connected directed graphs. Their most important properties are illustrated
here: 1) They are leveled, i.e. each vertex v has an associated positive number l, and all
edges emanating from v at level l lead to a vertex at level l +1. A couple of vertices at level
T are final vertices with no outgoing edges, and there is a path from every vertex in the
graph to one of the final vertices. 2) Edges carry “emission symbols” which are emitted
when an edge is traversed (in the figure: the symbols after the “|” character adjacent to
the edges), and there are no two edges emanating from the same vertex which carry the
same symbol. 3) Each vertex has an edge probability distribution over its attached edges
(in the figure: the numbers in front of the “|” character adjacent to the edges), according
to which an edge is selected conditional in being at that vertex.
By applying the following algorithm, haplotype graphs probabilistically generate strings
of the same lengths T (haplotypes).

1. Set v := v0 .
2. If l(v) = T , terminate.
3. Otherwise, select an edge e = (vi , vj ) according to P(e|v).
4. Emit the symbol associated with e.
5. Set v := vj , go to step 2.
As it turns out, haplotype graph models can be represented as LHMMs – and in analogy
to HMM terminology, we speak of a path through the graph, which is defined by the edges
and vertices traversed by the model while generating a haplotype. We now give a formal
algorithmic definition of how to construct an LHMM H from a haplotype graph model G.
We refer to H as the HMM induced by G. We use H and G indices in cases of ambiguous
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notation. Also note that the level indices for haplotype graphs start at 0 and the level
indices for HMMs at 1.

1. Generate an arbitrary ordering over the edges in G, by assigning a unique positive
number to each e ∈ E.
2. Iterate from l = 0 to l = (T − 1):
(a) Define Vl := {v ∈ V | l(v) = l}.
(b) Define the ordered set El := {(vi , vj ) ∈ E | vi ∈ Vl } (El is the set of all edges emanating from nodes at level l), and order El according to the arbitrary ordering
we have defined. El,i denotes the i-th element of El .
(c) We define H to have N(l+1) := |El | states at level l + 1 (i.e. every edge becomes
a state), and Sl,i shall refer to the state in H which relates to the i-th element
of El .
(d) Emission probabilities: ∀i ∈ {1..Nl } : bH;l+1,i (k) := 1 if bG (El,i ) = k, and 0
otherwise for all members of the model alphabet.
3. Initial probabilities: ∀i ∈ {1..N1 } : πi := P(E0,i |v0 ).
4. Again, iterate from l = 0 to l = (T − 2) – we now assign transition probabilities:
(a) Define P := {(i, j) : i ∈ {1..Nl+1 }, j ∈ {1..Nl+2 }}.
(b) For each p = (i, j) ∈ P , we note that by definition p = (i, j) can be mapped to
two edges ex = El,i = (vk , vl ) and ey = El+1,j = (vm , vn ), respectively.
(c) In this notation, if vl 6= vm , define al,i;l+1,j := 0.
(d) Otherwise, al,i;l+1,j := P(ey |vm ).
Inspired by computational linguistics [Ron et al., 1998], haplotype graph models were
introduced to the field of genetics by Browning [2006], and to the problem of haplotype
inference by Browning and Browning [2007]. The connection between haplotype graph
models and formal population genetics is not well explored. The model, as specified here,
does not directly account for recombination or mutation. A mutation-like effect can be
50

introduced to the induced HMM by spreading some probability mass in bH;l,i (k) over
symbols other than the one carried by the underlying edge. Recombination-like effects
could be modeled by modifying the state transition probabilities in the induced HMM,
but it is not clear which effects (besides complicating the HMM’s structure) this would
have. In the present form of the model, LD is reflected in the branching patterns of paths
through the models: once two different paths merge, i.e. traverse the same node at level l,
the information from the left-hand side of l becomes irrelevant to predicting the remaining
parts of the haplotype string, to the right-hand side of l. Conditional on having reached
the same node at level l, the probability distributions over the remaining suffix parts of
the haplotypes are identical. Parts of a haplotype graph in which many edges end up in
the same nodes are therefore probably areas of high historical recombination rates.
Conveniently, all standard algorithms described above to deal with the problems of total
likelihood, path likelihood, missing data and best path can be directly applied to the
LHMMs induced by haplotype graph models.

Building haplotype graphs
I have described how to generate haplotypes from haplotype graph models, and how haplotype graphs relate to HMMs. Clearly, what is missing is a description of how to construct a
haplotype graph model, based on some observed haplotypes. Browning [2006] has presented an algorithm which serves that purpose. I will describe and discuss this algorithm
in the following. Note that the algorithm can be understood both in terms of inference
(i.e. we assume that a haplotype graph model has generated the haplotype sample, and
we’re now trying to make inference on the parameters that led to the generation of the
sample) or learning (i.e. we want to construct a haplotype graph model which captures
the structure of some observed data).
Suppose that we have a set H of haplotypes (i.e. strings) of length T . The parameters
that we are interested in determine the topology of the haplotype graph and the edge
transition probabilities.
H induces a level-specific model alphabet A, which can be extended if necessary (note that
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A0 consists of all symbols present at the first position of the haplotypes in H). Consider,
for a given number of levels T (corresponding to the lengths of the haplotypes in the set
H), the most general possible haplotype graph topology (V, E), i.e. every vertex at each
level has edges for all symbols of the level-specific model alphabet. Note that there are
no edge probabilities attached yet. Each h ∈ H corresponds to a unique path through the
graph topology, and we say that h is attached to all vertices that the path passes through.
We can reduce the general topology to a new topology, the reduced sample topology for
H, by removing vertices that do not have any h ∈ H attached to them, along with their
associated edges.
For each vertex v ∈ V we define a function count(v, x). If x is the empty string 00 ,
count(v, x) returns the total number of haplotypes in H attached to v. If x is a string of
length ≥ 1, count(v, x) returns the number of haplotypes attached to v that continue with
the string x (from position l(v) onwards) – x can be a partial or complete suffix, i.e. of
length 1..[T − l(v)]. Conditional on being at vertex v, the probability P(x|v) of continuing
with suffix x is defined as
P(x|v) := count(v, x)/count(v,00 ) .

We use this definition to define the edge probability distribution for all edges emanating
from a given node. Define P(e|v) as the probability to follow edge e conditional on being
at vertex v, and let s denote the symbol that is attached to e. Then we set
P(e|v) := count(v, s)/count(v,00 ) ,

which results in a fully specified haplotype graph. For reasons to be discussed in the
following section, we refer to this object as proto-graph.
We observe i) that the proto-graph exhibits a considerable topological complexity, if built
from a reasonably sized set H, possibly leading to computational difficulties in later stages
and ii) that the topology of the proto-graph is the most general one which is consistent with
the observed data. If we assume that H was actually sampled from a haplotype graph, and
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if we want to recover the original graph’s underlying structure, we have to take into account
the possibility that the original graph’s structure may have been simpler, i.e. that one node
in the original graph corresponds to more than one node at the same level in the protograph. Introducing a criterion of similarity that is based on comparing nodes’ conditional
suffix distributions addresses both points. Informally speaking, nodes with very similar
suffix output distributions can be merged into one node to reduce computational demands
without substantially changing the model’s haplotype frequencies. Also, if two nodes were
actually identical or not distinguishable in the original haplotype graph model, we would
expect their suffix output distributions to be similar (see below, and Ron et al. [1998] for
a formal treatment).
We formalize the notion of similar suffix distributions following Ron et al. [1998] and
Browning and Browning [2007] by defining the function similar(v1 , v2 ) as the maximum
difference between the two conditional suffix probability distributions of v1 and v2 :

similar(v1 , v2 ) := max |P(v1 , x) − P(v2 , x)| ,
x∈Sv1 ,v2

where Sv1 ,v2 is the set of possible suffixes originating from v1 or v2 (partial or complete,
determined by the haplotypes attached to the two nodes). We apply similar to all pairs
of nodes at all levels to identify pairs of nodes that can be merged, following the following
algorithm. For all levels l = 0...[T − 1], compute the similarity measure similar(vj , vk ) for
all pairs of nodes (vj , vk ) at level l. If similar(vj , vk ) is below a certain threshold , merge
vj and vk .
To merge vj and vk ,
1. redirect all incoming edges of vk to vj , and attach all haplotypes that were attached
to vk to vj .
2. attach all outgoing edges of vk to vj , and delete vk .
3. note that step 2 may result in a structure violating the haplotype graph assumptions,
as it may lead two edges (vj , vn ) , (vj , vm ) with the same attached symbol. In this
case, merge vn and vm as described (i.e. recursively from step 1, if necessary), and
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delete one of the two resulting (vj , vn ) edges.
4. finally, update P(e|v) for all modified nodes. [Ron et al., 1998] define an efficient
algorithm for collapsing nodes in the reduced sample topology (which we do not
reproduce here).

 is defined dependent on how H is populated – see below.
Intuitively, it seems clear that the algorithm presented here captures some structural
features of the data. After all, only nodes with sufficiently similar suffix distributions
are merged – this captures the idea of a “breakdown of LD” for certain paths through
the graph, and will make sure that the haplotype emission probability distribution of the
constructed model is similar to the observed data. However, these points are rather ad
hoc. Reassuringly, there are some more formally motivated arguments to believe that the
presented algorithm will yield good results. Ron et al. [1998] have examined the learning
behaviour of a very closely related algorithm. The main differences between the algorithm
considered in Ron et al. [1998] and the one presented here are

• Ron et al. [1998] assume that the observed data has actually been generated by a
haplotype graph (acyclic probabilistic finite automaton, APFA, in their notation –
a class of string-generating automata well-known from computer science), and their
research question is to what extent the parameterization of the generating APFA can
be re-constructed from the data. That is, Ron et al. [1998] deal with a well-defined
inference problem.
• the Ron et al. [1998] algorithm uses the same similar function, but employs a
particular way of determining the threshold for merging.
• in Ron et al. [1998], nodes with small numbers of associated haplotypes are merged
into one node at each level.

Conditional on some assumptions, most importantly sample size and sufficient “distinguishability” between the automaton’s states, Ron et al. [1998] then prove that the
Kullback-Liebler (KL) divergence between the generating and the inferred automaton is
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small with high probability. “Distinguishability” refers to sufficiently different conditional
suffix output distributions between nodes. Put in the context of genetics, this can be
interpreted as rare haplotypes being difficult to represent accurately in haplotype graph
models.
In summary, it seems plausible that the slightly modified version of this algorithm, presented by Browning [2006] and here, has a good learning behaviour. Simulations and empirical
data support this conclusion [Browning and Browning, 2007].
Finally, it should be noted that the problem of haplotype graph inference is in principle
tractable by standard statistical techniques, such as reversible jump Markov Chain Monte
Carlo (rjMCMC) and ML. However, depending on the observed sample, the space of
possible graph topologies can become larger than the space of possible genealogies in
the coalescent without recombination, rendering exhaustive treatment nearly impossible.
Which sampling methods could be used to appropriately explore the space of possible
haplotype graph topologies is an open research question.

Summary
We have explored two tractable models of haplotype structure, the L&S approximation
and haplotype graph models. Both fit in the class of leveled Hidden Markov Models,
which enables the use of optimized versions of standard HMM algorithms for inference
problems like total probability and path probabilities. By assuming agnostic missing data
probabilities (i.e. assigning equal probabilities to emit the “missing data” symbol, see
Section 2.2.1) , the models deal with missing data in a straightforward way.
Both models, however, require an existing sample of haplotypes, which may not always exist. How imputation frameworks deal with this problem and use haplotype representation
models to infer missing genotypes remains to be seen.
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2.2.2

Imputation frameworks

Besides choosing a basic model for haplotype structure representation, designing an imputation framework requires addressing a couple of statistical and technical questions. For
example, in what way shall the framework combine information from various sources and
deal with missing data? From a theoretical perspective, inference on missing data should
be based on a joint probability distribution of all observed and all missing data [Howie
et al., 2009], but large amounts of missing data may render exploring this distribution
more difficult than expected. Could it therefore be beneficial not to treat all data at the
same time and adopt a model of step-wise conditional inference? Also, how is the imputation framework going to address the fact the haplotype information is often not present?
What computational challenges arise, and how to deal with them?
In the following, I will review IMPUTE and BEAGLE, two popular and accurate generalpurpose imputation frameworks [Marchini and Howie, 2010]. I will highlight the different
ways of addressing some of the questions mentioned and then go on to discuss some HLAspecific aspects.

IMPUTE
There are two versions of IMPUTE – IMPUTE version 1 essentially requires a phased reference panel [Marchini et al., 2007], for example deterministically phased HapMap samples
[Consortium et al., 2007]. IMPUTE version 2 (IMPUTE2) extends the original model
and enables the combination of phased (haploid) and unphased (diploid) reference panels
[Howie et al., 2009]. IMPUTE2 is probably the most accurate SNP genotype imputation
program [Marchini and Howie, 2010].
Based on the concepts introduced in the previous sections, it is straightforward to describe
the IMPUTE2 algorithm. Denote the haplotypes in the haplotype reference panel as
HHR , the haplotypes in the diploid reference panel as HDR and the haplotypes in the
diploid imputation panel as HDI (note that the last two sets need to be populated by
the algorithm). For terminological clarity, we also define the respective genotype panels,
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GHR , GDR and GDI , and we use the index i to denote the i-th individual in these sets,
e.g. HDR,i .
Define three sets of SNPs: type A SNPs are typed in all panels, type B SNPs are typed in
the diploid reference panel and in the haploid reference panel, type C SNPs are only typed
in the haploid reference panels. We use A, B and C as indices if we want to constrain the
SNPs in any of our genotype or haplotype panels to a particular set, for example as in
GA
DR .
The space of possible individual haplotypes in the diploid panels is now going to be
explored using Markov Chain Monte Carlo (MCMC). Howie et al. [2009] use a diploid
version of the L&S approximation to specify haplotype pair probabilities, and a haploid
version of the L&S approximation to impute missing data into haplotypes (by treating
missing SNP values as missing data, and applying path sampling algorithms). A fine-scale
recombination rate estimate is used in the L&S approximation, for example from Myers
et al. [2005]. We need to define a final notational convention: the symbol “-” is going to
A
be used to denote exclusion of individual data from a set, so that HDR;(−i)
denotes the set

of haplotypes of the SNPs in A in the diploid reference panel, with all data coming from
individual i excluded.
To set up MCMC, start with a “guess” of haplotype pairs for all diploid individuals, i.e. a
random draw from a uniform distribution of haplotype pairs compatible with an individual
genotype. Now, start iterating:

1. For all individuals i in the DR group, select a new haplotype pair for SNPs in A
A,B
A,B
and B, hA,B according to PL&S (hA,B |GA,B
DR,i , HDR;(−i) , HHR ).
A,B
2. From step 1, we have haplotypes HDR
for all individuals in set DR at SNPs A

and B. SNPs C are missing in the haplotypes. For all individuals i in DR, impute
A,B
A,B
A,B,C
the missing C SNPs into HDR
, according to PL&S (hA,B,C |HDR,i
, HHR
) (in two

independent haploid steps). Haplotypes in DR are now complete.
3. Phase SNPs in set A in the DI panel. For each individual i in the diploid imputation
panel,

sample a pair of haplotypes for SNPs in A, hA ,
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according to

A
A
A
PL&S (hA |GA
DI,i , HHR , HDR , HDI;(−i) ).

4. SNPs in set B are missing in the DI panel. For each individual i in DI, we have
A . Now impute (in two independent haploid steps) set B in each
haplotypes HDI
A , H A,B , H A,B ).
haplotype for each individual i in DI, according to PL&S (hA,B |HDI
HR
DR

5. SNPs in set C are missing in the DI panel. For each individual i in DI, we have
A . Now impute (in two independent steps) set C in each haplotype
haplotypes HDI
A , H A,C ).
for each individual i in DI, according to PL&S (hA,C |HDI
HR

IMPUTE uses burn-in iterations, comprising only steps 1 and 3, to generate plausible
haplotypes before imputing any genotypes. When the algorithm has finished, results from
steps 2, 4 and 5 can be used to generate genotype distributions for missing loci in the
imputation panel.
The algorithm exemplifies how interrelated the steps of phasing and imputation are. The
phasing step is very similar to that of PHASE [Stephens and Scheet, 2005]. PHASE,
however, operates on a set of pre-computed set of “plausible” haplotype pairs for each
individual and assigns these pairs to individuals in a Gibbs sampling step, each iteration
requiring the full probability distribution over all plausible pairs. IMPUTE2, in contrast,
allows for a new path through the other individuals’ haplotypes in each iteration. To limit
the state space of the induced diploid HMM, not all available individuals are included in
the HMM, only those which meet a similarity criterion based on Hamming distance.
Also, note how IMPUTE2 models the flow of information: only data at typed SNPs is
used to infer haplotype phase, and once phase has been inferred, haploid imputation is
carried out. By designing the algorithm in this way, Howie et al. [2009] avoid having to
take into account missing data at untyped loci while determining haplotype phase. The
authors view this as an essential advantage over the BEAGLE algorithm [Howie et al.,
2009], which is presented in the next section.
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BEAGLE
The BEAGLE algorithm represents the most popular implementation of haplotype graph
models in population genetics. Whereas the haplotype graph model used by BEAGLE
was introduced by Browning [2006], explicit application to haplotype phase inference and
sporadic missing data imputation came only with Browning and Browning [2007]. Later
implementations were optimized for the imputation of systematically missing data in imputation panels, informed by reference panel data [Browning and Browning, 2009].
The BEAGLE algorithm is an iterative procedure, aimed at improving the fit of a haplotype graph model to some observed data D. D may consist of haplotypic data DH and
genotypic data DG , and no individual may be represented in both sets. The algorithm
is most easily understood by focusing on genotypic data. Generate a set H by randomly
“guessing” haplotypes compatible with DG for each individual (i.e. randomly draw a haplotype pair which is compatible with each individual’s observed genotype). Now, iterate
the following steps a predefined number of times:

1. Build a haplotype graph model G for the haplotypes H, as described in Section 2.2.1.
2. As described, G induces haploid and diploid HMMs. Use the diploid HMM to sample
R new haplotypes (paths through the model) for each individual.
3. Empty H and re-populate with the samples from step 2.

As a threshold for merging two nodes v1 and v2 , Browning and Browning [2007] propose
the following variance-based value:

 := d ×

√

R × (count(v1 ,00 )−1 + count(v2 ,00 )−1 )1/2 ,

where d is a scale parameter (Browning and Browning [2007] suggest that 0.7 is a sensible
choice) and R is the number of haplotype samples from each individual. R needs to be
part of the definition of  to take into account the non-independence of multiple samples
from the same individuals.
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If haplotypic data DH is available from the beginning, it is either possible to put the
unmodified data into H, or to use the haplotype graph’s induced haploid HMM to sample
new paths through the model for each element of DH .
The standard BEAGLE algorithm does not explicitly account for missing data. When
populating H for the first time, for each missing genotype value, an allele which is compatible with the respective level-specific model alphabet is randomly selected according to
allele frequencies. The induced diploid HMM uses agnostic emission probabilities for missing data, so that later iterations of the algorithm (conditional on missing and non-missing
genotype data) are expected to improve genotype (haplotype) estimates at missing positions. In general, distributions over possible genotypes can be derived from integrating
over possible underlying haplotype pairs.
Comparing the BEAGLE algorithm to IMPUTE2, information from all panels and loci
is equally combined to fit a haplotype graph model. This may, as observed by Howie
et al. [2009], lead to the problem that estimates for missing data may negatively affect the
accuracy of haplotype estimates, and thus decrease imputation accuracy. In later implementations of BEAGLE [Browning and Browning, 2009], a weighting scheme is introduced
to make the algorithm more robust against this effect: effectively, during the first iterations of the algorithm, the number of samples taken from an individual is inversely related
to the proportion of missing data in the individual’s genotypes. This will have the effect
of increasing the importance of the reference panel during the first iterations, allowing for
more robust inference of missing data during the later stages of the algorithm.
Interestingly, the original BEAGLE induced HMM does not allow for deviations from the
underlying edge genotype values: the emission probability is set to 0 for all other members
of the level-specific model alphabet. This restriction, however, is relaxed in other works
[Browning and Yu, 2009].
The accuracy of BEAGLE in phasing as well as in SNP genotype imputation increases
with the size of the input dataset [Browning and Browning, 2011; Marchini and Howie,
2010]. It is noteworthy that BEAGLE is extremely fast: analysis of thousands of markers
on hundreds of individuals is often performed in a couple of minutes.
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Li&Stephens and BEAGLE in the HLA
The standard L&S approximation, the model IMPUTE2 is based on, is not well-suited
to deal with the haplotype structure of the MHC region. Imputation under the L&S
model assigns more weight to markers close to the locus which is going to be imputed
– a behaviour which is consistent with standard population genetics: LD is expected to
decline with genetic distance, rendering the allelic state of distant markers less informative
than the allelic state of nearby markers. Paradoxically, however, many markers which are
substantially correlated with the classical HLA alleles are in considerable distance from
the classical HLA loci [de Bakker et al., 2006]. More formally, the long-range linkage
relationship P(Sl,i |Sl−x,i ) = 1 , x > 0 cannot be modeled within the standard L&S framework, and therefore the L&S approximation cannot be expected to perform well in the
MHC region. Experiments have confirmed this expectation [Moutsianas, 2011, p. 194]: an
standard Li&Stephens algorithm produced much worse (between 3% and 31%) results in
a one-population leave-one-out cross validation setting than LDMhc (Leslie et al. [2008],
see next chapter).
The unmodified BEAGLE algorithm achieves high accuracies when predicting classical
HLA alleles (see later chapters for some comparative experiments). In contrast to the
L&S approximation, which spreads transition probabilities in case of a recombination
event uniformly over all haplotypes in the model, the cluster structure (allowing for
P(Sl,i |Sl−x,i ) = 1) of haplotype graphs may be more appropriate when dealing with MHC
haplotypes.
However, it is not clear whether the BEAGLE implementation in its current form is optimal
for performing inference in the HLA.

• The standard BEAGLE HMM does not allow for deviations from underlying edge
symbols; this may lead to problems when encountering SNP genotyping quality problems, to which the MHC is, because of abundant structural variation, particularly
prone.
• The haplotype graph model construction algorithm does not account for the fact
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that there is uncertainty in in the set H of haplotypes, for example induced by
genotyping error.
• The haplotype graph model construction algorithm does not allow for specifying
particular loci of interest that imputation performance should be optimized for.
• Finally, it is not clear whether the way BEAGLE deals with missing data is optimal.
Howie et al. [2009] raise the point that focusing on the haplotype structure of the
actually typed markers first may be beneficial. Integrating missing data into the
model building process may be worth investigating.

2.2.3

Imputation in the HLA

Because of the classical HLA proteins’ importance in the immune system, and because
of these genes being associated with many important diseases, surveying variation in the
HLA in a cost-effective manner is an important goal.
There is no reason to believe that it should be impossible to reliably impute classical HLA
alleles (however, as I have discussed in the preceding section, there are reasons and some
evidence which suggest that standard models do not achieve optimal performance in the
HLA region).
In the following chapters, I will describe two HLA-specific imputation methods, how they
represent HLA alleles and how they deal with the particularities of the MHC. I also describe
how to use their imputations to inform disease association studies in a logistic regression
framework. One of the methods, HLA*IMP, is based on the Li & Stephens approximation.
HLA*IMP:02, the other method, employs haplotype graph models, naturally building on
the material presented in this introduction.
I will throughout focus on 4-digit HLA types, as they capture the primary structure of
the HLA proteins and not just their broader serological features.
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Chapter 3

HLA*IMP: an integrated HLA
type imputation framework
In this chapter, I will present the model and implementation of HLA*IMP, an integrated
HLA type imputation framework [Dilthey et al., 2011]. HLA*IMP was designed with
two main goals in mind: high accuracy and good availability. The first goal specifically
requires an implementation which is able to deal with large reference panels. The second
aim refers to practical availability for the scientific community - HLA*IMP was supposed
to be implemented in a way which allows biologists and biomedical researchers to impute
HLA types, without much statistical expertise.
HLA*IMP is based on the LDMhc algorithm, which was presented by Leslie et al. [2008].
To meet the requirements outlined above, LDMhc was modified and extended in a couple
of ways:

• A new likelihood-based SNP selection function was developed, which increases call
rates in many scenarios.
• The model building algorithm was parallelized, which allows for the efficient use of
large (a couple of thousand haplotypes) reference panels. In order to make efficient
use of computational resources, an automated stopping rule for the algorithm was
devised.
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• A large reference panel, consisting of 5024 densely typed chromosomes, was assembled from various sources.
• A front-end / back-end web application was developed, which allows external users
to make use of the HLA*IMP imputation services in a user-friendly way.

In the following, I will describe the original LDMhc algorithm and the modifications
made for HLA*IMP. I will also present two validation experiments to demonstrate that
HLA*IMP meets the requirement of high accuracy.

3.1

LDMhc

In contrast to BEAGLE and IMPUTE, which are mainly aimed at SNP imputation,
LDMhc was specifically developed to impute the allelic state of the classical HLA genes
[Leslie et al., 2008].
The LDMhc algorithm is based on the observation that the distribution of markers in the
human MHC which are informative of IBD at the classical loci follows an unusual pattern.
Some HLA alleles, for example, can be tagged by certain SNPs, but it is not always the
case that SNPs which are highly correlated with a classical HLA allele are in the direct
proximity of the corresponding genetic locus [de Bakker et al., 2006]. The approach of
Leslie et al. [2008] therefore tries to construct a representation of allele-specific haplotype
backgrounds and use this information to impute missing data. More specifically, for each
locus L, LDMhc tries to isolate a set of SNPs SL which, taken together, can be used to
distinguish between the haplotypic backgrounds of as many alleles as possible.
Assume that there is a phased haplotype reference panel H containing HN haplotypes,
typed at T loci, and we use Hi,l to denote the genotype of the l-th typed locus at haplotype
i. There is no missing data in H. Furthermore assume that there is an additional haplotype
c, with data on the same T loci, and we use cl to denote the genotype of the l-th typed
locus on c. Again, there is no missing data in c. All T positions are SNPs.
The reference panel is typed at another genetic marker L. L can be multi-allelic, for
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example a classical HLA locus. We use Li to denote the genotype of the i-th haplotype
in H at L. Let AL denote the set of alleles present at T , i.e. AL := {L1 ..LHN }. For all
a ∈ AL , we define CH;L;a to be the set of haplotypes in H which carry allele a at locus L,
i.e. CH;L;a := {Hi ∈ H|Li = a}.
S
cS , H S and CH;L;a
denote the respective haplotype / sets of haplotypes, constrained to

the set of SNPs specified by S. S can be thought of as an index of SNPs which are going
to be considered in a particular step of the algorithm.
LDMhc now defines a (posterior) probability distribution over AL for the untyped locus
cL , corresponding to haplotype c, for a particular set of considered SNPs S:

P(cL = a|c, S, H, L) := P

S
Pr(a) × PL&S (cS |CH;L;a
)

x∈AL

S
Pr(a) × PL&S (cS |CH;L;x
)

,

where Pr(a) is a prior distribution over AL , which could for example refer to population
allele frequencies. PL&S needs to be specified with suitable recombination and mutation
parameters ρ and θ for the SNPs in S.
The decision on what SNPs S should include (SNP selection) is based on an optimality
measure O(S). Leslie et al. [2008] propose to measure optimality in a leave-one-out crossvalidation setting based on the reference panel, by counting for how many haplotypes the
maximum likelihood allele prediction under S is consistent with the haplotype’s classically
determined genotype. We define

o(i, S, H, L) := 1Li (arg max P(a|Hi , S, H(−i) , L(−i) )) ,
a∈AL

where H(−i) and L(−i) are the sets H and L without the i-th element, and 1Li (x) is the
indicator function which is 1 if Li = x and 0 otherwise. o(i, S, H, L) is only well-defined if
CH(−1) ;L(−1) ;a is not empty, i.e. if there are at least two chromosomes carrying allele Li .
We define the full optimality function O(S)H,L as
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O(S)H,L :=

X



X



o(i, S, H, L) .

a∈{x∈AL | |CH;L;x |>1} i∈CH;L;x

The larger O(S)H,L , the better the set S (Leslie et al. [2008] actually define an equivalent
optimality function that is supposed to be minimized – in the context of this thesis,
framing the problem in terms of a maximization is probably more intuitive. There is also
an extension of the optimality function in Leslie et al. [2008] to optimize for particular call
thresholds, but the authors note that this function is not used for any of the experiments
presented in their paper).
To select a subset S from the available SNPs T , carry out the following forward-backward
algorithm:

• Set S = {}.
• If |S| > 41, terminate.
• Compute s = arg maxx∈({1..T }\S) O(S ∪ x)H,L .
• Set S = (S ∪ s).
• Compute s2 = arg max{x∈S} O(S \ x)H,L .
• If s2 = s, go to step 2.
• Otherwise, set S = (S \ s2 ), go to step 2.
The algorithm as described here terminates after having selected 42 SNPs (as proposed
by Leslie et al. [2008] without motivation, assumedly for practical reasons). Leslie et al.
[2008] propose to track the development of S and of O(S)H,L , and to retrospectively select
the best S with the smallest number of elements.
Leslie et al. [2008] also present some validation data: leave-one-out cross-validation performance of the algorithm is in the 90% range (≥88%) for all six classical HLA loci (HLA-A,
-B, -C, -DQA1, -DQB1, -DRB1 ) at 4-digit resolution without setting a threshold. The
HapMap CEU and YRI cohorts were used as reference panels [Consortium et al., 2007].
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However, cross-validation is prone to overfitting. A second validation experiment, based
on using the CEU cohort as training data and data from the 1958 Birth Cohort as validation, yields accuracies between 72 and 91% for four classical loci. Setting a threshold
substantially increases accuracy, but sometimes at the expense of markedly decreased call
rates (for example, HLA-DRB1 with Affymetrix SNPs: accuracy increases from 72% to
83% when applying a call threshold of 0.9, but the corresponding call rate goes down to
51%).
Before proceeding to HLA*IMP, is is worthwhile discussing some of the characteristics of
LDMhc:
2 × T ). From
• LDMhc is computationally intensive - it scales to the order of O(2HN

the algorithm as presented in Leslie et al. [2008], it is not clear what an efficient
parallelization could look like.
• O(S)H,L only takes into account the number of correctly predicted chromosomes is it possible to develop a more finely granulated metric?
• LDMhc is presented in a Bayesian framework, the posterior probabilities over HLA
S
alleles being based on Pr(a) × PL&S (cS |CH;L;a
). To some extent unorthodoxically,
S
PL&S (cS |CH;L;a
) does not take the full data into account – the chromosomal hap-

lotype groups, as defined by the HLA allele they carry, are treated as independent.
If one relates the L&S approximation back to the population genetics concepts it
is supposed to capture, this effectively means that LDMhc assumes that there is
no recombination between these chromosomal haplotype groups (the structure of a
haplotype carrying allele a only depends on the other haplotypes carrying a).
• The allele-specific grouping approach of LDMhc assigns equal weight to each selected SNP; this circumvents some of the L&S approximation’s general problems with
modeling long-range LD (see Section 2.2.2).
• The good performance of the algorithm, even on comparably small reference panels,
can probably be explained by SNP selection: SNP selection eliminates SNPs which
do not aid imputation or which otherwise conflict with the model’s assumptions.
67

SNP selection, however, may have adverse effects if the reference panel is contaminated with classical HLA typing errors, as it will push the model towards predicting
the corresponding chromosomes as consistent with their classical types.

3.2

Core model and implementation of HLA*IMP

As outlined above, HLA*IMP modifies the model and implementation of LDMhc to increase call rates and to allow for an efficient parallelization. Instead of giving a full
description of the HLA*IMP model and reproducing the parts which are identical with
LDMhc, I will highlight the differences between LDMhc and HLA*IMP.

SNP selection
LDMhc tries to optimize for the number of correctly imputed chromosomes. This is an
important goal; however, it is arguably also important to optimize the confidence one has in
correct calls, as reflected by the posterior probability distributions. By computing P(truth)
for each haplotype and maximizing the sum over all individuals, both requirements are
met (that is, LDMhc counts an optimality value of 1 if the maximum likelihood prediction
matches the classically determined type. HLA*IMP, in contrast, takes into account the
probability of the “correct” allele under the current model). More formally, in HLA*IMP,
o(i, S, H, L) is re-defined as

o(i, S, H, L) := P(Li |Hi , S, H(−i) , L(−i) ) .

It should be noted that this function – and the original function used by LDMhc – makes
the assumption that Li is actually a correct reflection of the individual’s genotype. That
is, o(i, S, H, L) does not take into account that a typing error may have occurred. To
the knowledge of the author of this thesis, there are no general evaluations of classical
HLA typing accuracy; in re-test experiments, accuracy strongly depends on the employed
protocols, which may change over the course of a couple of years (Johannes Fischer,
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personal communication). Typing uncertainty is therefore difficult to quantify based on
prior knowledge. In theory, cross-validation techniques could be used to estimate whether a
classical typing is correct, but this would furthermore increase the computational demands
of the method. I will return to the question of classical typing uncertainty in Chapter 5.

Parallelization
As a first naive approach, one may parallelize by distributing the number of SNPs that
are to be evaluated during the forward selection phase over computing nodes, without
significantly altering the algorithm. In fact, the only major necessary change would be
to add a function that stores the local best SNPs (from the set that was assigned to
each computing node) and determines, once all nodes have finished evaluating SNPs, the
globally best SNP.
This approach is not very efficient. By exploiting the structure of the problem at hand,
better implementations can be found.
Suppose already having selected a set S of SNPs, ordered by their genetic position. A
SNP s shall be added to the set, to compute the L&S HMM emission probabilities for all
groups of training chromosomes. Keep in mind that the L&S approximation is a leveled
HMM (Section 2.2.1). Calculate the position of s in the ordered set S, by determining
the index i of the level after which s has to be inserted, if ordered by genetic position
(using 0 if s is in front of all SNPs in S). Now, computing the emission probabilities
for an arbitrary chromosome based on the group S ∪ s, using the forward algorithm, one
performs, up to the i-th SNP, exactly the same calculations that one had performed in case
of evaluating performance for S, without s. The same principle applies to the backward
algorithm. What is more, by combining the results from forward and backward algorithm
at an arbitrary level (here: SNP), one can calculate the full emission probability (see
Section 2.2.1 and Rabiner [1989]). Consequently,

• calculate the forward- and backward tables (αa,Hi and βa,Hi ) corresponding to
P(a|Hi , S, H(−i) , L(−i) ) for S, all elements in a ∈ AL , and all Hi ∈ H.
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• note that the structure of the underlying leveled HMM for αa,Hi and βa,Hi changes
if Li = a – in this case, Hi needs to be removed from the corresponding LHMM.
• order the set of available (i.e. ∈
/ S) SNPs by their genetic position.
• iterate over the ordered set of possible SNPs. Perform the usual “leave one out” algorithm for each possible SNP s, but when it comes to calculating P(a|Hi , S, H(−i) , L(−i) )
for allele group a, use the pre-calculated αa,Hi and βa,Hi tables instead of re-populating
the full forward and backward tables. This is done by re-calculating column s in
αa,Hi and βa,Hi , conditional on Hi,s , and combining that data as described in Section
2.2.1 to obtain the total emission probability.
• Informally, the column introduced by adding s in the α and β tables is the only one
that has to be re-calculated (see Figure 3.1). Its values depend on the genotypes of
s in the set of reference chromosomes minus i and position s on Hi , but also on the
recombination probabilities along the levels. Processing SNPs in their linear order
speeds up the process of adding up the recombination probabilities of skipped SNPs
along the chromosome (skipped, because they are not currently members of S).

All these steps can be applied in a completely non-parallel setting and make calculations
significantly faster. The effect is that the practical computational effort for adding one
SNP remains nearly constant, independent of the size of the set of already selected SNPs.
The algorithm is still in the same class of complexity, but faster by a factor of 20 - 30
(strongly depending on the particular use case). What is more, an efficient parallelization
is immediately at hand: parallelize by distributing SNPs in their genetic order over computing nodes, but make sure that each node has access to α and β. Now compute the
optimality measure for all SNPs as described, and select the globally best SNP from the
per-node local best SNPs.
In implementing the described parallelization, a couple of technical details deserve some
attention. The most important question is how to achieve sharing of α and β among nodes.
This can be implemented by a variety of means, e.g. by employing Ethernet-based messaging protocols. In such cases, communicational overhead becomes potentially import-
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Figure 3.1: Visualization of the L&S Hidden Markov Model states for a group of reference
chromosomes carrying the a allele, here denoted as H[CH;L;a ]1 , H[CH;L;a ]2 , ... Usually,
the computation of an emission probability for a given chromosome Hi would involve filling
the corresponding forward-table from states s1 to sn and summing over the entries in sn .
However, the emission probability can also be calculated at any point s in the HMM, by
combining the forward- and backward-tables up to s. Both tables for each chromosome in
are computed in advance (grey cells in the figure, polymorphisms highlighted in dark grey).
The specific transition and emission probabilities for any given SNP s (middle column)
are then added in parallel, which can be performed without changing the pre-computed
table values. Figure adapted from Dilthey et al. [2011].
ant. For HLA*IMP, an openMP-based implementation for shared-memory machines was
chosen; shared-memory machines range from multi-core workstations up to medium-sized
supercomputing devices, such as the ORAC Itanium2 cluster at the Oxford Supercomputing Center (OSC). The shared memory architecture conveys the additional benefit that
the whole machine’s memory, 1 TB for ORAC, is available to all CPUs. This is important
as caching the α and β tables can require substantial amounts of memory, for example
up to 25 GB for one HLA locus of the standard reference panel which was assembled
for HLA*IMP (growing quadratically with the number of chromosomes). All code was
written in a way that allows for compilation by the highly optimizing Intel ICC compilers.
The core programs, written in C and C++, are embedded in a Perl-based framework of
supporting programs, that facilitate use and establish communication between the core
programs.

71

Automated stopping
For reasons of cost-efficiency, computational resources on supercomputing facilities should
be used as effectively as possible. LDMhc requires selection of a full set of x SNPs, and
then a retrospective review to decide at which point the set of selected SNPs was optimal
in terms of performance as well as set size. For HLA*IMP, this protocol was replaced
with an automated procedure. HLA*IMP monitors how O(S)H,L changes as the number
of SNPs in the model increases (i.e., at each time point used for monitoring purposes,
forward selection has added a SNP and backward selection has not eliminated another
SNP). If the increase in O(S)H,L is not above a certain threshold for two subsequent
steps, SNP selection aborts. Initial experiments have suggested that 0.5 is a good choice
for that threshold.

Validation methodology
In order to be able to validate the imputations generated by HLA*IMP, I define three
accuracy metrics:

• Haplotype validation. I compare an imputation I with a validation result L. I
carries a posterior probability. If a call threshold has been defined and the posterior
probability of I is below the threshold, or if L is not defined up to 4-digit (2-digit
for 2-digit validation) accuracy, the haplotype is ignored. Otherwise, it is counted
as correct if and only if I = L.
Haplotype validation is employed for all experiments presented in this chapter (with
one exception; see below).
• Genotype validation. I compare two unordered sets with two elements each for
each individual, one set (I) representing the imputation results and the other (L)
containing the lab-derived types. I only consider individuals who carry two HLA
alleles typed at 4-digit resolution at the locus under validation or one allele at 4digit resolution and one missing allele. For 2-digit validation, I consider the same
individuals, but I set the last 2 digits of each HLA allele to ’00’ (this will lead to an
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underestimation of accuracy in some cases, as there are some serologically defined 2digit allele groups that map to more than one pair of leading two digits). A posterior
probability call threshold may or may not be applied before validation.
If there is no missing data in L, there are three possible cases:
– 0 imputations left after thresholding: I count 0 correctly imputed alleles out of
0.
– 1 imputation (I1 ) left after thresholding: I count 1 correctly imputed alleles
out of 1 if I1 ∈ L, otherwise 0 out of 1.
– 2 imputations left after thresholding: I count 0 correct imputations out of 2 if
(I1 ∈
/ L) ∧ (I2 ∈
/ L), 1 out of 2 if (I1 ∈ L) Y (I2 ∈ L), 2 out of 2 otherwise.
If L = {missing, A} (i.e. only one allele has been typed), there are also three possible
cases:
– 0 imputations left after thresholding: I count 0 correctly imputed alleles out of
0.
– 1 imputation (I1 ) left after thresholding: I count 1 correctly imputed alleles
out of 1 if I1 = A, otherwise 0 out of 1.
– 2 imputations left after thresholding: I count 1 correct imputations out of 1 if
I1 = A or I2 = A or both.
Genotype validation is applied throughout the next chapters, to assess and compare
the performance of HLA*IMP and HLA*IMP:02 (see next chapter).
• “Genotype overvalidation”. This is the validation methodology from Leslie et al.
[2008] and it is only employed here once to enable a direct comparison (Table 3.1)
with data presented in their paper. Genotype overvalidation validates on the genotype level, but in a slightly nonintuitive way. Suppose there are two imputed alleles
A and B for one individual and that there is a set R of classically typed reference
alleles for the same individual. The approach of Leslie et al. [2008] now assesses
A and B independently, and counts each one of them as correct if A ∈ R (B ∈ R,
respectively). That is, for example, if the two imputed alleles are 0201, and the set R
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is {0201, 0101}, both imputed alleles are counted as correct. Genotype overvalidation
will overestimate accuracy.

According to these metrics, every imputation can be classified as either correct, not correct
or ignored (for the presence of missing data or a call threshold). We can aggregate these
measures at the level of a single locus (per-locus validation) or at the level of single alleles
(per-allele validation).
At the per-locus level, accuracy is measured as concordance. That is, the number of correct
imputations is divided by the number of correct imputations plus the number of incorrect
imputations. This is equivalent to the definition of PPV (positive predictive value).
At the per-allele level (for allele A, say), there are various meaningful metrics. PPV
measures the proportion of A imputations that are actually A. Sensitivity measures the
the proportion of true A alleles that are imputed as A. Finally, and most importantly in
the context of GWAS (see the discussion on page 32), there is r2 , the squared correlation
coefficient between the imputed and true allele number. r2 directly relates to the power
of detecting an effect mediated by A. In the context of evaluating the expected power in
GWAS, r2 should be measured at the genotype validation level.

A small validation experiment
To assess the impact of the described changes (SNP selection and stopping) on imputation
accuracy, a small validation experiment, comparing the original implementation of LDMhc
with HLA*IMP, was carried out. Data, validation methodology (“genotype overvalidation”) and results for LDMhc were replicated from Leslie et al. [2008]. The experiment
presented here uses CEU HapMap data [Consortium et al., 2007] as reference panel and
1958 birth cohort data as imputation panel [Consortium, 2007]. The Affymetrix SNP set
scenario is, based on Leslie et al. [2008], slightly more challenging, and therefore used for
comparison.
Table 3.1 summarizes the results. The new algorithm based on optimizing posterior
probabilities typically outperforms the old SNP selection algorithm, in particular when
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a threshold is applied. This effect is largely driven by increases in call rates rather than
increased accuracies (conditional on a set call rate). For example, call rate increases from
25% to 75% for HLA-DQB1 at a call threshold of 0.9. At T = 0.9, the total number of
correctly predicted alleles increases by 44% over all loci. At lower thresholds this number
is typically (though not consistently) increased.
Threshold

Locus

# Validated

2008
Accuracy (overvalidation) Call Rate

# Correct

2010
Accuracy (overvalidation) Call Rate

# Correct

T = 0.00

HLA-A
HLA-B
HLA-DRB1
HLA-DQB1

876
1630
834
1088

0.89
0.82
0.72
0.77

1.00
1.00
1.00
1.00

780
1337
600
838

0.91
0.78
0.68
0.83

1.00
1.00
1.00
1.00

794
1276
566
901

T = 0.50

HLA-A
HLA-B
HLA-DRB1
HLA-DQB1

876
1630
834
1088

0.91
0.85
0.76
0.80

0.93
0.88
0.88
0.88

741
1219
558
766

0.91
0.80
0.70
0.84

0.99
0.97
0.94
0.98

786
1269
551
895

T = 0.90

HLA-A
HLA-B
HLA-DRB1
HLA-DQB1

876
1630
834
1088

0.97
0.93
0.83
0.93

0.58
0.66
0.51
0.29

493
1000
353
293

0.94
0.90
0.80
0.93

0.87
0.79
0.67
0.75

720
1159
445
756

Table 3.1: Accuracy (“genotype overvalidation”), call rate and the number of correctly
imputed genotypes for the Affymetrix data from Leslie et al. [2008], comparing the 2008
implementation of LDMhc with HLA*IMP at different class threshold (T). “# Validated”
refers to the number of validated alleleles (pre-thresholding).

3.3

Assembling a large reference panel: the “Golden Set”
(GS)

A large and carefully quality-controlled reference panel is a necessary condition for accurate
imputations on a population level. The author of this thesis assembled, in very close
collaboration with Loukas Moutsianas, the reference panel which is used in HLA*IMP
from a variety of data sources. Referring to the carefully designed steps of quality control
that were applied to it, this dataset is subsequently referred to as the “Golden Set” (GS).
It was created by combining HLA- and SNP-genotyped samples from three cohorts:
1. The 1958 Birth Cohort (http://www.b58cgene.sgul.ac.uk/), typed on the Illumina
1.2M (2589 samples) and the Affymetrix Genome-Wide Human SNP Array 6.0 (2711
samples).
2. The HapMap CEU samples (60 samples) [Consortium et al., 2007]
3. The CEPH CEU+ additional samples (32 samples) [de Bakker et al., 2006]
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3.3.1

Step 1: Cohort-specific protocols

1958 BC. We removed all SNPs not present in HapMap r27 and those outside the extended MHC region (xMHC). The region considered was that defined by Horton et al. [2004]
with 50Kb flanks at the two ends. We removed all samples and SNPs which were not typed
on both the Affymetrix and Illumina chip in order to be able to compare Affymetrix and
Illumina typing data for each genotype in the remaining set (overlap 2462 samples).
We applied an EM-based procedure to align SNP strandedness to HapMap (cohort 2) separately for the Illumina and Affymetrix data. First, non-complementary (i.e not A/T or
G/C alleles) SNPs’ strandedness was adjusted to HapMap. Then, for each complementary
SNP, we selected the two nearest non-complementary neighbors (with the complementary
SNP in the middle) and calculated the likelihood of the observed SNP triplet genotypes
under two hypotheses and conditional on the observed HapMap haplotypes. H0: the
complementary SNP’s strand is not inverted compared to HapMap. H1: the complementary SNP’s strand is inverted compared to HapMap. We selected the hypothesis with the
higher likelihood, set the SNP strand accordingly and used an EM algorithm to estimate
haplotype frequencies in the target dataset. Finally, we compared the likelihood of the
observed SNP triplet genotypes under the EM-estimated haplotype frequencies and under
the HapMap-observed haplotypes and flagged SNPs for removal from both datasets if the
two likelihoods showed gross deviations. In some datasets, a substantial proportion of
SNPs has to be inverted (for example, 2642 out of 5345 SNPs in the xMHC region in a
recent Immunochip-based datasets).
To merge data from the Affymetrix and Illumina datasets, we applied the following procedure: call each SNP genotype based on a call threshold of T = 0.9 on the posterior
probability. Non-called SNP genotypes were marked as “missing data”. Compare each
called SNP genotype between the two datasets and mark them as “missing data” if they
do not agree. Finally, calculate the percentage of missing data for all SNPs and all samples
and remove each SNP and each individual with missing data >5% from both sets. For the
final step of merging, average the posterior genotype probabilities for each genotype and
call, employing a threshold of T = 0.9. All genotypes below this threshold are marked as
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“missing data”. The resulting consensus dataset (2420 samples, 7733 SNPs) was phased
using IMPUTE v2 [Howie et al., 2009], including phased HapMap samples as haplotype
templates. Missing SNP data was imputed as part of this process.
HapMap. SNPs outside the xMHC region were removed. Missing data thresholds on the
SNP genotype and individual level as described for cohort 1 were applied to the HapMap
datasets. No data had to be removed. Finally, we removed all SNPs which were not
present in the merged version of cohort 1.
CEPH CEU+. SNPs outside the xMHC region were removed. Missing data thresholds
on the SNP genotype and individual level as described for cohort 1 were applied. No data
had to be removed. IMPUTE v2 was used for phasing, including deterministically phased
HapMap samples as reference. Missing SNP genotypes for SNPs present in the merged
version of cohort 1 were imputed as part of the phasing process.
In total. The described quality control and data preparation measures led to a set of
5024 high-quality SNP haplotypes in 7733 SNPs in the xMHC region.

3.3.2

Combining classically typed HLA data and SNP haplotypes

In order to obtain full SNP and HLA haplotypes (i.e. HLA alleles phased into their surrounding SNP contexts), we had to merge classically typed HLA genotypes and the SNP
haplotypes created in step 1. We applied the following procedure: for each cohort, remove
individuals without HLA typing. Use PHASE [Stephens and Scheet, 2005] to phase HLA
alleles into the SNP haplotypes inferred in step 1, employing standard settings for multiallelic loci. To do so, treat the SNP haplotypes from step 1 as invariable, so that only
the phase of the HLA alleles, determined by the surrounding SNP context, is determined.

3.3.3

Step 3: Final merging procedure & Summary

Finally, we merged SNP and HLA data from all cohorts to obtain the Golden Set, comprising 2474 (HLA-A), 3090 (HLA-B), 2022 (HLA-C ), 175 (HLA-DQA1 ), 2629 (HLA-DQB1 ),
2665 (HLA-DRB1 ) HLA- and SNP-genotyped chromosomes. Table 3.2 gives a summary
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of the GS on the level of individuals, and provides information on the allelic diversity
within the GS.
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SNPs
7733
7568
6056
6056
6056
7632
7632
7632

HLA-A
1556
308
1864
1253
611
2028
1356
672

HLA-B
1570
1060
2630
1758
872
3063
2055
1008

HLA-C
1153
349
1502
1017
485
1675
1129
546

HLA-DQA1
87
279
366
250
116
521
354
167

HLA-A
27
34
38
33
28
58
48
45

HLA-B
46
60
65
60
52
110
99
85

HLA-C
21
28
30
27
24
39
34
30

HLA-DQA1
7
14
14
13
11
15
14
13

HLA-DQB1
18
17
19
19
17
21
20
20

HLA-DRB1
34
43
47
42
37
62
56
49

HLA-DQB1
1585
446
2031
1359
672
2223
1495
728

HLA-DPB1
0
18
18
15
13
21
17
17

HLA-DRB1
1517
897
2414
1592
822
2809
1853
956

HLA-DRB3
0
5
5
5
5
5
5
5

HLA-DPB1
0
74
74
50
24
112
77
35

HLA-DRB4
0
3
3
3
3
3
3
3

HLA-DRB3
0
282
282
187
95
353
242
111

HLA-DRB5
0
4
4
3
4
4
4
3

HLA-DRB4
0
282
282
187
95
353
242
111

HLA-DRB5
0
282
282
187
95
353
242
111

Table 3.2: Dataset characteristics summary. The upper part of this table shows the number of individuals that are available for building the
HLA*IMP:02 graphs in a locus-specific manner. For HLA*IMP, the number of available haplotypes is approximately double the individual
number. The bottom part of the table shows allelic diversity for all reference and validation datasets used in our study. Note that the allelic
diversity in the GSK and in the GS&GSK 2/3 datasets is bigger than in the GS.

GS
GSK_EU
GS&GSK_EU
GS&GSK_EU 2/3
GS&GSK_EU 1/3
GS&GSK_ALL
GS&GSK_ALL 2/3
GS&GSK_ALL 1/3

Number of 4-digit HLA alleles (2-digit for DRB3, DRB4, DRB5)

GS
GSK_EU
GS&GSK_EU
GS&GSK_EU 2/3
GS&GSK_EU 1/3
GS&GSK_ALL
GS&GSK_ALL 2/3
GS&GSK_ALL 1/3

Number of individuals with at least one allele typed at 4-digit resolution (2-digit for DRB3, DRB4, DRB5)

3.4

HLA*IMP server model

One of the explicitly stated aims of HLA*IMP was to enable non-statisticians, for example
biomedical researchers, to use HLA type imputation methodology in their own studies.
To this end, HLA*IMP was implemented as a user-friendly front-end / back-end web
application framework.
The front-end is designed to assist end users in preparing their data – it has built-in
modules for quality control, SNP strand alignment and haplotype phasing (quality control
and SNP strand alignment essentially replicating the steps described above for creating the
Golden Set). Users are guided through these steps in a wizard-like sequential manner (see
Figure 3.2). Output files from some popular genotype callers, including PLINK [Purcell
et al., 2007], Birdsuite [Korn et al., 2008] and CHIAMO [Marchini et al., 2007], can be
read in directly, as well as a simple generic format.
The back-end part, implemented as an online web-service, carries out the computationally
intensive parts of the imputation process. It can automatically process the files generated
by the front-end and notifies the end-user via email of completed processes. As the result of
the parallelized SNP selection depends on the initial set of available SNPs, SNPs for some
popular Affymetrix and Illumina SNP genotyping platforms were pre-selected. HLA*IMP
is free for academic use and available from http://oxfordhla.well.ox.ac.uk. It currently
(November 2011) has more than 100 registered users and is used by many international
research groups.

3.4.1

Back-end security model

Some of the data submitted to HLA*IMP may be sensitive. To be in agreement with
UK data protection laws (the submitted data will be stored on the server for some time),
the server only accepts sufficiently anonymized datasets. Still, unauthorized access to
imputation datasets may have negative consequences, for the reputation of HLA*IMP itself
as well as for the research group which has submitted the underlying SNP genotype data.
Suppose, for example, that someone gets access to the imputations of a research group
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Figure 3.2: The front-end of HLA*IMP [Dilthey et al., 2011] controls for missing data,
aligns complementary SNPs and phases haplotypes in a largely automated manner. In this
screenshot: graphical output from the alignment procedure, comparing SNP allele frequencies in the user dataset to HapMap allele frequencies, before (left) and after (middle) alignment. Complementary SNPs are aligned using an EM-based procedure. A straight line
of data points (right) indicates that there are no gross deviations between EM-estimated
and HapMap frequencies.
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working on Multiple Sclerosis (MS), which point to previously unknown MHC associations,
or manages to manipulate user datasets.
In order to reduce the probability of such events, a sophisticated authentication and security system manages access to data stored on the HLA*IMP server (see Figure 3.3).
The core concept is the separation of the system in two realms: the first being the “sandbox”, which runs the standard web server and processes incoming user data. Once the
sandbox receives user files, they are securely stored to a file system area with a restrictive
security configuration, the most important feature being that the sandbox has only write
access to that area. For ease of implementation, the sandbox runs a couple of web application frameworks. Importantly, even a total breach of security in the sandbox area would
not enable access to existing user files. This concept is, on database level, also applied to
the system’s main database which manages workflows and server load.
The second realm, the “back-end”, has full access to the protected areas, but does not
directly interact with any outside processes. It carries out imputation and safely stores
the results in the protected file system area. Once imputations are done, the back-end
programs directly send a “security credential” to the user, which is necessary to access the
imputations. Importantly, the communication channel between back-end and user does
not involve the sandbox, and could be secured by encryption if desired.
Finally, there is third component, the “download.pl”, sitting in between the other two
realms. download.pl is executed in its own context, with read access to the secure areas and
the main user database in the sandbox realm. download.pl uses no framework components,
to minimize the risk of an externally introduced security problem. If a user is able to
authenticate himself against the main user database (in the sandbox context) and with
the security credential received from the back-end, he is granted access to his imputations.

3.5

Validation

To evaluate the accuracy of HLA*IMP, two validation experiments are carried out. In
the first experiment, 2/3 of the GS are used as reference panel to impute the remaining
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Figure 3.3: The security concept of the HLA*IMP [Dilthey et al., 2011] web server is
based on a separation of access rights between different components. Importantly, the
“sandbox” context may be compromised, without giving access to existing imputation
files. The “back-end” security context carries out the imputations and sends a security
credential to the user. Only if the user is able to authenticate himself against the main user
database in the sandbox context and using the security credential, he is granted access to
his imputation files.

83

1/3. In the second experiment, the whole GS is used to impute HLA types into another,
independent dataset, denoted “GSK_EU” (and described below). Arguably, the second
experiment is more characteristic of many situations in which HLA*IMP is supposed to be
useful: it utilizes the whole set of available training data to impute HLA types into a crossEuropean validation panel – this is very comparable to the way that HLA type imputation
was employed in recent studies [Sawcer et al., 2011]. In-depth analyses of the determinants
of accuracy therefore focus on the second experiment. Accuracy (concordance / PPV, see
page 3.2) is assessed by comparing imputed HLA types to classically typed HLA types at
the haplotype level. Both experiments are based on data for the six classical loci HLA-A,
-B, -C, -DQA1, -DQB1 and -DRB1.

3.5.1

2/3 - 1/3 cross validation

In this experiment, 2/3 (random split) of the haplotypes in the GS are used to impute
the HLA types of the remaining 1/3 (the data actually comes from a cross-validation
experiment used to assess some of the accuracies presented in Sawcer et al. [2011], i.e. the
SNP set was restricted to the SNPs available in this study). Table 3.3 summarizes the
results for call thresholds of T = 0.00 and T = 0.70. In the non-thresholded scenario,
accuracy at 4-digit resolution is ≥95% for all loci but HLA-DRB1, where it is at 90%.
Setting a threshold improves accuracies in the 1 - 2% range, at the expense of a drop in
call rate of 1 - 5%. Measured at 2-digit resolution, accuracies are ≥96% even without a
call threshold. HLA-DRB1, apparently the most problematic gene at 4-digit resolution, is
at 98%.

3.5.2

GSK validation

In this experiment, the full GS is used to impute HLA types into another dataset, which has
been provided by GlaxoSmithKline and is therefore denoted as “GSK” (SNP genotyping
is based on the Illumina 1M platform, HLA genotypes were derived by sequence based
typing).1 .In this chapter, I restrict the dataset to samples of European ancestry (the last
1

Again, the dataset preparation process took place in very close collaboration with Loukas Moutsianas
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Threshold

T= 0.00

T = 0.70

Locus
HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1
HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

# Validated
816
1009
635
51
867
858
816
1009
635
51
867
858

Call Rate
1.00
1.00
1.00
1.00
1.00
1.00
0.98
0.98
0.97
0.98
0.99
0.95

Accuracy
0.95
0.95
0.96
0.98
0.97
0.90
0.97
0.96
0.97
0.98
0.98
0.92

Call Rate (2-digit)
1.00
1.00
1.00
1.00
1.00
1.00
0.98
0.98
0.98
1.00
1.00
0.99

Accuracy (2-digit)
0.96
0.97
0.97
0.98
0.99
0.98
0.98
0.98
0.97
0.98
0.99
0.98

Table 3.3: Non-thresholded and thresholded cross-validation results for HLA*IMP (see
Section 3.5.1): 2/3 of the GS are used to impute the remaining 1/3. Accuracy (PPV)
is measured at 4-digit resolution, unless otherwise specified in the column headers. “#
Validated” refers to the number of validated alleleles/haplotypes (pre-thresholding).
chapter will address HLA type imputation and differences in ethnicity) and denote it
“GSK_EU”, to ensure a good match between reference (GS) and imputation panel. After
filtering for individuals of (self-declared) White ethnicity (European origin) and applying
the same quality control measures as described for the GS (see Section 3.3), the dataset
GSK_EU consists of 1084 individuals x 6056 SNPs, typed at a differing number of HLA
loci (this includes DRB orthologs and HLA-DPB1, but the analysis presented in this
chapter focuses on the six classical loci described above). Table 3.2 provides a summary
of the GSK_EU dataset and of the contained allelic diversity. Notably, for each classical
locus, GSK_EU contains more alleles than GS alone. Table 3.4 details the countries of
origin of the samples, underlining the point that the GSK_EU dataset is considerably
more diverse than the GS dataset.
Non-thresholded and thresholded results are presented in Table 3.5. In the non-thresholded
scenario, accuracies at 4-digit resolution are substantially lower than in the 2/3 - 1/3 cross
validation experiment: HLA-A and HLA-DRB1 are at 80 and 81%, respectively. For
the other loci, PPV ranges from 89% to 96%. Remarkably, the corresponding numbers
measured at 2-digit resolution are much higher, most of them in the upper 90% range.
Setting a call threshold markedly improves accuracies for HLA-A (91%) and HLA-DRB1
(87%), and slightly improves accuracies for the other loci (improvement between 1 and
2%). This, at least at HLA-A and HLA-DRB1, comes at the expense of a drop in call
rates to 86% and 85%, respectively. At 2-digit resolution, for all loci but HLA-A, call
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Country

GSK_EU
# Samples

United States
Poland
UK
Australia
Russian Federation
France
Belgium
Germany
Italy
Czech Republic
Canada
Austria
Hungary
Spain
Greece
Latvia
Ukraine
New Zealand
Ireland
Lithuania
Slovakia
South Africa
Romania
Finland
Sweden
Switzerland
Argentina
Bulgaria
Croatia
Estonia
Portugal
Turkey

452
80
73
60
56
47
42
36
31
30
29
22
14
14
13
12
9
7
6
6
6
6
4
3
3
3
1
1
1
1
1
1

Country

GSK_ALL
# Samples

United States
Peru
Poland
UK
Australia
Russian Federation
France
Belgium
Pakistan
Germany
Italy
Czech Republic
Canada
Spain
India
Austria
Singapore
Argentina
Chile
Hong Kong
Hungary
Mexico
China
Greece
Latvia
Republic Of Korea
Ukraine
Lithuania
New Zealand
South Africa
Ireland
Slovakia
Malaysia
Japan
Romania
Switzerland
Finland
Sweden
Bulgaria
Croatia
Estonia
Portugal
Tunisia
Turkey

531
88
80
74

GSK_ALL
Ethnicity # Samples
White
Hispanic
Asian
Black

1075
187
153
36

66
56
51
47
41
37
35
32
30
29
28
22
16
14
14
14
14
14
13
13
12
9
9
7
7
7
6
6
5
4
4
4
3
3
1
1
1
1
1
1

Table 3.4: Country and ethnicity of the samples in the GSK_EU and GSK_ALL datasets.
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rates and accuracies are ≥97%. At HLA-A, accuracy is at 95%, at a call rate of 91%.
Threshold

T= 0.00

T = 0.70

Locus
HLA-A
HLA-B
HLA-C
HLA-DQA1 ´
HLA-DQB1
HLA-DRB1
HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

# Validated
595
2061
647
610
988
1762
595
2061
647
610
988
1762

Call Rate
1.00
1.00
1.00
1.00
1.00
1.00
0.86
0.97
0.99
0.97
0.99
0.85

Accuracy
0.80
0.89
0.96
0.90
0.94
0.81
0.91
0.91
0.97
0.92
0.94
0.87

Call Rate (2-digit)
1.00
1.00
1.00
1.00
1.00
1.00
0.91
0.99
0.99
0.99
1.00
0.99

Accuracy (2-digit)
0.91
0.97
0.99
0.98
0.99
0.97
0.95
0.97
0.99
0.99
0.99
0.98

Table 3.5: Non-thresholded and thresholded GSK validation results for HLA*IMP (see
Section 3.5.2): the complete GS is used to impute GSK_EU samples. Accuracy (PPV)
is measured at 4-digit resolution, unless otherwise specified in the column headers. “#
Validated” refers to the number of validated alleleles/haplotypes (pre-thresholding).
Examining the validation results on a per-locus basis is instructive. Figures 3.4 and 3.5
show the results for HLA-B, the most diverse gene in the HLA region, and HLA-DRB1, a
gene with comparably low 4-digit imputation accuracy in both validation experiments.
Focusing on HLA-B first, it is clear that the majority of alleles is predicted reliably (green
bars). This is true for the three alleles with the highest coverage in the reference panel.
Then there is a variety of alleles which are never imputed correctly, because they do not
appear in the training data (bright blue bars). Finally, we can observe that there are some
well-covered alleles which exhibit substantial rates of error – 2705, for example. Many of
these errors arise because of an incorrect classification at the 4-digit level, which disappears
at the 2-digit level (data not shown).
The picture for HLA-DRB1 is similar in some aspects and different in others. First, the
problem that errors arise from alleles which are not present in the reference panel also
affects HLA-DRB1. Note that we can reliably predict the top 3 best-covered alleles, but
the general picture is quite different from HLA-B: many alleles either cannot be called or
imputed reliably, even if they are well covered in the reference panel. Again, many of the
errors at 4-digit resolution disappear at 2-digit resolution (data not shown).
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Figure 3.4: Per-allele analysis of HLA*IMP imputation accuracy for HLA-B in the GSK validation experiment at a call threshold of T =
0.7 (see Section 3.5.2). The x-axis represents the different HLA alleles in the validation panel. The downward blue bars indicate how often
each allele appears in the reference panel (the GS dataset). Imputation success is indicated by the upward stack plots: green indicates
correct imputations (per-haplotype “best guess” ML calls), red incorrect imputations, and black haplotypes which were not called. Note
that there is a connection between how well an allele is represented in the reference panel and how well it is imputed (see text).
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Figure 3.5: Per-allele analysis of HLA*IMP imputation accuracy for HLA-DRB1 in the GSK validation experiment at a call threshold of
T = 0.7 (see Section 3.5.2). The x-axis represents the different HLA alleles in the validation panel. The downward blue bars indicate how
often each allele appears in the reference panel (the GS dataset). Imputation success is indicated by the upward stack plots: green indicates
correct imputations (per-haplotype “best guess” ML calls), red incorrect imputations, and black haplotypes which were not called. Note
that there is a connection between how well an allele is represented in the reference panel and how well it is imputed (see text).

3.5.3

Discussion

What conclusions can we draw from these results?
Firstly, note that the two validation experiments represent two extremes that most studies with individuals of European descent probably lie somewhere in between. The first
experiment’s imputation panel, the 1/3 GS panel, is very closely matched to the reference
panel – as close as it can get, actually. The results from the first experiment therefore
represent an upper boundary on accuracy and are probably a good proxy for diseaseassociation studies with mainly British participants (in terms of the scenarios discussed
in the introduction: Scenario 1. Strictly speaking, British and Central European samples
are not from the same population, but PCA analyses presented below will reveal that
there is not much population structure separating them – see Figure 5.1). The second
experiment’s imputation panel, the GSK_EU dataset, is much more diverse, with participants from Southern and Eastern as well as Central Europe. The results obtained here
are probably closer to the lower accuracy boundary for high-quality imputation panels
of general European descent and the present GS (in terms of the scenarios discussed in
the introduction: in between Scenarios 1 and 2). The make-up of the GSK_EU dataset
resembles panels used in many recent cross-European disease association studies [Sawcer
et al., 2011], and the results obtained here are probably a good proxy for what accuracies
to expect in pronouncedly cross-European studies.
Taken together, these results imply that employing a call threshold of T = 0.70 is generally
a good idea – in closely matched panels, the loss in call rate is negligible, and in more
diverse panels, the call threshold effectively identifies haplotypes which cannot be imputed
reliably. Scenario 1 can now be addressed with a satisfactory degree of accuracy: we can
expect to obtain accuracies and call rates at least as good as the ones presented for the
GSK experiment, i.e. ≥90% for most loci.
Secondly, we can identify two important factors influencing imputation accuracy:

• most importantly, distance between imputation panel and reference panel, as obvious
from the differences between the two experiments. We will return to this topic in

90

the last chapter.
• amount of available reference data: many allelic errors occur because the allele is not
present in the reference panel, and the best-represented alleles are generally imputed
reliably

As apparent from the observed differences between HLA-B and HLA-DRB1, there also
seem to be locus-specific accuracy differences between different HLA genes, possibly independent of the amount of available training data. It is not clear why this is. Possible
reasons include the complexity of haplotype structure around the loci (which may be different for class I and class II genes) and the quality of classical HLA typing data (the
presence of DRB orthologs may, for example, make it more difficult to obtain a correct
classical HLA-DRB1 genotype).
Finally, how should we interpret the difficulties HLA*IMP sometimes experiences in differentiating between 4-digit alleles of the same 2-digit type group? The fact that these
errors disappear at 2-digit resolution implies that the algorithm at least correctly identifies
a signal of identity by descent, probably reflecting the evolutionary relatedness of alleles
in the same 2-digit group. It also not clear that every single allele in the reference panel is
assigned correctly; in fact, many classical HLA typing methods (for example allele-specific
hybridization) are also prone to mistake alleles in the same 2-digit group for one another.
It is quite possible that such systematic errors contribute to some of the errors observed
here.

3.6

Conclusion

HLA*IMP, the integrated HLA type imputation frameworks, achieves accuracies and call
rates ≥90% for most classical loci considered here when applied to individuals of European
descent (haplotype validation). It employs a slightly modified version of the LDMhc model
and is implemented in a highly efficient parallelized way, which enables the use of large
reference panels. All of these factors contribute to the accuracies described here. By
examining the results of two validation experiments, two important factors contributing
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to imputation accuracy could be identified (see page 91): distance between reference and
imputation panel and the amount of allele-specific training data.
By offering a user-friendly front-end program and a back-end imputation web-service, HLA
type imputation is now available for biomedical researchers without expert knowledge in
bioinformatics or statistics. As of November 2011, HLA*IMP has already been employed
in several of high-profile disease association studies [Evans et al., 2011; Sawcer et al., 2011;
Strange et al., 2010].
Note that HLA*IMP requires phased input data; maybe more importantly, it also requires
the selected SNPs to be present in the imputation panel. Imputing missing SNP genotypes
prior to imputation is a workaround. However, given that SNP selection is carried out in
order to identify SNPs which can differentiate between different haplotypic backgrounds,
it is not clear whether SNP genotype imputation is appropriate here.
In addition, the problem of population structure, as observed in the GSK_EU panel (in
the form of a not perfectly matched imputation dataset), deserves further attention. In
Chapter 5, I am going to examine how the model of HLA*IMP behaves when GS and
GSK_EU are combined and then randomly split into well-matched, but diverse, reference
and imputation panels. I will also address the question of whether it is possible to detect
HLA genotyping errors in the reference panel (Chapter 4).
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Chapter 4

HLA*IMP:02
In this chapter, I present the model and implementation of HLA*IMP:02, a novel HLA
type imputation method. The development of HLA*IMP:02 was motivated by the insight
that haplotype graph models should be able to capture the MHC’s long-ranging haplotype
features, and that they should be more tolerant of errors and heterogeneity in the reference
panel. However, existing haplotype graph construction algorithms are not necessarily ideal
for the purpose of HLA type imputation, as they do not allow for uncertainty in the
current guess of haplotypes or incorporation of prior knowledge on the rich LD structure
of the MHC. HLA*IMP:02 addresses these points and also allows for missing data in the
set of estimated haplotypes; the graph-building algorithm I propose operates on a set of
distributions over haplotypes instead of a set of deterministic haplotypes.
I will also present validation results for HLA*IMP:02; they suggest that HLA*IMP:02
very slightly outperforms HLA*IMP:01 (for clarity, HLA*IMP is denoted as HLA*IMP:01
in the following) in terms of accuracy when evaluated on a non-heterogeneous reference
panel. I also demonstrate that HLA*IMP:02 can be used to impute structural variation
(DRB orthologs). In the following Chapter 5, I evaluate the model’s performance on
heterogeneous reference panels and show that it indeed outperforms HLA*IMP:01 on
heterogeneous reference panels, that it is highly tolerant of missing data and that it has
some limited ability to detect errors in the reference panel.
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4.1

The model

4.1.1

Overview

Before describing any algorithmic details, I will give a high-level overview of the HLA*IMP:02
model.
As discussed in the introduction, genotype imputation is based on using a reference panel
with high marker density and a statistical model of population haplotype structure to impute missing markers in imputation panels with lower marker density. This basic approach
can be implemented in a variety of ways [Marchini and Howie, 2010]. In HLA*IMP:02,
the following structure is adopted:

1. A reference panel with SNP- and HLA-genotyped individuals is used to construct a
statistical model of population haplotype structure, the haplotypes comprising HLA
alleles and their surrounding SNP contexts.
2. Any data in the imputation panel (individuals’ SNP genotypes, usually with no HLA
typing available) is treated as if it had been generated from the model, and standard
statistical techniques for dealing with missing data are applied to infer the genotype
distribution at the untyped HLA loci.

The haplotype structure model I employ here belongs to the class of haplotype graph models (see Section 2.2.1). I informally recapitulate the essential characteristics of haplotype
graph models: Haplotype graph models exhibit an acyclic structure of probabilistically
connected states. Each state refers to a genetic position (e.g. SNP or HLA locus) and
emits a symbol (nucleotide or HLA allele). By jumping between the states, more precisely: by following probabilistically defined paths through the model’s states according to
the chromosomal ordering of their associated genetic positions, it is possible to simulate
haplotypes from the model.
It is well known that haplotype graph models can be thought of as leveled Hidden Markov
Models, which leads to convenient computational properties and enables the application of
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standard statistical techniques such as the forward-backward algorithm (see Section 2.2.1).
Specifically, conditional on assuming that observed (haploid or diploid) genotype data has
been generated by a haplotype graph model, for every possible single path (observed haploid data) or pair of paths (observed diploid data) through the model, the likelihood of this
path / pair of paths having generated the observed data can be computed. This property
immediately enables HLA genotype inference for individuals in the inference dataset: for
each individual, we treat the (untyped) HLA alleles as missing data, compute the probability of each pair of paths through the population haplotype graph model, conditional on
the individual’s SNP genotypes, and marginalize over the HLA allele information carried
by each pair of paths.
To deal with the particularities of the MHC region, I introduce a new probabilistic haplotype graph construction algorithm. Specifically, compared to other approaches [Browning
and Yu, 2009; Browning and Browning, 2007], I introduce two additional parameters: one
modeling uncertainty in the set of haplotype estimates (enabling borrowing of information
between similar haplotypes, thus potentially capturing genotyping error and local phase
ambiguities), and the other one allowing for “localization” of the graph, i.e. tailoring the
graph to effectively capture linkage with classical HLA alleles. The algorithm is also extended in a way that allows it to deal with missing data. Note that HLA*IMP:02, in
contrast to BEAGLE, separates inference from reference panel-based model construction
(one graph can be applied to many inference panels). To the extent that HLA*IMP:02
does not allow the data in the imputation panel to influence haplotype choice in the reference panel, it is more similar in spirit to IMPUTE2 [Howie et al., 2009] than BEAGLE
[Browning and Browning, 2007].
The model construction algorithm operates in an iterative manner: it tries to gradually
improve the fit of the haplotype graph model to observed population data. The algorithm
is similar to that of BEAGLE [Browning and Browning, 2007] and is the most complex
component of HLA*IMP:02 (the following description assumes that there is no prior haplotype information for the individuals in the reference panel – if this information is available,
it can be integrated. See page 104 for details).
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1. The process is based on a reference panel of SNP- and HLA-genotyped individuals.
For each individual present in the reference panel, HLA*IMP:02 randomly generates
possible haplotypes, consistent with the individual’s genotypes.
2. In the first iteration, these haplotypes are used to build a haplotype graph model
(according to the algorithm presented below). Informally, this means trying to learn
the edge structure (topology) and transition probabilities of the graph from the
haplotypes, involving a series of comparisons and a complex merging procedure.
3. As noted above, haplotype graph models allow for inference of likely paths through
the model, conditional on observed genotypes. This property is used to obtain a new
set of haplotypes for the individuals in the reference panel, this time conditional on
the observed genotypes and the haplotype graph of the first iteration. The new set
of haplotypes is used to build the haplotype graph for the next iteration.
4. This procedure is repeated a specified number of times, and the haplotype graph of
the last iteration is stored as the final graph for HLA genotype inference.

Note that, although HLA*IMP:02 will produce estimates of SNP haplotypes, correct SNP
phasing is not the aim here: validation will exclusively focus on whether the allelic state
of the HLA genes can be imputed accurately.

4.1.2

Probabilistic haplotype graph construction

Haplotype estimate uncertainty and missing data
Conceptually, the algorithm presented here for building haplotype graphs is a probabilistic
adaptation of the works of Ron et al. [1998] and Browning and Browning [2007]. For
convenience, wherever possible, notation follows Section 2.2.1.
Suppose that we want to build a haplotype graph, based on a set H of haplotypes of length
T . So far, we have always assumed that we know the elements in H with certainty. In the
context of genetics, it is easy to see why this assumption may be violated. For example, a
SNP genotyping error may lead to a haplotype being present in H which does not really
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exist in the population. Some SNP genotypes may also be missing, and we would like
to have a model which can either directly deal with missing data or at least allow for
incorporating some of the imputation-associated uncertainty, if missing data gets imputed
at some stage. So far, however, we have always assumed that the elements in H contain
no missing data. I will first describe an error / uncertainty model and then how to deal
with missing data in H.
As in the basic case, suppose that we have the most general possible haplotype graph
topology (for a given level-specific model alphabet and haplotype length T ). To introduce
uncertainty in the graph-building process, we now assume that an error process may
have modified the set of observed haplotypes. We assume that this error process acts
independently on each character position of the haplotypes in H and that, if an error
occurs, a new observed value is drawn from a uniform distribution over possible alternative
alleles at the affected position (this could, if desired, be easily generalized to more complex
error models). If we observe string s1 of length T , the likelihood that string s2 is the true
underlying string is

Y 

Is1 (l)==s2 (l) × (1 − mB ) + (1 − Is1 (l)==s2 (l) ) ×

l=1..T


mB
,
|Al−1 | − 1

where we define Is1 (i)==s2 (i) to be 1 if the i-th symbol of s1 is equal to the i-th symbol of s2
and 0 otherwise. Al is the level-specific model alphabet for position l (in haplotype graph
indexing). For simplicity, although m may capture other effects than error, I refer to mB as
the graph building error probability. mB is conceptually (though not formally) related to
mutation parameters of population genetics models, e.g. the Li&Stephens approximation
of the coalescent [Li and Stephens, 2003].
To allow for missing data in the set H, we define a new symbol EM which indicates
missingness. EM may not appear in any position’s model alphabet (and does not become
a member of these sets). We redefine H to contain strings of symbols of length L > 0, where
at any given position the symbols come from the union of the position’s model alphabet
and EM . EM is not allowed as an edge emission symbol. To integrate the concept of
missingness with the error model, we define equal probabilities for each model alphabet
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symbol to be observed as missing data (and we say that this approach is “agnostic” – an
alternative would be to use observed site-specific marginal genotype frequencies).
I now describe the novel graph building algorithm to take into account missing data and
uncertainty according to the error model we have defined. Conceptually, the algorithm is
based on attaching haplotypes to the nodes of the most general graph topology, but in a
probabilistic way.
For each vertex, we introduce a list of probability-weighted potentially attached haplotypes. More formally, for each vertex v ∈ V , PH (v, h) shall denote the probability of
h being attached to v. At each level of the graph, the sum of attachment probabilities has to be 1 for each haplotype. All haplotypes are attached to the start vertex v0
with probability 1 by defining PH (v0 , h) := 1 for all h ∈ H; they are then distributed
along the graph according to our error model. That is, if haplotype h is attached to v1
at level l(v1 ) with probability a, and if the next observed haplotype symbol (at index
l(v1 ) + 1 within the corresponding string) is s 6= EM , we have the following attachment
probabilities for the children v2 of v1 at level l(v1 ) + 1: if the edge (v1 , v2 ) carries the
attached symbol s, the attachment probability of h at v2 is a × (1 − mB ), i.e. we define
PH (v2 , h) := PH (v1 , h) × (1 − mB ). Otherwise, the attachment probability is a × A
and we define PH (v2 , h) := PH (v1 , h) ×

mB
Al(v1 ) −1 .

manner, i.e. we define PH (v2 , h) := PH (v1 , h) ×

mB
l(v1 ) −1

,

If s = EM , we attach h in an agnostic

1
|Al(v1 ) | .

Returning to the most general possible haplotype graph topology for a given haplotype
length T , we see that each node in this graph now carries (possibly small) haplotype attachment probabilities (see Figure 4.1). The motivation for merging nodes as discussed
in Section 2.2.1 – increasing computational efficiency and approximating a possible generating haplotype graph while not changing haplotype frequencies much – holds for the
uncertainty-aware case described here. In order to compare nodes, we consider the conditional suffix distributions.
For notational convenience, let H(v) denote the set of haplotypes attached to v with
attachment probability PH (v, h) > 0. I now redefine the count functions, the subscript
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Figure 4.1: A: a non-probabilistic haplotype graph construction algorithm. Each haplotype in the set H follows one defined path (orange) through the graph’s possible topology
(orange and gray branches), here depicted for H1 = AAA. Each node (red squares) carries
a list of attached haplotypes. B: the probabilistic haplotype graph construction algorithm
presented in this chapter. Each haplotype in the set H induces a probability distribution over possible paths through the graph, here pictured as orange lines. The width of
the lines indicates how probable a path is according to the path probability distribution
(not drawn to scale). At each node, the path follows the edge carrying the haplotype’s
next symbol with probability 1 − mB , and the remaining probability mass is split over
the remaining available edges. Each node carries a list of attached haplotypes with the
respective attachment probability. The figure is based on a path distribution for “AAA”,
with the graph-building error probability mB set to 0.1.
’U’ emphasizing that we allow for uncertainty:
countU (v,00 ) :=

X

PH (v, h)

h∈H(v)

countU (v, x) :=

X
h∈H(v)

Y

PH (v, h) ×



Ih(i)==x(i) × (1 − m) +

i=[l(v)+1]..[l(v)+L(x)]

(1 − Ih(i)==x(i) ) ×


mB
,
A(i−1) − 1

where L(x) denotes the length of suffix x. For notational convenience, I have assumed
a fixed mB here for all loci, but it is easy to see that this is not necessary. It is easy
to see that the two count functions represent expected values of the number of attached
haplotypes (continuing with a particular suffix).
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Conditional on being at vertex v, we define the probability P(x|v) of continuing with suffix
x as

PU (x|v) := countU (v, x)/countU (v,00 ) .

The similar function compares two nodes’ conditional suffix distributions

similarU (v1 , v2 ) := max |PU (v1 , x) − PU (v2 , x)| ,
x∈Sv1 ,v2

(and I present a modified version of this function in the next subsection).
Two nodes are merged if the similar function returns a value below a certain threshold:

similarU (v1 , v2 ) <  .

We apply similar to all pairs of nodes at all levels to identify pairs of nodes that can
be merged, following the following algorithm. For all levels l = 0...[T − 1], compute the
similarity measure similarU (vj , vk ) for all pairs of nodes (vj , vk ) at level l.
If similarU (vj , vk ) < ,
1. create a new node vn at the same level as vk and vj .
2. redirect all incoming edges of vk and vj to vn , and for all h ∈ {H(vk ) ∪ H(vj )}, set
PH (vn , h) := PH (vk , h) + PH (vj , h).
3. attach all outgoing edges of vk to vj to vn , and delete vk and vj .
4. note that step 2 will result in a structure violating the haplotype graph assumptions,
as it will result in two edges (vn , vx ) , (vn , vy ) with the same attached symbol. Merge
vx and vy as described for all such cases (i.e. recursively from step 1, if necessary),
and delete one of the two resulting (vn , vx ) edges.
5. finally, update PU (e|v) for all modified nodes.
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See Figure 4.2 for an illustration of the merging process.

Figure 4.2: The essential steps of merging nodes in the probabilistic framework described
in this chapter. A: two haplotypes (AAA and ATA) have been attached to the topology
shown in Figure 4.1 (the graph’s first level is not shown) with mB = 0.1. The conditional
suffix distributions of two nodes (pictured as blue squares) are identical and the nodes
will be merged. B: all outgoing edges from the two nodes have been attached to one
newly created joint node (blue square). The resulting structure is no haplotype graph,
because two edges emanating from the new node carry the same symbols as two other
edges emanating from the same node. C: The nodes that the conflicting edges lead two
are recursively merged, resulting in a haplotype graph structure.
Referring to the fact that haplotypes are probabilistically instead of deterministically attached here, I refer to the algorithm as a probabilistic haplotype graph building algorithm.

Localization
Localization aims at improving imputation performance for specified loci of interest. Consider the following example to see why localization can be sensible. Suppose that two
haplotypes from H are attached to v1 : ’00A’ and ’11A’ (the allele identifiers are arbitrary). Suppose further that v2 has also two attached haplotypes, ’00B’ and ’11B’. If we
compare the conditional suffix distributions, we find no difference for suffixes of length up
to 2 (’00’ and ’11’ are attached to both nodes, at equal frequencies). For suffixes of length
3 (i.e. ’00A’, ’00B’, ’11A’, ’11B’) and a small m, we find that the maximum difference is
just below 0.5 (because none of the 3-character suffixes present in one node is present in
the other one). Depending on our choice of , we may decide to merge the two nodes. The
problem here is that the nodes actually exhibit quite different patterns of LD to the third
position – the maximum conditional probability difference is almost 1. The localization
element extends the function similar to take into account such situations for a set SL of
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predefined loci and could prevent merging the two nodes.
I go on to introduce the localization parameter SL , which is a (possibly empty) set of level
indices. Define the indicator function 1L=l (h, a) to be 1 if haplotype h carries allele a at
position l, and 0 otherwise. We define the probability of observing a particular allele a at
level l, conditional on having reached vertex v in the haplotype graph, as

PLOCALIZE (v, a, l) :=
P
h∈H(v)

PH (v,h)×(IL=l+1 (h,a)×(1−m)+(1−IL=l+1 (h,a))× |Am|−1 )
countU (v,00 )

l

(note that the +1 in L = l + 1 comes from the fact that the first level of a haplotype graph
has index 0, but the first position of a string has position 1).
We note that this conditional probability integrates over the uncertainty in the intermediate SNP genotypes (see Figure 4.3) and redefine the similar function to include all loci
specified in SL :

similarU (v1 , v2 ) := max(m1 , m2 )
m1 := maxx∈S |PU (v1 , x) − PU (v2 , x)|




m2 := maxl∈SL maxa∈A(l) |PLOCALIZE (v1 , a, l) − PLOCALIZE (v2 , a, l)|

The localization element has the effect that two nodes with differing linkage patterns to a
level specified in SL will not be merged, irregardless of the similarity of the SNP haplotypes
leading to the elements in SL .

4.1.3

Computational efficiency

The algorithm I have described to build localized haplotype graphs from an uncertain set
of haplotypes requires substantial computational resources: to calculate the conditional
suffix distributions for each vertex, it is necessary to sum over all attached haplotypes
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Figure 4.3: Localization at the example of an HLA locus. When comparing the conditional
HLA allele probabilities for two nodes (blue squares) for a particular HLA-A allele (marked
with an orange circle in the graph), the probabilities of all paths leading to this allele are
added up (separately for each node). Note that the two blue paths for the lower node
would count as two distinct suffixes without localization.
with attachment probability > 0. Haplotype attachment distributions of single haplotypes are typically (depending on the uncertainty model and the number of alleles at the
involved loci) very skewed: a few vertices at any level usually account for the majority of
available probability. Therefore, a threshold F is introduced: if PH (v, h) < F , PH (v, h)
is set to 0 and the removed probability is spread mass proportionally over all nodes with
PH (v, h) ≥ F . This has the effect of removing paths (potential haplotypes) with low attached probabilities from the graph. Also, when computing similarU (v1 , v2 ) for two nodes,
only such x ∈ S that are present in at least one of the haplotypes attached to v1 or v2 are
evaluated – suffixes x merely induced by error processes on both vertices will carry smaller
probabilities than the original strings and therefore lead to a smaller absolute difference
in probability.
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Iterative Refinement
As outlined in the introduction, the iterative algorithm for constructing haploid haplotype
graphs from diploid genotype data presented in Browning and Browning [2007] is adopted
here: the aim is to iteratively refine the set H. Initially, the set H is filled with R
random haplotypes for each individual which are compatible with the observed genotypes
(in contrast to BEAGLE, missing genotype data is preserved as missing data in the initial
set of haplotypes). The following algorithm is then iterated a predefined number of times
(usually 12):

• build a haplotype graph G for H (based on the algorithm presented in the previous
subsections).
• construct the diploid and haploid HMMs induced by G (as described in Section
2.2.1).
• re-populate H with R haplotype samples for each individual from the diploid HMM,
conditional on the observed genotypes. Specifically, this means that the diploid
HMM is fitted to each individual in turn and samples from the path pair probability
distribution are taken. By concatenating the symbols associated with the edges each
path traverses, we obtain new haplotypes.
• If haplotype phase is available for some individuals (from deterministically phased
HapMap samples, say), the haploid haplotype HMM, induced by G, can be used to
obtain new haplotype samples for these individuals in the previous step.

The emission probabilities for the haploid HMM (step 2) are parameterized in accordance
with the haplotype uncertainty error model (and the diploid emission probabilities follow as
described in Section 2.2.1). Specifically, conditional on not emitting EM , the state relating
to edge e in the haplotype graph will emit the emission symbol of e with probability 1−mS ,
and uniformly choose from one of the other members of the level-specific model alphabet
with probability mS . All states have equal emission probabilities for EM . mS is reduced
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for HLA loci, in order to preserve rare HLA alleles in the set H as the graph is iteratively
refined. We refer to mS as the sampling error probability.
Following Browning and Browning [2007] I define the threshold for merging nodes as

 := d ×

√

R × (countU (v1 ,00 )−1 + countU (v2 ,00 )−1 )1/2 ,

where d is a scale parameter (usually 0.8 here, determined by initial experiments) and R
is the number of haplotype samples from each individual. Note that more refined ways to
determine node similarity were considered: the count functions could, for example, return
probability distributions, and we could then define PU (x|v) in a hierarchical way and
let similar compare two hierarchies of distributions (and adapt  accordingly). However,
this route is not taken in the remainder of this thesis: the model as currently specified
yields satisfactory results, and the proposed extensions would probably add to the (already
substantial) computational demands of the model.

4.1.4

Integrating HLA information

HLA loci are treated as multi-allelic SNPs, i.e. the observed HLA types are part of the
haplotype strings H and appear as edges in the haplotype graph. Their chromosomal
position is taken to be the mean of the beginning and end of the corresponding gene,
which leads to an unambiguous positioning with respect to surrounding SNPs. SNP- and
HLA-genotyped individuals can be used as input for the “iterative refinement” algorithm,
without prior phasing. Only individuals with at least one genotyped 4-digit HLA allele
are used for constructing the haplotype graph model, and 4- and 2-digit alleles are treated
in the same way, i.e. as unrelated, separate entities (initial experiments, in which 2-digit
alleles were modeled as unions of 4-digit alleles, were not successful – data not shown).
To optimize imputation performance at the classical HLA loci, the graph building algorithm is localized for all classical HLA loci except HLA-B and HLA-DRB1 (see below).
Note that the results from step 3 of the model building algorithm can be used to quantitatively assess whether a lab-based HLA typing result in the reference dataset is consistent
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with the graph or not; the posterior probabilities follow from summing over the haplotype samples. To minimize the impact of mis-typed HLA alleles in the reference panel,
after a specific number of graph-building and sampling iterations (usually 8), the number
of sampled haplotypes for a specific individual is weighted by the internally estimated
probability that the individual’s lab-based HLA type is consistent with the graph.

4.1.5

HLA type inference

To carry out HLA type inference, a locus-specific haplotype graph is constructed from the
specified reference panel (or loaded, if the same reference panel was used before and the
graph has been saved), based on 300-SNP-windows each side of the locus (for example,
ranging from 29807232 to 30202819 for HLA-A in the GSK validation experiment). The
choice of 600 SNPs is motivated by initial experiments that demonstrated good performance at substantial computational gains; it is, however, possible that using more SNPs
would lead to slightly increased accuracies (this has not been investigated here and is a
possible direction for future research). The resulting diploid HMM is then applied to the
individuals in the imputation dataset. HLA type inference can be carried out by sampling
haplotypes from the diploid HMM, conditional on the observed genotypes for each individual in the inference dataset and the haplotype graph. This leads to posterior distributions over possible pairs of HLA types that can be processed in an uncertainty-aware
way or thresholded. To call alleles, first the most likely single allele for each individual
is determined, and then the most likely second allele, conditional on the individual’s first
allele. The marginal probability to observe the first allele (i.e. summed over all samples
from the haplotype pair distribution) is used as quality score for the first allele and the
joint probability for the first and the second allele is used as quality score for the second
allele.

4.1.6

Discussion

I have presented a probabilistic generalization of existing haplotype graph construction
algorithms [Browning and Browning, 2007] that introduces two additional parameters and
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can deal with missing data. mB is a haplotype estimate uncertainty parameter and SL
is the set of localization loci that can be used to adapt graph construction to complex
patterns of LD (graph building error mB and graph sampling error mS are usually both
set to m. Note that Browning and Yu [2009] allow for graph sampling error, but not for
graph building error). By setting m to 0, SL to the empty set, by ignoring missing data,
and by combining the inference panel with the reference panel, one obtains the BEAGLE
model.
I briefly discuss some properties of the generalized model:

• The error model I have introduced leads to a relative decline of the importance of
long-range haplotype differences in terms of collapsing nodes: |PU (v1 , x) − PU (v2 , x)|
is decreased for x with large differences. This depends on d, the scaling parameter
in the collapsing criterion, and mB , the graph building error probability.
• The generalized model is potentially useful in other applications than the one considered here. For example, if a haplotype graph is to be constructed for a set of
experimentally determined haplotypes (from single chromosome sequencing, say),
the uncertainty model for the graph-building step I have introduced can be used to
model read errors.
• The described algorithm can deal with missing data in the set of haplotypes in a
straightforward way by defining a probability distribution on missing characters,
e.g. a uniform distribution. This property allows us not having to guess genotypes
for the first iteration of graph-building. Although the algorithm as described here
imputes missing genotypes in the reference panel during the first sampling process,
the missing data status could as well be preserved in the sampled haplotypes and
could be carried over to later stages. As the reference panels which are used here are
consistently typed on dense sets of markers, this route is not pursued here. However,
under other circumstances, for example when SNP coverage in the reference panel
varies strongly, not imputing missing SNP data may turn out to be beneficial [Howie
et al., 2009].
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• Treating HLA alleles as multiallelic SNPs leads to a couple of useful properties in
learning and inference settings. The graph itself can reflect patterns of long-range
linkage disequilibrium between HLA alleles – HLA and SNP genotypes are used to
infer the graph structure in a combined manner, and there is no requirement that
all individuals be typed at the same set of HLA loci. Consider, for example, an
inference dataset with HLA-DRB1 -typed individuals, but lacking information for
HLA-DQB1. Providing the HLA-DRB1 genotypes as well as the SNP genotypes
enables the model to use partial HLA type information in inferring missing bits of
the complete HLA type (depending on the particular structure of the graph used for
inference, of course).
• Sampling new haplotype pairs from the diploid HMM, conditional on observed genotypes, automatically leads to an internal inconsistency correction by allowing for
graph sampling error – the probability that a path for an individual does not traverse
the nodes which correspond to the individual’s classical HLA type is low, but not 0.

Parameter inference
Initial experiments have indicated that setting m = 0.002 (graph building and sampling
error probabilities) and d = 0.8 (scaling parameter for similar function) leads to highaccuracy HLA type imputations from the model described here.
Choosing optimal parameters for building haplotype graphs and for inference is an important direction for further research. Although standard statistical techniques like ML
and MCMC could be applied in theory, the computational costs to do so seem prohibitive at the moment. In the context of this thesis, the main aim is statistical HLA type
imputation, and the appropriateness of model and parameterization is measured by the
validation experiments presented later.
In order to justify the introduction of additional parameters, I have repeated some of the
experiments presented in Leslie et al. [2008] and Dilthey et al. [2011] (presented here in
Section 3.2). HapMap CEU data was used as a reference panel to impute HLA types
into a subset of the BC58 (all data exactly as described in our earlier papers and in
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Section 3.2). The results are summarized in Table 4.1. The row “HLA*IMP:02” refers
to the full model as described here. The other rows refer to the seven other possible
configurations, activating and deactivating parameters in turn. The full model, with
localization deactivated at HLA-B and HLA-DRB1, yields good results. It is currently not
clear why localization only seems to be beneficial at HLA-A and HLA-DQB1 – problems
with classical HLA typing at HLA-B and HLA-DRB1 in either dataset may play a role
here. Until further investigation, I recommend to deactivate localization for HLA-B and
HLA-DRB1.
For the interested reader, Table 4.1 also presents accuracies for the BEAGLE model –
which are lower than HLA*IMP:02 accuracies at 3 of 4 loci. As suggested (Sharon R.
Browning, personal communication), the number of iterations for BEAGLE was increased.
The number of iterations influenced the performance of BEAGLE, but in no evaluated
scenario did the observed pattern qualitatively change (i.e. good results for BEAGLE at
HLA-DQB1, but worse results than HLA*IMP:02 at the other loci).
Model/Locus
HLA*IMP:02
mB = 0, mS =
mB = 0, mS =
mB = 0, mS =
mB = 0, mS =
mB = 1, mS =
mB = 1, mS =
mB = 1, mS =
BEAGLE

0,
0,
1,
1,
0,
0,
1,

L
L
L
L
L
L
L

=
=
=
=
=
=
=

0
1
0
1
0
1
0

HLA-A
0.92
0.69
0.82
0.71
0.75
0.92
0.91
0.90
0.90

HLA-B
0.78
0.55
0.56
0.60
0.62
0.76
0.77
0.83
0.48

HLA-DQB1
0.84
0.53
0.58
0.57
0.53
0.83
0.84
0.83
0.85

HLA-DRB1
0.70
0.46
0.50
0.45
0.48
0.75
0.73
0.74
0.65

Table 4.1: Accuracies (PPV) for the HapMap-based BC58 validation, as described in
Leslie et al. [2008] and Section 3.2. No call threshold is employed. To accommodate for
the smaller size of the reference panel, d = 0.3 here. The row “HLA*IMP:02” refers to
the full model with error parameters mB 6= 0, mS 6= 0 and localization activated. For the
following seven rows, the column “Model” specifies which parameters are activated (1) or
deactivated (0): mB is the graph-building error parameter, mS is the graph-sampling error
parameter, L stands for localization. For the interested reader, the final row “BEAGLE”
presents the accuracies the BEAGLE model [Browning and Browning, 2009] achieves in
this experimental setting. As recommended by Sharon R. Browning (personal communication), I experimented with the number of iterations, and the model indeed seemed
to experience convergence problems – the obtained overall results for BEAGLE, however,
were always lower than those for HLA*IMP:02 (with the exception of DQB1, as shown
here).
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4.2

Availability

HLA*IMP:02 is made available to the biomedical research community using the HLA*IMP:01
web interface, including the specifically developed security concept – see Section 3.4 for
details.

4.3

Validation

In the following, I present validation results for HLA*IMP:02, based on the same experimental setting as the validation of HLA*IMP:01 (see Section 3.5). I focus on 4-digit
validation here – from the previous experiments, it is already clear that high accuracies
at 4-digit resolution lead to good (in fact, slightly higher) accuracies when measured at
2-digit resolution.

4.3.1

Genotype validation

By sampling from a diploid HMM, HLA*IMP:02 produces genotype probabilities – that is,
the haplotype validation methodology for HLA*IMP:01, presented in the previous chapter,
cannot be applied to HLA*IMP:02-derived data.
All validation figures presented in this chapter are therefore based on genotype validation
(see Section 3.2, page 72). Accuracies at the per-locus level are specified as concordance
(PPV).
Note that genotype validation and haplotype validation do not fundamentally differ in
what they measure – if anything, genotype validation can be expected to yield slightly
higher accuracies, because haplotype switching errors are being accounted for. However,
the set of validated individuals is not exactly identical between the two approaches, so
that the figures presented here and in Section 3.5 should not be expected to be in perfect
agreement.
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4.3.2

2/3 - 1/3 cross validation

In this experiment, 2/3 (random split) of the haplotypes in the GS are used to impute the
HLA types of the remaining 1/3 (note that this split is not identical to the one presented
for HLA*IMP:01, and that the full set of SNPs is used here to build the graph). Table 4.2
summarizes the results. When no call threshold is applied, accuracy at 4-digit resolution is
≥95% for all loci but HLA-DRB1, where it is at 89%. A call threshold of T = 0.7 increases
all accuracies to ≥94%, at call rates ≥ 92% for all loci. In comparison to HLA*IMP:01
(haplotype validation, as presented in Section 3.5), the un-thresholded numbers presented
here are nearly identical – only accuracy for HLA-DRB1 is 1% lower, but the subset of
validated individuals is slightly different. The thresholded results look more different, but
this is mainly due to the fact the the thresholds were not matched to obtain the same call
rate.
Threshold

Locus

# Validated

Call Rate

Accuracy

T= 0.00

HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

566
1034
582
46
728
734

1.00
1.00
1.00
1.00
1.00
1.00

0.96
0.95
0.96
0.96
0.98
0.89

T = 0.70

HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

566
1034
582
46
728
734

0.94
0.96
0.98
0.98
0.99
0.92

0.98
0.98
0.97
0.96
0.98
0.94

Table 4.2: Non-thresholded and thresholded cross-validation results for HLA*IMP:02 (see
Section 4.3.2): 2/3 of the GS are used to impute the remaining 1/3. Accuracy (PPV) is
measured at 4-digit resolution. “# Validated” refers to the number of validated alleleles
(pre-thresholding).

4.3.3

GSK validation

In order to realistically evaluate of the performance of HLA*IMP:02, the GSK_EU validation experiment, as presented in Section 3.5.2, was repeated as well. The Golden
Set (see Section 3.3) was used to construct haplotype graphs for HLA-A, HLA-B, HLA111

C, HLA-DQA1, HLA-DQB1 and HLA-DRB1, and imputation was carried out into the
GSK_EU dataset (Section 3.5.2). The set of available SNPs in the validation datasets (for
HLA*IMP:01 and HLA*IMP:02) was restricted to those that were available in a recent
disease association study on multiple sclerosis [Sawcer et al., 2011]. Data for HLA*IMP:01
are presented at the genotype level and based on a slightly smaller validation SNP set than
in the previous chapter; they are therefore not directly comparable with the results from
Section 3.5.2.
As discussed in Chapter 3, note that this scenario reflects the accuracy that can be expected in cross-European imputation studies with a not perfectly matched imputation
panel.
Table 4.3 summarizes the results in a comparative manner. Using no call threshold,
average accuracy (PPV) over six loci is 93% for HLA*IMP:02 and 92% for HLA*IMP:01.
Setting a call threshold of T = 0.7 for HLA*IMP:01 and a call threshold for HLA*IMP:02
that corresponds to the call rates obtained for HLA*IMP:01 at T = 0.7, the achieved
accuracies increase slightly: average accuracy for HLA*IMP:02 is 94% at an average call
rate of 97%. HLA*IMP:01 achieves an average accuracy of 93% at the same average call
rate.
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574
2002
596
446
758
1730

HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

T= 0.00

T = Matched

0.96
0.98
0.99
0.99
0.99
0.90

1.00
1.00
1.00
1.00
1.00
1.00
0.96
0.92
0.96
0.88
0.98
0.93

0.96
0.90
0.96
0.87
0.98
0.88

HLA*IMP:02
Call Rate Accuracy

0.55
0.40
0.60
0.40
0.60
0.60

T

0.94
0.98
0.99
0.99
0.99
0.90

1.00
1.00
1.00
1.00
1.00
1.00
0.91
0.94
0.97
0.88
0.97
0.93

0.90
0.93
0.96
0.87
0.97
0.89

HLA:IMP:01
Call Rate Accuracy

0.700
0.700
0.700
0.700
0.700
0.700

T

Table 4.3: Non-thresholded and thresholded GSK validation results for HLA*IMP:02 and HLA*IMP:01 (see Section 4.3.3): the complete
GS is used to impute GSK_EU samples. Accuracy (PPV) is measured at 4-digit resolution (genotype validation for both HLA*IMP:01 and
HLA*IMP:02). “# Validated” refers to the number of validated alleleles (pre-thresholding). Note that the call threshold for HLA*IMP:02
was matched to obtain equal or higher call rates than with HLA*IMP:01; also, accuracy for HLA*IMP:01 is measured at the genotype level
here.

574
2002
596
446
758
1730

HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

# Validated

Locus

Threshold

Comparing the two models in detail at T = 0.00, we find that HLA*IMP:02 slightly
outperforms HLA*IMP:01 on HLA-A and HLA-DQB1. Performance on HLA-DQA1 and
HLA-C is equal, and HLA*IMP:01 achieves a slightly higher accuracies at HLA-B and
HLA-DRB1. The results at T = 0.7/Matched reflect a similar pattern: HLA*IMP:02
is slightly more accurate on HLA-A and HLA-DQB1. Performance on HLA-DQB1 and
HLA-DRB1 achieves parity, and HLA*IMP:01 is slightly more accurate than HLA*IMP:02
on HLA-C and HLA-B.
In summary, HLA*IMP:02 very slightly outperforms HLA*IMP:01 in thresholded and
non-thresholded scenarios on average, but the observed differences are mostly small and
in the 1 - 2% range.
Per-allele analyses show nearly identical error profiles for HLA*IMP:01 and HLA*IMP:02
– the conclusion from Section 3.5.2, that well-represented alleles are more reliably imputed,
holds for HLA*IMP:02 as well.

4.3.4

Imputing DRB structural variation and HLA-DPB1

Haplotype graphs, in theory, should be well suited to predict structural variation with
simple history. The GSK_EU dataset contains information on presence/absence of DRB
orthologs (HLA-DRB3, HLA-DRB4, HLA-DRB5 ) and their allelic state, as well as HLA
type information for HLA-DPB1. In a 2/3 - 1/3 split experiment on the GSK_EU dataset, the performance of HLA*IMP:02 on these loci was investigated. The HLA-DRB1
orthologs are only typed at 2-digit resolution, therefore only allowing for validation (and
training) at this resolution.
Table 4.4 summarizes the results. At T = 0.00, accuracy at HLA-DPB1 is at 90% and
≥94% for the DRB orthologs. Setting a threshold of T = 0.7 leads to increased accuracies
of ≥98% and call rates of 88% (DPB1) / ≥96%.
Note that the reference sets for these loci, particularly for HLA-DPB1, contain only few
individuals if compared to the reference sets for the other loci.
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Locus

# Validated

Accuracy

48
190
190
190

0.90
0.94
0.98
0.99

HLA-DPB1
HLA-DRB3
HLA-DRB4
HLA-DRB5

Table 4.4: GSK_EU cross validation for additional loci and structural variation (see
Section 4.3.4): 2/3 of the GSK_EU dataset are used as reference to impute the remaining
1/3. No call threshold is employed. Accuracy (PPV) for HLA-DPB1 measured at 4digit resolution, at 2-digit resolution (including one pseudo-allele for absence) for DRB
orthologs.

4.4

Summary

In this chapter, I have presented a novel HLA type imputation method, implemented in
the framework HLA*IMP:02. HLA*IMP:02 outperforms HLA*IMP:01 in the examined
GSK_EU scenario by a small margin (i.e. accuracies and call rates ≥90% for all but
one of the six examined classical loci, genotype validation) and achieves high accuracies
when predicting structural variation (DRB orthologs) and HLA-DPB1. It has therefore
been shown that haplotype graphs can effectively capture the haplotypic variation of the
MHC, in a (path-based) way very different from the averaging of allelic backgrounds that
HLA*IMP:01 is based on.
The problems encountered by HLA*IMP:01 when imputing into the GSK_EU dataset, i.e.
mainly lacking allele coverage and distance between reference and imputation panel, apply
– as expected – to HLA*IMP:02. In terms of the scenarios presented in the introduction,
the conclusions for HLA*IMP:02 are identical to those for HLA*IMP:01: Scenario 1 can
be effectively addressed. It remains to be seen how the two models behave under larger
and more heterogeneous reference panels.
HLA*IMP:02 is based on a probabilistic generalization of existing haplotype graph models
[Browning and Browning, 2007]. While building the graph, haplotypes are probabilistically attached to nodes. Two novel parameters are introduced, one to optimize for the
long-range LD structure of the MHC (“localization”) and the other one to model uncertainty in haplotype estimates. The model also naturally deals with missing data and, by
separating model building and inference, addresses concerns that missing data imputation
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could contaminate the model building procedure [Howie et al., 2009]. Compared with
HLA*IMP:01, it has a couple of methodologically appealing advantages. HLA*IMP:02
does not require SNP selection, which renders it more tolerant against missing data (see
next chapter) and leads to reduced computational demands (once graphs have been built).
It does not require phased input data at any stage, generates allele pair (genotype) probabilities and offers quantitative estimates of consistency between classical typing data and
the haplotype graph, which we will return to in the next chapter.
Like HLA*IMP:01, HLA*IMP:02 is available via a user-friendly web interface, enabling
biomedical researchers to employ HLA type imputation.
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Chapter 5

Heterogeneous reference and
imputation panels
In the previous chapters, I have presented and validated two HLA type imputation models. Both models were evaluated in 2/3 - 1/3 cross validation scenarios and on an external
dataset, the GSK_EU panel. That is, in terms of the utilized reference panels, the validation results presented so far cover Scenario 1 of the Introduction and partly Scenario
2: imputation from a single-population cohort into a single-population cohort1 and into a
cross-European cohort. Scenarios 2 (multi-population reference set into multi-population
imputation panel) and 3 (multi-ethnic reference into multi-ethnic imputation cohort) have
not been properly addressed yet.
In this chapter, I will explicitly address these scenarios, or, put differently, how the models behave when presented with more heterogeneous reference data. I will also examine
whether matching imputation and reference panel will actually increase imputation accuracies, as predicted by population genetics theory. Note that HLA*IMP:01 requires
all data to be phased – as described in previous chapters, HapMap reference panels
(which are also included as HLA type imputation reference panels) were used to this
end. HLA*IMP:02, in contrast, does not require phased input data.
1
As noted earlier, the BC58 and CEU cohorts are so close in PCA space that it is a reasonable approximation to assume that they represent a “single” population, although this is of course not true technically.
See Figure 5.1.
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The experiments presented here are based on different combinations of the GS and GSK
datasets. I will first join GS and GSK_EU and then carry out a 2/3 - 1/3 split, resulting
in cross-European reference and imputation panels. I refer to this as a situation of medium
heterogeneity in the reference panel (Scenario 2). To create a scenario of high heterogeneity
(Scenario 3), I will merge the GS with the full (multi-ethnic) GSK dataset and the HapMap
YRI samples, and then again carry out a 2/3 - 1/3 split to obtain a training and a validation
panel.
For the same reasons as in the previous chapters, I will focus on 4-digit validation, unless
stated otherwise. All accuracy figures are based on genotype validation (see Section 3.2,
page 72).

5.1
5.1.1

Data
The cross-European panel

Note that the European dataset, GSK_EU, was already described in Section 3.5.2. The
GS and GSK_EU datasets are joined into a dataset denoted as GS&GSK_EU. Only
SNPs present in both datasets are kept in the joint set. Table 3.2 gives a summary of
the datasets in terms of SNPs, HLA typing and HLA alleles, and Table 3.4 describes the
distribution of countries the individuals in GSK_EU come from. Note that all individuals
in GS&GSK_EU are of (self-declared) White ethnicity.

5.1.2

The multi-ethnic panel

To create a highly heterogeneous multi-ethnic reference panel, the GS, GSK and YRI
datasets are joined into a dataset denoted as “GS&GSK_ALL”. In contrast to the previous
paragraph, the union of SNPs (and not the intersection) is used for the joint dataset. The
YRI dataset is the Yoruban HapMap cohort [Consortium et al., 2007], and we applied the
same QC protocols as for the other cohorts (see Section 3.3). Table 3.4 summarizes the
distributions of countries and ethnicities in the full GSK dataset. Table 3.2 presents a
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summary of the SNP, HLA type and HLA allele characteristics of GS&GSK_ALL.

5.1.3

Heterogeneity in the GSK datasets

It is well known that Principal Component Analysis can be used to control for population
stratification [Price et al., 2006], and that it is informative of ancestry and sample coalescent times [McVean, 2009; Novembre et al., 2008; Patterson et al., 2006]. GlaxoSmithKline
have analyzed the GSK dataset with Eigenstrat [Price et al., 2006] and made the PCA
data available. The PCA analysis is based on 7̃87,000 SNPs after quality control (carried
out by GSK, aimed at removing SNPs with inverted strandedness and missing data >
5%). The xMHC was not excluded. Two sets of analyses were carried out by GSK: a
separate analysis of samples of European ancestry and a combined analysis of all samples
(which are here used for experiments with mainly European and multi-ethnic datasets,
respectively). Both sets included samples from the relevant HapMap populations.
As we introduce additional heterogeneity into the HLA type imputation panels by adding
in the GSK samples, heterogeneity in the GSK dataset as measured by PCA is a useful
metric to consider (I will later provide an additional analysis of imputation accuracy in
terms of the samples’ position in PCA space).
Figure 5.1 visualizes the first two principal components for the GSK_EU dataset. It is apparent from the figures that the first two PCs help to separate the samples of European origin; specifically, samples of Eastern European, Southern European and Central European
origin tend to cluster together. Most New World samples share ancestry with the Central
Europeans. The notion of “heterogeneity” refers to the fact that there are many samples –
in particular of Southern European and Eastern European descent – which do not cluster
around the Central European or British samples, the population groups which are used in
the reference panel.
Figure 5.2 visualizes the first two principal components for the full GSK dataset. As
expected, the differentiation between ethnicities is much more pronounced than the differentiation observed between samples of European origin – the first two PCs clearly separate
Black, White, Hispanic and Asian samples. Note that there are two outlier groups of White
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origin, which seem to share ancestry with some Asian and maybe Black samples. It is not
clear whether there are problems with the self-declared ethnicity of these samples.

Figure 5.1: Principal Component Analysis (PCA) of the samples in GSK_EU. Shown
here: components 1 and 2.

5.2

Validation experiments: Medium heterogeneity

In the experiments with medium heterogeneity in the reference panel, I use 2/3 of the
GS&GSK_EU dataset to impute the remaining 1/3. Table 5.1 summarizes the results in
a comparative manner at a call threshold of T = 0.00 and T = 0.70. All figures are, unless
stated differently, based on genotype validation at 4-digit resolution.
The differences between HLA*IMP:01 and HLA*IMP:02 are more pronounced than in the
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Figure 5.2: Principal Component Analysis (PCA) of the samples in GSK_ALL. Shown
here: components 1 and 2. Note that there are two outlier groups of “White” origin,
sharing ancestry with Asian and possibly Black samples. It is likely that this is an artefact,
possibly arising from wrong self-declaration.
previous validation experiments.
First, note that HLA*IMP:01 still achieves accuracies ≥87% at all loci at T = 0.00, but
also note that the accuracy at most examined loci is lower than HLA*IMP:01 accuracy
in the GSK validation experiment presented in Section 4.3 (note that I reference the
HLA*IMP:02 chapter here, because genotype accuracies are presented only there). This
behaviour is clearly unexpected: moving one part of the GSK dataset into the training
data should increase, not decrease, performance. This expectation is underlined by the
greater diversity of HLA alleles represented in GS&GSK 2/3, as compared to GS alone
(see Table 3.2).
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HLA*IMP:02, in contrast, achieves an average accuracy of 96% at T = 0.00 (versus 90% for
HLA*IMP:01). It outperforms HLA*IMP:01 at every locus, the locus-specific differences
ranging from 4% to 10%. At T = 0.70, HLA*IMP:02 achieves an average accuracy of 97%
at an average call rate of 97%. The most problematic locus for HLA*IMP:02 is HLADRB1, with an achieved accuracy/call rate of 91%/100% at T = 0.00 and 95%/91% at T
= 0.70.
Figure 5.3 shows that HLA*IMP:02 is generally well-calibrated, the confidence intervals
generally including the expected value.
For the interested reader, in Table 5.2, I also provide some results on BEAGLE [Browning
and Browning, 2009]. BEAGLE is no explicit HLA type imputation method and therefore
not in the focus of this thesis. In general, it can be expected that HLA type imputation for BEAGLE is “challenging” (Sharon R. Browning, personal communication). The
presented results are based on 20 iterations – as suggested (Sharon R. Browning, personal
communication), different numbers of iterations were tried out, the results for 10 and 50
iterations being very similar to 20 iterations (data not shown).

Figure 5.3: Calibration plot HLA*IMP:02, medium heterogeneity (see Section 5.2). The
red points show expected (x-axis) and achieved mean accuracies (y-axis) in each bin of
step size 0.1, and the blue line is a plot of x = y. Note that the first four data points (bins
0 - 3) are only based on 37 individuals.
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5.2.1

PCA analysis

If we compare the GS&GSK_EU results for HLA*IMP:02 obtained here to the results
obtained from the 2/3 - 1/3 GS cross validation experiment (see Section 4.3.2), we find
that the accuracies are at a similarly high level. As shown in Table 3.2, the allelic diversity
in GS&GSK_EU 1/3 is higher than in the full Golden Set (GS) – that is, imputation into
GS&GSK_EU 1/3 is certainly harder than imputation into GS 1/3, and by extending the
reference panel we achieve similar accuracies for the harder scenario as previously for the
easier one.
Is it possible to relate these results to the increased heterogeneity, in particular in terms of
population structure, in reference and imputation panels? The hypothesis we would like
to test is whether matching the reference to the imputation panel in terms of population
structure actually increases accuracies. If this hypothesis holds, we would expect a) that
accuracies for the already well-matched samples do not increase by extending the reference
panel and b) that imputation accuracy for distant samples (in terms of the non-matched
reference panel) increases by improving the match. We can examine these predictions
by restricting our attention to the samples with PCA data available (i.e. the GSK_EU
samples, of which roughly 1/3 are present in GS&GSK_EU 1/3) and by stratifying accuracy by sample position in PCA space. In this framework, we now compare the accuracies
observed based on the complete GS&GSK_EU 2/3 (well matched) reference panel with
accuracies achieved based on a GS&GSK_EU 2/3 variant with all non-GS samples removed (less well matched, as leaving only British and Central European samples in the
reference panel).
The data is in good agreement with the two expectations formulated above. For HLA-B,
HLA-C, HLA-DQA1 and HLA-DRB1, the mean accuracy over all quadrants increases.
This effect is driven by the periphery (see Figures 5.4, 5.5 and 5.6, which compare the
achieved accuracies for HLA-B, HLA-C and HLA-DRB1 ), whereas accuracies around the
centre of the GS training change only slightly, if at all. For HLA-DQB1 and HLA-A, we
observe a small decrease in mean accuracy (0.4% and 1%, respectively). The decrease at
DQB1 is related to a single quadrant. At HLA-A, the drop is caused by two quadrants
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close to the center to the GS training data. It is not clear whether this is an example
of very subtle population structure, or simply a sampling effect. The overall effect of
improving the match of the reference panel is, however, clearly positive.
To rule out the possibility that the different sizes of the compared reference panels could
account for the observed difference, I repeated the experiment, this time comparing
GS&GSK_EU 2/3 and the full GS. The essential results still hold: mean accuracy is
constant for HLA-A, slightly worse for HLA-C and HLA-DQB1, slightly increased for
HLA-DRB1 and HLA-B and markedly increased for HLA-DQA1 (approx. 7%). The
results for HLA-DQB1 are driven by two outlier quadrants, and most of the difference for
HLA-C occurs in the proximity of the GS reference data, indicating that the GS probably
better represents the Central European/British structure of HLA-C than GS&GSK_EU
2/3.
# Validated

HLA*IMP:02
Call Rate Accuracy

HLA:IMP:01
Call Rate Accuracy

Threshold

Locus

T= 0.00

HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

808
1646
752
194
934
1358

1.00
1.00
1.00
1.00
1.00
1.00

0.97
0.95
0.96
0.97
0.98
0.91

1.00
1.00
1.00
1.00
1.00
1.00

0.91
0.89
0.91
0.87
0.92
0.87

T = 0.70

HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

808
1646
752
194
934
1358

0.98
0.96
0.99
0.96
0.99
0.91

0.97
0.97
0.97
0.98
0.98
0.95

0.94
0.93
0.94
0.93
0.94
0.89

0.94
0.92
0.94
0.90
0.94
0.92

Table 5.1: Medium heterogeneity non-thresholded and thresholded cross-validation results
for HLA*IMP:02 and HLA*IMP:01 (see Section 5.2): GS&GSK_EU 2/3 is used to impute
GS&GSK_EU 1/3. Accuracy (PPV) is measured at 4-digit resolution (genotype validation
for both HLA*IMP:01 and HLA*IMP:02). “# Validated” refers to the number of validated
alleleles (pre-thresholding).

5.2.2

Robustness to missing data

HLA*IMP:02 does not require SNP selection and can utilize all available SNP genotype
information. However, many imputation panels, in particular from older SNP genotyping
chips, comprise a limited set of SNPs in the xMHC region. In two variations of the
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Threshold

Locus

T= 0.00

HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

# Validated

HLA*IMP:02
Call Rate Accuracy

808
1646
752
194
934
1358

1.00
1.00
1.00
1.00
1.00
1.00

0.97
0.95
0.96
0.97
0.98
0.91

BEAGLE
Call Rate Accuracy
1.00
1.00
1.00
1.00
1.00
1.00

0.88
0.95
0.91
0.92
0.94
0.91

Table 5.2: Medium heterogeneity non-thresholded and thresholded cross-validation results for HLA*IMP:02 and BEAGLE [Browning and Browning, 2009] (see Section 5.2):
GS&GSK_EU 2/3 is used to impute GS&GSK_EU 1/3. Accuracy (PPV) is measured at
4-digit resolution (genotype validation). “# Validated” refers to the number of validated
alleleles. As recommended by Sharon R. Browning (personal communication), BEAGLE
was run with 10, 20 (data shown) and 50 iterations. There was no indication for convergence problems and no qualitative difference between the runs in terms of the achieved
accuracies.
medium heterogeneity scenario, I therefore investigated how robust the model is towards
larger amounts of missing data. The results of these experiments are presented in Table
5.3. In the first scenario (70% missing data), the achieved per-locus accuracy is reduced by
at maximum 1%. Note that each individual in the 70% scenario is left with approximately
1800 SNPs in the xMHC. This is on the order of the xMHC coverage of many ~500K
genotyping arrays. Even in the second scenario (90% missing data), accuracy is relatively
stable – the maximum loss in accuracy is 5% for all loci but HLA-DQA1 (probably related
to the smaller amount of reference data for this locus), where it is 7%. In the second
scenario, each individual is left with approximately 600 SNPs in the xMHC region – this
is substantially less than than even older ~300K genotyping arrays provide.
Locus
HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

# Validated
808
1646
752
194
934
1358

Accuracy 70%
0.96
0.95
0.95
0.96
0.97
0.90

Accuracy 90%
0.94
0.93
0.94
0.90
0.95
0.86

Table 5.3: 4-digit resolution accuracies (PPV) when 70% and 90% of the inference panel
SNP genotypes (GS&GSK_EU 1/3) in the medium heterogeneity experiment are randomly set to missing (see Section 5.2.2). No call threshold is employed. “# Validated”
refers to the number of validated alleleles.
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5.2.3

Errors in the reference dataset

The effectiveness of the model’s internal HLA type quality control is assessed by introducing artificial errors into a reference genotype set and measuring how many of these are
detected during the graph-building stage. Let S1 denote the reference set without artificially introduced errors and S2 the set with artificial errors. S2 is generated by copying
S1 and assuming an error rate of 0.02 for alleles in individuals with two alleles typed at
4-digit accuracy. If an allele is hit by an ”error“ event, a new allele is drawn from the
population distribution at random (here estimated from S1 ) and assigned to the corresponding individual in S2 . We can then build haplotype graphs for S1 and S2 , resulting
in two sets of posterior probability estimates of individual consistency with the specified
classical HLA types (this immediately follows from the sampled haplotypes, conditional
on the current graph estimate and the observed genotypes, as noted above). Filtering
these sets for individuals with a posterior HLA type inconsistency probability of ≥ 0.001
results in two sets E1 and E2 of individuals with potential classical typing problems. We
compare E1 (based on the graph for S1 ) and E2 (based on S2 ). Note that E1 should not
necessarily be empty, as one would expect a certain error probability in lab-based HLA
genotyping. Define Enew = E2 \ E1 and Emissing = E1 ∩ E2 . All elements of Enew are
defined as “detected errors”, and we measure sensitivity and minimum PPV accordingly
by comparing Enew with the set of artificially introduced errors. Introducing artificial errors could also distort the graph in a way that reduces sensitivity for pre-existing errors in
S1 . Therefore, we also measure the potential loss of sensitivity, defined as |Emissing |/|E1 |.
Artificial errors were introduced into the GS&GSK_EU 2/3 reference panel (i.e. S1 =
GS&GSK_EU 2/3) for HLA-C and HLA-DQB1.
At HLA-C, 25 of 30 artificially introduced errors are detected (i.e. sensitivity = 0.83). 27
individuals in total were flagged as problematic (i.e. minimum PPV = 0.93). Of the 45
individuals flagged as problematic in the non-modified dataset, 11 are lost in the dataset
with artificial errors (i.e. maximum detection loss = 0.24). The corresponding results for
HLA-DQB1 are broadly comparable: sensitivity is at 0.76, minimum PPV at 0.94 and
maximum detection loss at 0.12.
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These results demonstrate that it is generally possible to spot errors in the reference
dataset, although more work needs to be done to develop a more detailed understanding
of the strengths and shortcomings of this approach. Clearly, the posterior probabilities for
an error in the classically typed data are not well-calibrated – the results presented here
assume that a posterior error probability of more than 0.001 is high enough to classify
an individual as problematic. Also, it was not attempted to estimate an overall classical
HLA typing error rate, and to link m (sampling and graph building error) for HLA loci
to such an estimate. Note that the two loci considered here were selected on the basis
that they are comparably easy to impute; it can be expected that the results for HLADRB1 and HLA-B would look worse. However, extending the experiment to the more
complicated loci seems promising only after having developed (and validated on the less
complicated loci) a way to specifically estimate m for potentially strongly contaminated
reference panels.

5.3

Validation experiments: High heterogeneity

To investigate whether the good performance of HLA*IMP:02 in scenarios with medium heterogeneity translates to scenarios of high heterogeneity, I created a merged
GS&GSK_ALL dataset (comprising samples of multiple ethnicities, described above),
and carried out a 2/3 - 1/3 split experiment. It has to be emphasized that this experiment
is limited by the amount of available non-European reference data. A priori, it is clear
that this data will not be sufficient to build a high-accuracy reference panel for other
ethnicities, and therefore we cannot examine how HLA*IMP:02 would behave on such an
(even larger) panel. However, positive results on the smaller scenario examined here would
be encouraging and warrant further research into highly heterogeneous reference panels.2
The results for the high-heterogeneity experiment are presented in Table 5.4. Note that
accuracies are broken down by imputation sample ancestry, i.e. by whether a sample is
European or not. For the European samples, compared to the medium heterogeneity
2

For these reasons, I do not present results for BEAGLE here – the non-European proportion of the
reference panel is too small to allow for a substantial performance comparison of different models with
generalizable results.
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experiment, we find that accuracies and call rates (for T = 0.7) are usually, though not
always, minimally decreased, mostly in the 1% range. The un-thresholded accuracies for
non-European samples are much lower: HLA-A, HLA-B and HLA-DRB1 are in the 59 66% range. HLA-C, HLA-DQA1 and HLA-DQB1 are more reliably imputed: accuracies
range from 81 - 89%. Setting a call threshold of T = 0.7 has the expected effect: accuracies
increase, to ≥95% (call rates ≥95%, 85% for DRB1) for the European samples, but only
to ≥78% (call rates ≥71%) for the non-European samples.
How should we interpret these results? First, note that the slightly decreased accuracies
for the European samples might be related to a smaller chromosomal region being captured
in this experiment: due to the increased xMHC SNP density in this experiment, the 300
SNP (standard settings were not changed) windows around the classical loci capture a
smaller region in terms of genetic distance than in the previous experiments. However,
the depression of results is small, so that it is not investigated in further detail here.
The observed accuracies for the non-European samples are low, but how low exactly? In
order to address this question, I removed all non-European samples from GS&GSK_ALL,
and repeated the experiment. The results are presented in Table 5.5: while the results for
the Europeans fluctuate a bit, accuracies for the non-European samples are significantly
(8% on average) lower than when utilizing the complete reference panel.
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Figure 5.4: PCA-stratified accuracy comparison (HLA-B) between the complete reference
panel and a GS-restricted reference panel for the medium heterogeneity scenario (Section
5.2). In each quadrant, the difference in mean accuracy (PPV) between the two reference
panel scenarios is indicated by a color. Green indicates that the complete reference panel
leads to higher accuracies in a quadrant. Yellow points indicate the position of the CEU
cohort, and the red triangle is in the (approximate) center of the GS panel.
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Figure 5.5: PCA-stratified accuracy comparison (HLA-C ) between the complete reference
panel and a GS-restricted reference panel for the medium heterogeneity scenario (Section
5.2). In each quadrant, the difference in mean accuracy (PPV) between the two reference
panel scenarios is indicated by color. Green indicates that the complete reference panel
leads to higher accuracies in a quadrant. Yellow points indicate the position of the CEU
cohort, and the red triangle is in the (approximate) center of the GS panel.
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Figure 5.6: PCA-stratified accuracy comparison (HLA-DRB1 ) between the complete reference panel and a GS-restricted reference panel for the medium heterogeneity scenario
(Section 5.2). In each quadrant, the difference in mean accuracy (PPV) between the two
reference panel scenarios is indicated by color. Green indicates that the complete reference
panel leads to higher accuracies in a quadrant. Yellow points indicate the position of the
CEU cohort, and the red triangle is in the (approximate) center of the GS panel.
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910
1942
846
284
1030
1620

HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

T= 0.00

T = 0.70

0.95
0.92
0.99
0.95
0.98
0.84

1.00
1.00
1.00
1.00
1.00
1.00
0.96
0.95
0.97
0.96
0.97
0.94

0.94
0.91
0.96
0.94
0.97
0.88

Accuracy

824
1662
752
206
924
1356

824
1662
752
206
924
1356
0.95
0.95
0.99
0.97
0.99
0.87

1.00
1.00
1.00
1.00
1.00
1.00

European
# Validated Call Rate

0.97
0.97
0.97
0.97
0.98
0.95

0.96
0.95
0.97
0.96
0.97
0.90

Accuracy

86
280
94
78
106
264

86
280
94
78
106
264

0.98
0.78
0.95
0.88
0.90
0.71

1.00
1.00
1.00
1.00
1.00
1.00

0.80
0.78
0.92
0.91
0.94
0.87

0.78
0.66
0.9
0.87
0.91
0.77

Non-European
# Validated Call Rate Accuracy

Table 5.4: High heterogeneity non-thresholded and thresholded cross-validation results for HLA*IMP:02 (see Section 5.3): GS&GSK_ALL
2/3 is used to impute GS&GSK_ALL 1/3. Accuracy (PPV) is measured at 4-digit resolution and stratified (“European”, “Non-European”)
by the ethnicity of the samples in the imputation dataset. The column “Combined” presents un-stratified accuracies. “# Validated” refers
to the number of validated alleleles (pre-thresholding).

910
1942
846
284
1030
1620

HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

Combined
# Validated Call Rate

Locus

Threshold

# Validated

European
Call Rate

Accuracy

Complete

HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

824
1662
752
206
924
1356

1.00
1.00
1.00
1.00
1.00
1.00

0.96
0.95
0.97
0.96
0.97
0.90

86
280
94
78
106
264

1.00
1.00
1.00
1.00
1.00
1.00

0.78
0.66
0.90
0.87
0.91
0.77

European

HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

824
1662
752
206
924
1356

1.00
1.00
1.00
1.00
1.00
1.00

0.96
0.94
0.97
0.97
0.98
0.88

86
280
94
78
106
264

1.00
1.00
1.00
1.00
1.00
1.00

0.66
0.59
0.85
0.81
0.89
0.59

Reference

Locus

Non-European
# Validated Call Rate Accuracy

Table 5.5: High heterogeneity non-thresholded and thresholded cross-validation results for
HLA*IMP:02 (see Section 5.3), comparing performance on the complete GS&GSK_ALL
2/3 to performance on a European-only reduced version of GS&GSK_ALL 2/3. Accuracy
(PPV) is measured at 4-digit resolution and stratified (“European”, “Non-European”) by
the ethnicity of the samples in the imputation dataset. “# Validated” refers to the number
of validated alleleles (pre-thresholding).

5.3.1

PCA analysis

Again, we can analyze the difference between the complete GS&GSK_ALL reference
panel and the European-only variant in terms of Principal Components. Figures 5.7 and
5.8 show the results for HLA-B and HLA-DRB1, two particularly problematic loci in the
high heterogeneity experiment (data for other loci similar, but less pronounced). It is
even more clear than in the European heterogeneity experiments that adding in matched
training data improves performance in the more distant quadrants, whereas performance in
the already well-covered quadrant around the European training data remains essentially
unchanged.

5.3.2

2-digit analysis

In some studies, 2-digit HLA genotyping may be sufficient to obtain meaningful results.
I therefore provide 2-digit validation figures for the non-European samples in the high
heterogeneity scenario. Table 5.6 summarizes the results: even without setting a call
threshold, 2-digit accuracy is ≥ 93% for all loci but HLA-B, where it is at 86%.
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Locus
HLA-A
HLA-B
HLA-C
HLA-DQA1
HLA-DQB1
HLA-DRB1

# Validated
94
284
104
94
114
274

Call Rate
1.00
1.00
1.00
1.00
1.00
1.00

Accuracy (2-digit)
0.93
0.86
0.97
0.97
0.96
0.97

Table 5.6: High heterogeneity cross-validation results (PPV) for non-European samples,
measured at 2-digit resolution for HLA*IMP:02 (see Section 5.3). No call threshold is
employed. “# Validated” refers to the number of validated alleleles.

5.4

Discussion

I have demonstrated that HLA*IMP:02 achieves high accuracies (≥95% range for all loci
but HLA-DRB1, 91% for HLA-DRB1, without a call threshold) when applied to a mediumheterogeneity multi-population reference panel. Maybe paradoxically, HLA*IMP:01 produces less accurate imputations on the same data set, even when compared to results
from a reference panel with less allele coverage. The PCA analysis clearly shows that
HLA*IMP:02 benefits from improving the match between reference and imputation panels. It also indicates that PCs can, to an extent, be used to predict imputation success,
but I do not attempt to formalize this notion in this thesis.
The high-heterogeneity multi-ethnicity experiment indicates that the ability of
HLA*IMP:02 to exploit heterogeneity in the reference panel may hold in even more diverse situations, but the limitations of the data do not allow for any definitive statements.
The fact that haplotypic relationships between alleles can be picked up at the 2-digit
level for quite a diverse set of samples justifies cautious optimism. The PCA analysis results from the high-heterogeneity experiment are consistent with those from the mediumheterogeneity experiment. Taken together, these results are encouraging with respect to
future extensions of the reference data.
Note that the medium heterogeneity experiment refers to Scenario 2 from the Introduction,
and that the high heterogeneity experiment refers to Scenario 3. Scenario 2 – in which
HLA*IMP:02 produces high call rates and accuracies – is relevant to many current and
future multi-country disease association studies, and the data presented here suggest that
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HLA*IMP:02 can contribute to such studies in the future by providing more accurate HLA
type information.
In the context of medium heterogeneity, I have also demonstrated that HLA*IMP:02 is
tolerant of missing data up to between 70 and 90% missingness of individual genotypes, a
highly desirable property in practical applications. To some extent, it seems also possible
to identify errors in the reference panel, but this issue needs to be studied in more detail.
I will try to provide some intuition as to why HLA*IMP:02 is superior to HLA*IMP:01
in dealing with heterogeneous reference panels. For a given SNP haplotype with unknown
HLA type, HLA*IMP:01 first computes the L&S emission probabilities separately for each
allelic group, and then normalizes these probabilities to obtain a distribution over possible
HLA types. To some extent, the group-specific emission probabilities measure the degree of
similarity between a group and a given haplotype, in a manner that assigns equal weight to
each chromosome in a group. If an allele occurs on different SNP haplotype backgrounds,
if there are technical typing differences between member chromosomes (systematically
different SNP genotypes, say), the result will inevitably be a decrease of the “correct”
group’s emission probability. The SNP selection function of HLA*IMP:01 tries to avoid
these problems by identifying a consensus set of informative SNPs, but the higher the
heterogeneity of the dataset, the less successful this strategy will be (in particular if this
heterogeneity includes alleles which appear on genuinely different haplotypic backgrounds).
HLA*IMP:02, in contrast, bases inference on single path probabilities: systematically different haplotypic backgrounds can be represented as different paths through the model,
and increasing the number of such paths will not compromise the model’s ability to correctly follow already existing paths.
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Figure 5.7: PCA-stratified accuracy comparison (HLA-B) between the complete reference
panel (GS&GSK_ALL) and a European-restricted reference panel for the high heterogeneity scenario (see Section 5.3). In each quadrant, the difference in mean accuracy (PPV)
between the two reference panel scenarios is indicated by color. Green indicates that the
complete reference panel leads to higher accuracies in a quadrant. Gray points indicate
the positions of training samples which were removed for the Europe-restricted analysis,
and the red triangle is in the (approximate) centre of the European reference data.
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Figure 5.8: PCA-stratified accuracy comparison (HLA-DRB1 ) between the complete reference panel (GS&GSK_ALL) and a European-restricted reference panel for the high
heterogeneity scenario (see Section 5.3). In each quadrant, the difference in mean accuracy (PPV) between the two reference panel scenarios is indicated by color. Green indicates
that the complete reference panel leads to higher accuracies in a quadrant. Gray points
indicate the positions of training samples which were removed for the Europe-restricted
analysis, and the red triangle is in the (approximate) centre of the European reference
data.
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Chapter 6

Bayesian integration of HLA type
imputation in GWAS
Bayesian statistical methods are commonly employed in genome-wide association studies
[Consortium, 2007; Stephens and Balding, 2009]. In this chapter, I describe how to analyse
HLA type imputations in a Bayesian framework for disease associations. It complements
the work of my colleague Loukas Moutsianas, who has described an analogous solution for
the frequentist case [Moutsianas, 2011].
To specify the Bayesian framework, I begin with introducing Bayes Factors, an essential
measure for model comparisons. I then go on to describe retrospective and prospective
likelihoods, integrating the imputation-derived uncertainties, and describe how to use the
Laplace approximation to approximate the integral of the posterior probability function.
In the second part of this chapter, I present a limited validation study on the potential
benefits derived from using HLA*IMP:02 in this framework, and I show some uncertaintyaware results from a GWAS recently published [Sawcer et al., 2011].
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6.1

Bayesian measures of association

Bayes Factors (BFs) measure whether a model M1 is preferred over a model M0 , conditional
on some observed data D, by integrating the probability of the data over both models’
parameter space:

R
PrM1 (θ) × PM1 (D|θ) dθ
.
BF := R

PrM0 (θ) × PM0 (D|θ) dθ

In this notation, a large BF indicates that M1 is preferred over M0 . Bayes Factors are
sometimes more intuitively interpreted than p-values, allowing for direct within-study and
across-study comparisons of the strength of an observed association [Stephens and Balding,
2009].
In association studies, M0 is usually a model with no effect at a particular locus, and M1
allows for a risk-modifying effect of particular alleles. The specification of M1 determines
how alleles at a locus change risk, i.e. in a (partially) dominant, (partially) recessive or
additive manner, and how this effect is parameterized – in models which are not fully
additive, two parameters are needed to specify the risk of heterozygotes and homozygotes.
In order to use Bayesian methods to analyze HLA type imputation data, two fundamental
issues must be addressed: i) How to take into account uncertainty when specifying the
likelihood of the data, and ii) how to carry out the actual Bayes Factor computation (the
underlying integral is not necessarily trivial)?

6.1.1

The likelihood

Prospective and retrospective approaches
The retrospective likelihood

Most genome-wide association datasets are sampled

conditional on disease status (retrospectively): i.e. a random sample of individuals is taken
from the population of cases, and another sample of individuals is taken from a unaffected
control population. All individuals are subsequently genotyped. To address the question of
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association, a statistical test is carried out which compares the distribution of genotypes
between cases and controls. Any alleles with risk-increasing effects are expected to be
enriched in the case sample, and vice versa.
To formalize these notions, let Gi denote the count of control individuals with genotype
i, and Ci the number of case individuals with genotype i. G and C denote the total count
of cases and controls, and individuals are ordered in a way that the first G individuals are
all controls. n is the number of genotypes (as this notation implies, “genotype” is used
in a broad sense here, and may refer to the allelic state of multiple loci – each unique
combination would then be assigned an individual index i). Genotype frequencies can be
assumed to follow a multinomial distribution, parameterized by the vector θ (each element
of θ specifies the expected frequency of the corresponding genotype). Under M1 , we allow
the multinomial genotype distribution in cases to differ from that in controls (θC and θG ),
according to some assumed risk effect of genotypes. Under M0 , the multinomial genotype
distributions in cases and controls are identical. The likelihood of the data under M0 and
M1 is then defined as

LM1 (θC , θG ) := mult(C1 , .., Cn |C, θC ) × mult(G1 , .., Gn |G, θG )

and

LM0 (θ) := mult(C1 , .., Cn |C, θ) × mult(G1 , .., Gn |G, θ) .

The difference between θC and θG is usually parameterized in terms of Odds Ratios (ORs).
Define the odds of disease for a particular genotype i as oddsi := P(disease|genotype =
i)/(1 − P(disease|genotype = i)) and the odds ratio of genotype i against genotype j as
ORi,j := oddsi /oddsj . Usually, the genotype with the lowest risk is assigned the index 1,
and the ORs of all other genotypes are specified against genotype 1: ORi := oddsi /odds1 ,
and ORi = 1.
Note that odds ratios can be estimated from a case-control sample. For example, ORi ∼
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(Ci /Gi )/(C1 /G1 ). Is is important to appreciate that the expected value for the odds ratios
observed in a case-control sample is equal to the population odds ratios. Odds ratios can
be used to quantify the risk of particular genotypes, without requiring an estimate of a
disease’s population incidence (which cannot be estimated from case control samples).
Parameterizing the difference between θC and θG follows from these properties. Conditional on θG and odds ratios for each genotype,

θC,i =
θC,1

θGi
θG1

× θC,1 × ORi

= (1 + [

θGi
i=2 θG
1

Pn

∀i ∈ {2..n}

× ORi ])−1 .

Finally, we can go on to express the odds ratios in terms of individual allelic contributions.
For each genotype i, define an allele count vector zi with A columns. zi,j specifies the
number of copies of allele j carried by each individual with genotype i. It is common
to specify odds ratios as log-additive contributions β of alleles (i.e. β is a vector with A
columns, and the j-th column specifies the multiplicative increase in an individual’s odds
ratio with every copy of a j allele):

ORi := zi ∗ βi .

Various biological risk mechanisms can be modeled by modifying zi and β in this framework. For dominance, replace each 2 in z with a 1. For independent effects of homozygotes
and heterozygotes, model them by independent columns in z. For interactions, introduce
an additional column into z which is 1 only in the presence of the interacting factors.
We are now at a point where we can parameterize the likelihood function in terms of β and
θG . θG specifies the frequency of each genotype, i.e. of all considered allelic combinations.
If desired, we can instead specify the frequencies of the corresponding alleles in the control
dataset, and use Hardy-Weinberg equilibrium to populate θG with the expected genotype
frequencies – note however that this is only valid if the underlying loci are unlinked.
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Specifying priors on β and on θG completes the Bayesian inferential framework. Note
that the numbers of parameters to be fit is quite substantial in most realistic scenarios
(for example, 11 parameters in a two-locus scenario with directly specified θG frequencies
and a two-component β). θG is, in terms of testing for disease association, a nuisance
parameter: its assumed values are usually not supposed to be informative about association
status (although it is possible that there is actually information in the genotype frequencies
themselves, for example signals of selection [Guan and Stephens, 2008]). Standard methods
like Markov Chain Monte Carlo can be used to sample from the posterior distribution of
all parameters.

The prospective likelihood Fitting the retrospective model can be cumbersome and is
often complicated by the number of parameters. If it was possible to treat a retrospectively
collected dataset in a prospective way, i.e. as though disease status had been determined a
defined period of time after random genotyping of healthy individuals, the data could be
modeled in terms of more easily handled logistic regression frameworks. In practice, this
would eliminate the need to estimate the nuisance parameter θG .
As it turns out, it has long been known that retrospective and prospective analyses on
retrospectively collected case-control datasets yield asymptotically identical results, at
least in the frequentist context [Prentice and Pyke, 1979]. More recent works have shown
that a very similar result holds for the Bayesian case, if Dirichlet priors are used for θG in
the retrospective analysis and an (improper) uniform prior is used for the baseline odds
of disease in the prospective analysis [Seaman and Richardson, 2004].
It should be noted that this result holds for retrospective analyses in which θG is specified
on a per-genotype level, i.e. not in cases where assumptions of HWE are used to derive
θG based on allele frequencies. However, it does hold for complex genetic modes of risk
modification, for example interaction effects, as these can be modeled in terms of zi .
Most genome-wide association studies treat their data in a prospective way and model
disease risk in a logistic regression framework [Consortium, 2007; Stephens and Balding,
2009], and so does this thesis proceed. The results mentioned above justify this prac-
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tice; however, it should be noted that they only hold asymptotically, and that differences
between prospective and retrospective likelihoods may occur on medium-sized samples.
Stephens and Balding [2009] present some simulation results and show that both approaches usually yield similar, though not identical, results.

Incorporating uncertainty To analyze HLA type imputation data, the imputationderived uncertainty needs to be taken into account. To be specific, let Pj (zi ) denote the
probability that individual j carries the allele count vector zi . zi can refer to alleles from
HLA loci or SNP alleles, and the probability that a particular individual carries zi can
be computed from the posterior HLA type probabilities produced by HLA*IMP (which
are, conditional on phasing, independent). Note that two columns k and l in zi are not
independent if they refer to alleles from the same locus.
In the notation of the previous section, the disease status of individual j under M1 can
now be modeled as

P(diseasej |µ, β) :=

n
X

[P(disease|zi ) × Pj (zi )]

i=1

=

n
X

[

i=1

exp(µ + zi ∗ β)
× Pj (zi )] .
1 + exp(µ + zi ∗ β)

The log likelihood of the complete data D is then

log P(D|µ, β) =

G
X

[log(1 − P(diseasej |µ, β))] +

j=1

G+C
X

[log P(diseasej |µ, β)] .

j=G+1

Under M0 , β disappears or is reduced.
In practice, normal distributions are often used as prior distributions for the coefficients
in prospective disease models; for example, N(0,1) for the baseline disease coefficient and
N(0,0.2) for the components of β [Consortium, 2007]. In the context of studying the
HLA, the variance for the priors for β could arguably be increased. Analogous to the
retrospective case, modifications of z and β allow for modeling different genetic risk models
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or interaction effects. In order to assess evidence that a locus contributes to disease risk
(as opposed to single-allele estimates), it is possible to either aggregate alleles into classes
(according to 2-digit HLA types, for example), and/or specify coefficients for multiple
alleles (or allele groups) from one locus. In the latter case, it might be adequate to specify
a prior which assigns risk effects to alleles in a non-independent way, but this option is
not explored here.
It should be noted that it is not clear whether the exact asymptotic equivalence between
prospective and retrospective Bayesian contexts holds for the uncertainty-aware likelihood.
An alternative approach with well-understood properties would be to sample from the
distribution of possible genotypes for all individuals, analyze each sample in a standard
logistic regression framework, and average over the result.

6.1.2

Calculating a Bayes Factor

Calculating a Bayes Factor for model comparison purposes is not as trivial as may be
initially expected. Generally speaking, three popular approaches are present in the literature:

• introduce a “model indicator” variable into an MCMC sampler, and the proportion of
the time that the sampler spends in one model can immediately be used to calculate
a Bayes Factor. However, because of the usually different parameter space of the two
models, approaches like rjMCMC are necessary to obtain a properly defined Markov
Chain. Also, assuring satisfactory mixing behaviour is not trivial; sometimes, it is
recommended to pre-run a separate chain for each model, and use these results to
inform a subsequent combined chain run. Han and Carlin [2001] reviews some of
the approaches and arising issues. Whether the “model indicator” approaches are
suited to a genome-wide association context, where one wants to examine many loci
in a largely automated way, is not clear.
• importance sampling, with the posterior as importance distribution; the harmonic
mean of the sampled likelihoods can then be used to estimate the marginal likelihood
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[Newton and Raftery, 1994]. However, the harmonic mean sometimes exhibits stability problems, which then requires additional measures to quantify the uncertainty
in the estimated marginal likelihood [Drummond and Rambaut, 2007].
• use the Laplace approximation to directly obtain a value for the Bayes Factor integral
[Lewis and Raftery, 1997]. This approach was applied by large disease association
study projects [Consortium, 2007] and is pursued here.
The quantity that we want to approximate is
Z

f (µ, β) :=

Z

F (µ, β) dµ, β :=

P(D|µ, β) × Pr(µ) × Pr(β) dµ, β .

The Laplace approximation of this quantity is

f (µ, β) ∼ (2π)P/2 × |H(µ∗ , β ∗ )|1/2 × F (µ∗ , β ∗ ) ,

where P is the combined dimensionality of µ and β, H(µ∗ , β ∗ ) is minus the inverse Hessian
of log F evaluated at (µ∗ , β ∗ ), and µ∗ and β ∗ are the values at which F (µ, β) attains its
maximum.
Taking logarithms, we have

log f (µ, β) ∼

P
1
log(2π) + log|H(µ∗ , β ∗ )| + log F (µ∗ , β ∗ ) .
2
2

Note that this is the general form of M1 , but M0 follows immediately from reducing the
β parameter space.
To compute the Laplace approximation, we need a couple of quantities:
• the mode of log F – we can either maximize this function, using standard library
routines from for example the GNU Scientific Library (GSL), or use MCMC to fit
the model and use the output to estimate the mode.
• the Hessian H(µ∗ , β ∗ ) of log F at the mode – see below.
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The Laplace approximation becomes more accurate as more samples are added (in the
notation of the previous section, the error term of the approximation is in O((G + C)−1 ).
For the approximation to be valid, we have to be able to find the global maximum of the
likelihood function. In the uncertainty-aware setting presented here, this might sometimes
be more difficult – ensuring convergence of the numerical optimization routines (from the
GSL, for example) by starting from different points, or carefully inspecting the posterior
parameter distributions for multiple possible maxima, is therefore highly advisable.
Calculating the Hessian of log F is straightforward calculus. For x, y ∈ µ, β1 ..β.., we have:

∂ log F
∂x
∂
∂x

=
+
+

log Pr(µ) +

PG

∂
j=1 [ ∂x

∂
∂x

log Pr(β)

log(1 − (P(diseasej |µ, β)))]

PG+C

∂
j=G+1 [ ∂x (log P(diseasej |µ, β))]

∂
P(diseasej |µ, β))
∂
log P(diseasej |µ, β) = ∂x
∂x
P(diseasej |µ, β))

− ∂ P(diseasej |µ, β))
∂
log(1 − P(diseasej |µ, β)) = ∂x
∂x
1 − P(diseasej |µ, β))

∂2
∂y∂x

log P(diseasej |µ, β)

2

=

∂
∂
∂
[ ∂y∂x
P(diseasej |µ,β)]×P(diseasej |µ,β)−[ ∂x
P(diseasej |µ,β)]×[ ∂y
P(diseasej |µ,β)]
2
P(diseasej |µ,β)
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∂2
∂y∂x

=

log(1 − P(diseasej |µ, β))

∂
∂
∂2
P(diseasej |µ,β)]×[1−P(diseasej |µ,β)]−[ ∂x
P(diseasej |µ,β)]×[ ∂y
P(diseasej |µ,β)]
[− ∂y∂x
[1−P(diseasej |µ,β)]2

∂
∂x P(diseasej |µ, β)

=

∂
exp(µ+zi ∗β)
∂x
i=1 [1+exp(µ+zi ∗β)]2

Pn

× Pj (zi )

∂2
∂y∂x P(diseasej |µ, β)
2

=

∂
∂
∂
[ ∂y∂x
exp(µ+zi ∗β)]×[1+exp(µ+zi ∗β)]−2[ ∂x
exp(µ+zi ∗β)]×[ ∂y
exp(µ+zi ∗β)]
i=1
[1+exp(µ+zi ∗β)]3

Pn

×Pj (zi )

Calculating the Laplace approximation of

R

F (µ, β) dµ, β follows immediately from these

equations.

6.2

Power comparisons: a small simulation study

To evaluate whether the increased accuracy of HLA*IMP:02 can lead to any practical
advantages in disease association studies, I present results from a limited simulation study.

6.2.1

Simulation of case-control datasets

The simulation study is based on 100 simulated case-control datasets of 2000 cases and
2000 controls, assuming a simple disease model: the allele HLADRB1*0401 influences
disease risk with a log odds ratio of 2, and the allele HLAB*0702 is protective with a
log odds ratio of -1 (in terms of absolute magnitude, these coefficients are well within the
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range spanned by known HLA coefficients in autoimmune diseases like multiple sclerosis,
ankylosing spondylitis and psoriasis). The two alleles were chosen on the basis that their
allele-specific sensitivities are slightly higher under HLA*IMP:02. The probability of an
individual carrying the disease is

P(disease) :=

exp(µ + IHLAB*0702 ∗ (−1) + IHLADRB1*0401 ∗ 2)
,
1 + exp(µ + IHLAB*0702 ∗ (−1) + IHLADRB1*0401 ∗ 2)

where Iallele is a function counting the copies of allele allele. µ is arbitrarily fixed at 1.
The GS&GSK_EU 1/3 dataset (see Section 5.1.1) serves as a population that the disease
phenotype is simulated into; note that each suitable population dataset has to comprise
“true” (classically typed) HLA genotypes as well as imputation results from both models
for each individual in order to enable the comparison between the two models.
The algorithm for simulating a case-control dataset is

1. Remove all individuals from GS&GSK_EU 1/3 which have missing data at HLADRB1 or HLA-B; or which carry a 2-digit allele which is compatible with any of
the two (4-digit) risk alleles. All remaining individuals have a defined disease risk
according to our model.
2. Sample an individual i from GS&GSK_EU 1/3 (with replacement).
3. Simulate disease status of i, according to its “true” HLA genotype.
4. If i is a case and there are less than 2000 stored cases, store corresponding imputation
results from HLA*IMP:01 and HLA*IMP:02 in the case group.
5. If i is a control and there are less than 2000 stored controls, store corresponding
imputation results from HLA*IMP:01 and HLA*IMP:02 in the control group.
6. If there are less than 2000 cases or less than 2000 controls, go to step 2; otherwise
terminate.
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6.2.2

Evaluation

Each of the 100 iterations comprises one case-control group with HLA*IMP:01 imputations and one case-control group with HLA*IMP:02 imputations (the individuals in both
groups and their disease status are identical). We use the methods from the first part of
the chapter to fit the coefficients of a prospective logistic regression model based on the
two known risk alleles (acting additively; N(0,1) priors for all coefficients) and calculate
an uncertainty-aware Bayes Factor (BF), for imputations from both models. For each
iteration, we store the two BFs and the means of the estimated coefficients.

6.2.3

Results

HLADRB1*0401 (mean coefficient)
HLAB*0702 (mean coefficient)
log10(BF)

HLA*IMP:01
1.63
-0.98
100.27

HLA*IMP:02
1.93
-0.97
118.81

Truth
2
-1
-

Table 6.1: Results from 100 simulated case-control datasets, comprising 2000 cases
and 2000 controls, based on GS&GSK_EU 1/3. A disease phenotype based on
HLADRB1*0401 and HLAB*0702 is simulated according to classically typed HLA genotypes, and logistic regression models for the causal alleles are fitted based on the imputations from both models. The values are averaged over 100 iterations.
Table 6.1 summarizes the results. HLA*IMP:02 clearly outperforms HLA*IMP:01, in
terms of the achieved Bayes Factor (by 18 orders of magnitude) as well as in terms of
the estimated coefficient for the risk-increasing allele. The estimated coefficient for the
protective allele is relatively similar under both models.
The simulation study presented here is limited: most importantly in that the causal alleles
were selected with prior knowledge on the superior performance of HLA*IMP:02 on these
alleles; and in that only the model comprising the causal alleles was fitted, and no other
models were considered (as would be the case when analyzing non-simulated data).
Elsewhere in this thesis, I have discussed the relationship between power and imputation
accuracy (see page 32): power increases as imputations become more accurate. The results
from the small study presented here are consistent with this expectation. Together with
the validation results presented in previous chapters they suggest that using HLA*IMP:02
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instead of HLA*IMP:01 can be expected to lead to increased power in GWAS.

6.3

Real data case study: MS

HLA*IMP:01 has been applied in three recent WTCCC2 case studies: on MS [Sawcer
et al., 2011], AS [Evans et al., 2011], and psoriasis [Strange et al., 2010].
My role in these studies entailed producing HLA type imputations and interpreting signals
from the HLA region in a Bayesian framework. MS was the study that I was most involved
in. Therefore I present a sketch of the Bayesian analysis of the observed signals from the
xMHC in the UK cohort (after it had become clear that we would only publish frequentist
results, we decided not to replicate the full frequentist analysis, and therefore didn’t go
on to apply methods to correct for population stratification in the Bayesian context).
I will also discuss findings from the frequentist analysis and the biological implications of
our results.

6.3.1

Methods

Different models of association were assessed by calculating BFs as previously described.
N(0, 1) priors were used for all coefficients. Qualitatively identical results were obtained
when varying the variance parameter of the priors.
To discover associations, we applied a stepwise model building algorithm: starting from
the simplest model (i.e. no associated locus), we tested the effect of the remaining available alleles (HLA alleles and SNPs genotypes from the xMHC region), conditional on
the already included alleles, and included the most strongly associated remaining allele
(sometimes including biological considerations and evidence from other cohorts). At each
step, we assessed the evidence for interactions between the included alleles and deviations
from additivity; however, all the results we obtained were consistent with additive models
without interaction effects.
In the process of analysing associations in the xMHC region, rigorous quality control
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turned out to be essential: we discovered abundant SNP genotyping problems, as evident
from cluster plots.

6.3.2

Results

HLA-DRB1*15:01 is the allele most strongly associated with MS in the xMHC region
(log10(BF) ∼116.6, mean posterior log odds ratio ∼1.09). HLA-DQB1*06:02 and HLADQA1*01:02 achieve log10(BF) values of ∼108 and ∼89, and both alleles are known to
frequently occur on the same haplotype as DRB1*15:01. The strongest SNP signal comes
from rs9271366 (log10(BF) ∼ 116.0). All of these signals disappear upon conditioning on
HLA-DRB1*15:01.
The first conditioning step reveals an independent peak in the HLA-A region. HLAA*02:01 achieves a BF of ∼13.5, and the most strongly associated SNP (rs38233355)
achieves a BF of ∼14.0. The log odds ratios are estimated to be around -0.4 in both
cases (posterior mean). As A*02:01 exhibited stronger association than the SNP in the
combined dataset (consistent with frequentist analyses; data now shown), we decided to
include A*02:01 as next allele.
A last step of conditioning shows an effect of HLA-DQB1*02:01 and HLA-DRB1*03:01
(strongly linked and very similar coefficients; log10(BF) ∼8.9 for DQB1*02:01; posterior
mean of the log odds ratio ∼ -0.36; results based on allowing deviations from additivity
for A*02:01).

6.3.3

Further frequentist results

As our frequentist analysis was based on the same uncertainty-aware likelihood that was
discussed earlier, it seems appropriate to discuss some of the additional results in this
context (compare Moutsianas [2011], as the frequentist analysis was carried out by Loukas
Moutsianas, and Sawcer et al. [2011] for a more compact presentation).
First, the results from the frequentist analysis are entirely consistent with the Bayesian
results presented so far. In the frequentist framework, evidence from different cohorts
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could be combined in a fixed effect meta-analysis setting. This showed that the secondary
effect is most likely to be driven by A*02:01.
Also, we were not able to reliably disentangle the effects from HLA-DQB1*02:01 and HLADRB1*03:01. That is, our findings are consistent with a disease model in which the class
II effect is entirely driven by alleles at HLA-DRB1 ; however, we cannot reject a model
which involves HLA-DQB1 either.
Finally, there is an independent significant effect from a SNP in the HLA-DPB1 region.
It is not clear whether this is driven by LD with an HLA-DPB1 allele, or whether this
constitutes an effect independent of classical alleles.

6.3.4

Biological implications

Pursuing an imputation-driven HLA analysis approach has led to biologically relevant
results.
First, we were able to confirm the existence of secondary risk-increasing effects from the
class II region. An interesting follow-up experiment would be to examine the presentability
of Myelin Basic Protein (MBP) on these, as MBP is the putative auto-antigen in MS
[Oksenberg et al., 2008].
Furthermore, our study has produced strong evidence for a protective effect exerted by
A*02:01. This renders likely an involvement of CD8+ T cells in the pathogenesis of MS,
as CD8+ T cells exclusively react to antigens presented on HLA class I molecules like
HLA-A.
It is also tempting to speculate that there might be a connection between the protective
effect of A*02:01 and the Epstein-Barr-Virus (EBV). There is evidence that EBV might
play a role in the pathogenesis of MS [Oksenberg et al., 2008]; specifically, it has been
shown that there are T cell receptors which recognize both EBV and MBP fragments under
particular circumstances [Lang et al., 2002]. Intriguingly, A*02:01 is protective against
EBV-positive Hodgkin’s lymphoma [Hjalgrim et al., 2010]. An working hypothesis could
therefore be that A*02:01 is particularly effective at presenting EBV peptides; testing this
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hypothesis experimentally seems at least not impossible.
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Chapter 7

Discussion
7.1

Developments and limitations

HLA genotyping is an important task in many areas of biomedical research. In this thesis, I
have presented extended and novel methods which allow for accurate statistical imputation
of HLA types, based on SNP genotype data.
The development of HLA-specific genotype imputation methods was initially motivated
by earlier experiments that had demonstrated that the Li & Stephens approximation did
not perform well in the HLA region (see page 61 and Moutsianas [2011, p. 194]). These
experiments were evaluated at the level of 4-digit HLA types, which each refer to a number
of possible underlying chromosomal sequences. That is, the accuracy measure applied was
more generous than in normal SNP genotype imputation, and results measured at the
SNP level (DNA sequence at the relevant positions) would necessarily have been worse.
The LDMhc algorithm [Leslie et al., 2008] first demonstrated that the Li & Stephens
approximation can be useful in HLA type imputation, at least if the model is configured
in a way that allows for a more effective capturing of longer-range LD relationships. My
contributions to HLA type imputation started when it became necessary to apply LDMhc
to large datasets in an efficient and reliable way and resulted in HLA*IMP:01. Combining
multiple populations then requires a model than can deal with multiple SNP haplotype
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backgrounds for individual alleles, which inspired the development of HLA*IMP:02.
HLA*IMP:01 is based on an existing model, LDMhc, but was modified to yield higher
call rates and was implemented in a parallelized framework. The modified algorithm
can therefore deal with large reference panels. I have shown that HLA*IMP:01 produces
accurate HLA type imputations when applied to a large homogeneous reference panel (in
this thesis, comprising British and central European samples).
HLA*IMP:02 implements a novel HLA type imputation method described in this thesis.
It is based on a probabilistic generalization of haplotype graph construction algorithms,
which probabilistically as opposed to deterministically attaches haplotypes to nodes while
building the graph. It allows for uncertainty and missing data in the set of haplotype
estimates and “localization” to the known long-range LD patterns of the MHC region. I
have shown that HLA*IMP:02 is as accurate as HLA*IMP:01 on homogeneous reference
panels and that it clearly outperforms HLA*IMP:01 on multi-country medium heterogeneity reference panels. I have also presented some evidence that the model of HLA*IMP:02
may be suited to deal with multi-ethnicity reference panels, but the available data is too
limited to allow for definitive conclusions. Returning to the scenarios I have presented
in the introduction, Scenario 1 can be regarded as solved; Scenario 2 can be regarded as
solved; Scenario 3 remains problematic, but the data I have presented allows for cautious
optimism that HLA*IMP:02 may be up for the task, if a suitable reference panel can be
assembled.
From a practical perspective, having developed a model to effectively deal with Scenario
2 is probably the most important result of this thesis: it allows for more accurate HLA
type imputations in multi-country genome-wide association studies, which will become
increasingly more important.
HLA*IMP:02 has a couple of other advantages over HLA*IMP:01: it is highly tolerant
of missing data and does not require phased input data. There is some limited ability to
detect errors in the reference panel. It does not require SNP selection, and one graph,
built including all available reference data, can be used for all imputation datasets.
From a slightly more theoretical perspective, this thesis provides two main developments: a
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novel, more probabilistic way to construct haplotype representation models and the insight
that so-constructed models can be used to capture the MHC’s haplotypic complexity over
multiple populations, including structural variants.

7.2

Lessons learnt from HLA type imputation

HLA type imputation has already had a measurable impact on our understanding of the
pathogenesis of important diseases. As described in Section 6.3.4, our understanding of the
genetic variants influencing MS risk has improved through the application of HLA*IMP:01,
and our findings inspire some interesting and far-reaching questions regarding the role of
CD8+ T cells and EBV.
HLA*IMP:01 did also have a role in characterizing the recently discovered statistical
interaction between HLA alleles and the ERAP1 protein in psoriasis and AS (although
the initial discovery was not driven by HLA*IMP:01).
More recently, another imputation-based study has been able to link the MHC-driven risk
in rheumatoid arthritis to particular amino acid residues in the HLA proteins [Raychaudhuri
et al., 2012].
It is certainly the case that our functional understanding of the general workings of the
immune system (parts of which I tried to expose in the second chapter) is still much more
advanced than our understanding of the specific parts that go wrong in autoimmune diseases; nevertheless, important progress has been made recently, and HLA type imputation
is part of that story.

7.2.1

Limitations

The work presented here is limited in a variety of ways. First, it would be desirable
to carry out further high heterogeneity experiments. This is subject to new datasets
becoming available. Second, the theoretical properties of the model presented here are
not well understood: it is not clear whether the APFA learnability proof presented by
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Ron et al. [1998] holds for the error-aware construction algorithm (see page 54 for a
short discussion on applicability to haplotype graph models). The population genetics
properties of haplotype graphs in general are not well understood, except for the fact
that they provide an effective means to represent haplotypes. This extends to the novel
algorithms presented in this thesis. In particular, a more formally justified method to fit
the model’s parameters would be valuable.

7.3

Possible future applications of haplotype graph models

HLA*IMP:02 is a specialized model which performs well in an important, but restricted
region in the human genome. How well would HLA*IMP:02 perform if it was applied in
other areas of the human genome, or to other kinds of genetic variation?
HLA*IMP:02 has three main distinctive attributes, which probably contribute to its good
imputation performance in the HLA: it can accommodate long-range linkage structures, in
particular if being localized to particular loci of interest; it can deal with heterogeneity in
the reference panel; and it allows for geno- and haplotype error while building the graph.
These features, however, come at a computational cost, to an extent that the model seems
less well-suited to deal with hundreds of thousands of individual SNPs.
Natural targets for HLA*IMP:02 therefore share some of the HLA’s attributes: an unconventional haplotype structure, genotype uncertainty and an investigator’s elevated interest
in a (limited) set of predefined loci. The KIR region of the human genome, also heavily
involved in regulating immune responses, meets these criteria and provides an interesting
test case for HLA*IMP:02 (less alleles, but more genes and more extensive copy number
variation than in the HLA) – a collaboration with the Immunochip consortium to develop
a KIR imputation technology is already under way.
As our knowledge of haplotype structure and variation in the human genome increases, it
seems entirely possible that more regions which resist standard approaches to imputation
are discovered; applying HLA*IMP:02 to these would be an interesting exercise.
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7.4

The impact of sequencing

With next-generation sequencing technologies becoming more affordable and better (for
example in terms of read length), the long-term future of SNP genotyping and SNP-based
imputation seems uncertain.
There are at least two plausible scenarios: Sequencing may come to dominate the realm of
biomedical research to an extent that it becomes the world’s favourite and unrivaled genotyping technology. Imputation of complex attributes then becomes unnecessary, because
their genotypes are readily available from the read data.
In the other scenario, SNP genotyping remains more cost-effective than sequencing by at
least a factor of 10. Although competing for resources in some areas, important synergistic
effects develop between the two technologies: high-quality long reads are used to make
imputation more effective, making it possible to impute most common and many rare
variants with a high degree of accuracy.
One important, and unresolved, factor in evaluating these scenarios is the relative importance of rare variants versus interactions between common variants. If interactions
of common variants are going to become a focal point of research, genotyping ten times
more samples at an imputation-induced modest loss of genotype accuracy is probably an
attractive option, leading to increased power to detect small-effect interactions. If, on
the other hand, rare variants turn out to be all-important, the prospects for imputation
technology are rather bleak.
Without doubt, next-generation sequencing projects will lead to a massive increase in the
number of known human polymorphisms, and then to the question of how this catalogue
of variation can be useful in improving data analysis. At some point, the notion of a
single human reference genome will be substituted by another data structure, which will
enable the coherent representation of different types of variants – for example, a SNP
only occurring in the sequence of a particular insertion, or a polymorphic deletion in
an insertion. Interestingly, haplotype graph models seem well-suited to deal with these
challenges: by allowing for the emission of “gap” symbols, it is straightforward to construct
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a “dense” haplotype graph model (referring to the property that every haplotype is a walk
through the graph) from a multiple sequence alignment. By modifying the criteria of when
to collapse nodes, one can influence the complexity of the graph and the extent to which
it preserves LD (a haplotype graph may lose linkage information, but the algorithms
described in this thesis can be easily modified to make sure that no identified variant
is ever lost in the construction process). The most extreme (though clearly intuitive)
manifestation of this idea is the “variation graph”, in which LD is collapsed as soon as
possible, only retaining the local LD information that is necessary to coherently represent
complex variants.

7.5

Final frontiers – clinical applications

Transplantation medicine, without doubt the most important field of application for classical HLA typing, has been carefully avoided in this thesis. Why is this? It is clear that
the reported accuracies are not high enough to inform a final decision on whether two
people are HLA-compatible or not. This, however, is often only the last step in a series
of preliminary examinations. The NMDP (the national bone marrow donor registry of
the United States), for example, has a database of >9 million registered potential donors,
only a small fraction of which will ever advance to the stage of being considered as a
potential match for a patient needing a bone marrow transplant. By carefully curating
and extending the available reference panels, it should be possible to further increase the
accuracy of HLA type imputation. This could, in combination with a cost-effective dense
MHC SNP genotyping chip, lead to an HLA genotyping technology which is both accurate
enough for preliminary screening of potential donors (for an NMDP database entry, say)
and less expensive than classical typing technologies, maybe by up to a factor of 5 or 10.
This would facilitate the further expansion of donor databases, delivering a real benefit to
public health.
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