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Abstract
Forecasting economic indicators is an important task for analysts. However, many indicators
suffer from structural breaks leading to forecast failure. Methods that are robust following a structural break have been proposed in the literature but they come at a cost: an increase in forecast error
variance. We propose a method to select between a set of robust and non-robust forecasting models.
Our method uses time-series clustering to identify possible structural breaks in a time series, and
then switches between forecasting models depending on the series dynamics. We perform a rigorous empirical evaluation with 400 simulated series with an artificial structural break and with real
data economic series: Industrial Production and Consumer Prices for all Western European countries available from the OECD database. Our results show that the proposed method statistically
outperforms benchmarks in forecast accuracy for most case scenarios, particularly at short horizons.
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Introduction

Advances in information sciences are allowing substantial improvements in statistical analysis, with
special emphasis on time-series forecasting. Current computational resources allow analysts to estimate
a plethora of models, raising the challenge of comparing and ranking different forecasting methods.
However, a number of new computationally intensive techniques have been proposed and evaluated, like
Wan, Guo, Yin, Liang, and Lin (2020) and Wang, Qu, Fang, Li, Zhong, and Ren (2020). Therefore, there
are many choices of models used to forecast.
Even though many models have been presented in the recent literature, many of them can be subject
to forecast failure. The concept of forecast failure is highlighted by Hendry (2006), Castle, Clements,
and Hendry (2015) and Castle, Clements, and Hendry (2016). It is based on the fact that in a nonstationary world subject to structural breaks, where models and mechanisms differ, classical econometric
models are a risky forecasting tool. Essentially, popular econometric models, with well defined long-run
solutions may be harmful when there are shifts in equilibrium means, which results in forecast failure. In
this paper we focus on the forecast failure caused by the type of structural break called Location Shift
or Mean Shift, which are changes in previous unconditional means of data.
Hendry (2006) provides a method to address the issue of structural breaks, based on double differencing the variable of interest. This operation tends to remove mean shifts in the data generating process
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(DGP), which could result in an unbiased forecast and is especially useful when a structural break occurs.
However, using this method comes at a cost: an increase in the forecast error variance, which generates
a noisier forecast. In this sense, it appears to be more reasonable to use the method proposed by Hendry
(2006) only during structural break periods and to change back rapidly to a non-robust model, which is
well-specified in the absence of structural breaks, as soon as the mean shift stops.
Detecting structural breaks could be undertaken by employing a variety of methods, like Bai and
Perron (1998) and Perron and Yabu (2009), but recent literature has shown increasing usage of machine
learning methods to perform this task, such as Chiu, Hayes, Kapetanios, and Theodoridis (2019) and
Talagala, Hyndman, Smith-Miles, Kandanaarachchi, and Muñoz (2019). Aminikhanghahi and Cook
(2017) highlight that cluster analysis is a possible way to detect a structural break.
Several studies address the use of cluster analysis to detect a structural break, including Corneli,
Latouche, and Rossi (2018), Rakthanmanon, Keogh, Lonardi, and Evans (2011), Tran (2019), and Wang,
Smith, and Hyndman (2006). However, to the best of our knowledge, no study has attempted to use those
approaches to select between two types of forecasting models: robust and non-robust to structural breaks.
Based on the work of Li (2015), we propose a method to select between a set of robust and nonrobust forecasting models. This method uses time-series clustering to identify possible structural breaks
in a time series and switch between types of models depending on the series dynamics. This analysis is
performed at every forecast step and the switch is based on the clustering result.
Our main interest is to develop a method that could immediately detect a structural break when it
is starting to show its effects and rapidly change to a robust model. On the other hand, our mechanism
should be able to change back to a non-robust model as soon as the structural break effects on parameters
cease to occur. This is a streaming data approach, in the sense that we should be able to process the
upcoming information and choose the best forecast device as soon as the new data comes in.
It is important to test the proposed new forecasting methods with data that are important for decision
making in the real world. One of the most important uses of forecasting techniques is to aid the decision
making process concerning economic features. Macroeconomic indicators are of major importance to
many stakeholders in modern society, including policymakers, politicians, and academics. In this sense,
forecasting the future values of those indicators can be a powerful tool for government and business planning. Several recent studies address macroeconomic indicator forecasts, such as McKnight, Mihailov,
and Rumler (2019), Panagiotelis, Athanasopoulos, Hyndman, Jiang, and Vahid (2019), and Smeekes and
Wijler (2018).
Therefore, we perform a rigorous empirical test with the proposed method. First, we perform a
Monte Carlo experiment to simulate 400 series with mean shifts, which allow us to verify if the proposed
method is robust against those types of structural breaks. We also test the proposed technique with a set
of macroeconomic features extracted from the OECD database: Industrial Product Index and Consumer
Price Index. We perform a forecasting exercise for different windows and for all Western European
countries present on the OECD database.1 We compare our results with a range of benchmarks models.
Our study contributes to the discussion of new forecasting methods combined with machine learning
techniques by proposing a new method robust to structural breaks. This study also aims to improve the
methodology behind output growth forecasting techniques, one of the most important macroeconomic
variables for policymakers.
The rest of the paper is organized as follows. Section 2 gives a theoretical explanation about robust
forecasts and how this method works, building on Castle, Clements, and Hendry (2016). Section 3 outlines our proposed strategy, including time series clustering in §3.1, the proposed forecasting algorithm
in §3.2, the range of forecast methods in §3.3 and the benchmark comparisons in §3.4. Section 4 reports
the results of our strategy. Section 5 provides a discussion of the results and finally, some concluding
remarks are drawn in section 6.
1
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Robustifying forecasts

This section covers the theoretical background behind robust forecasting models. For more details, see
Hendry (2006).
Consider a DGP given by the first-order vector equilibrium correction model for an n-dimensional
time series (xt , t = 0, ..., T ):
∆xt = γ + α(β ′ xt−1 − µ) + ϕ(zt−1 − κ) + et ,

(1)

where et denotes an independent normal random vector with mean E(et ) = 0 and variance V (et ) =
Ω. In addition to xt dynamics, we also include a set of explanatory variables zt , which may be I(0)
individual variables and/or factors, where the system satisfies r < n cointegrating relations, with α and
β as (n × r) full rank matrices, and E(∆xt ) = γ, E(β ′ xt ) = µ and E(zt ) = κ.
Suppose we try to estimate the DGP with the following equation:
′

∆x̂t = γ̂ + α̂(β̂ xt−1 − µ̂).

(2)

Although the model is mis-specified, with omission of zt−1 , it is unbiased under certain conditions,
as stated by Castle, Clements, and Hendry (2016).
However, if there is a shift in any of the parameters at T , our DGP becomes:
∆xT+1 = γ ∗ + α(β ′ xT − µ∗ ) + ϕ(zT − κ∗ ) + eT .

(3)

In this case, 1 step ahead forecasts based on (2) will generate a mean error of:
(γ ∗ − γ̂) − α(µ∗ − µ̂) − ϕ∗ (κ∗ − κ̂).

(4)

This raises the issue of the mean error being different from zero, even if the model were correctly
specified, with κ∗ = κ. Therefore, with that forecast mechanism, our forecast is biased and will be
biased for all periods where γ ∗ ̸= γ and µ∗ ̸= µ. This shows the lack of adaptability of the forecasting
model, meaning that we have to update the parameters in order to take the structural break into account.
Hendry (2006) proposes the use of the following forecasting device, which we denote the Robust
Forecasting Method:
′

∆x̂T +h|T +h−1 = ∆xT +h−1 + α̂β̂ ∆xT +h−1 .

(5)

This equation can be obtained from (1), by differencing, but ignores the additional I(0) weakly
exogenous regressors, zt . Hence, equation (5) is based on differencing the equilibrium correction equation after estimation, which eliminates the structural break effects, as both γ ∗ and µ∗ do not enter (5),
transforming location shifts into ”blips” and broken trends into impulses.
However, Castle, Clements, and Hendry (2015) proves that robustifying devices tend to increase the
forecast error variance. In a nutshell, the robust forecasting method allows us to get unbiased forecasts
immediately after a break, but it comes with a cost, an increase in the forecast error variance and this
is because the differencing doubles the error variance, ∆eT +h . In an ideal scenario, we could detect
structural breaks and use this device as long as its effects persist, changing back to a model with a lower
forecast error variance as soon as those are over.

3

A Machine Learning Dynamic Switching Algorithm

In this section we first discuss theoretical issues regarding cluster analysis in a time-series context and
how to tackle them. Then, we present our forecasting strategy and the models used. Finally, we present
our benchmarks and some practical definitions.

3

3.1

Time-Series Clustering

Clustering is an unsupervised data mining technique where similar objects are separated from others
in homogeneous groups. Therefore, clustering is based on searching for a subsets formation in which
the similarity within each group is maximized and between groups is minimized. It is an unsupervised
machine learning method that helps to identify data patterns. The definition of time series clustering is
well stated in Aghabozorgi, Shirkhorshidi, and Wah (2015) and is defined as follows:
Definition 1 - Time Series Clustering: given a dataset of n time series data D = F1 , F2 , ..., Fn
the process of unsupervised partitioning of D in C = C1 , C2 , ..., Ck , in such way that homogeneous time-series are grouped together based on a certain similarity measure, is called
time series clustering. Then Ci is called a cluster, where D = ∪ki=1 and Ci ∩ Cj = ∅ for
i ̸= j.
There is growing interest in time-series clustering because it can be very useful to find patterns between time series. These patterns can help to develop systems capable of detecting anomalies, performing
character recognition, and evaluating system dynamics.
Aghabozorgi, Shirkhorshidi, and Wah (2015) identify the following challenges regarding time-series
clustering: the series are usually huge in size and often high dimensional, which have direct impact on the
algorithm performance. However, one of the main issues regarding time-series clustering is the choice
of the similarity measure used to make the clusters. This similarity measure will identify by how much
two time series look alike.
There is extensive analysis of similarity measures on time-series clustering, such as Keogh, Chu,
Hart, and Pazzani (2001) and Zakaria, Mueen, and Keogh (2012). Aghabozorgi, Shirkhorshidi, and Wah
(2015) summarizes the literature of the different ways to cluster a time series.
1. Shape-based approach: shapes of two time series are matched as well as possible by non-linear
stretching and contracting of the time axes. Basically, the user compares the representative “line”
of a time series with that of another time series so as to ensure that both become most comparable.
2. Feature-based approach: a time series in a vector of features is converted to become comparable
with others by machine learning methods.
3. Model-based approach: a time series is transformed into parameters of a statistical model.
In this paper, we focus on the shape-based approach, specifically, on a similarity measure that is more
robust to the usual problems addressed in the literature, namely, dynamic time warping (DTW) (Aghabozorgi, Shirkhorshidi, and Wah (2015)).
3.1.1

Dynamic Time Warping - DTW

The most common similarity measure within the Clustering literature is the Euclidean Distance. The Euclidean Distance to calculate the distance between two points, a = (a1 , a2 , ..., an ) and b = (b1 , b2 , ..., bn )
is:
dist(a, b) =

p
(a1 − b1 )2 + (a2 − b2 )2 + ... + (an − bn )2 .

(6)

Hence, time series clustering treats each point as a single time series or sections of the same time
series, which are Whole Sequence Clustering and Subsequence Clustering approaches, respectively.
However, Hailin and Miao (2020) state that the Euclidean Distance is not adequate for time series
clustering since it does not take shape distortion into account. This statement can be visualized in figure
1.
DTW can compute the optimal alignment between two time series and calculate the similarity between them, which accounts for temporal displacement. DTW can be visualized in figure 2.
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Figure 1: Euclidean Distance.

Font: https://towardsdatascience.com.

Figure 2: Dynamic Time Warping.

Font: https://towardsdatascience.com.

Izakian, Pedrycz, and Jamal (2015) explain that DTW consists of determining an optimal match
between two time series. In this technique, each point of a time series is compared with any arbitrary
point of the second series, allowing the user to find similar patterns between those series in different
periods.
Suppose we have two time series:
Y1 = y1,1 , y1,2 , ..., y1,n .

(7)

Y2 = y2,1 , y2,2 , ..., y2,m .

(8)

To perform DTW, we have to construct a matrix of distances (Hn,m ) between those series, with each
element (i, j) representing the distance between y1,i and y2,j . A warping path is a contiguous set of
these elements that defines a mapping between Y1 and Y2 .
According to Hailin and Miao (2020), an alignment matrix of size n × m is constructed for those
series. The element (i, j) of this matrix consists of the representation of y1,i corresponding to y2,j , in a
way that the distance between y1,i and y2,j is dist(y1,i , y2,j ) = (y1,i − y2,j )2 .
Based on that definition, we can compute the optimal alignment based on the warping path P =
p1 , p2 , ..., pk , where each pi represents a pair of elements (y1,i , y2,j ). The optimal path that minimizes
the total distance is the optimal alignment and DTW distance can be computed as follows:
v
u k
uX
DT W (Y1 , Y2 ) = t
dist(pl ).
(9)
l=1

The calculation of this warping path must follow a set of rules: (1) calculation starts at (y1,1 , y2,1 )
and ends at (y1,n , y2,m ); (2) the points along the warping path are monotonic; (3) two adjacent elements
must be directly connected, meaning steps are limited to adjacent cells.
Although DTW is computationally intensive, the method is very accurate and robust to temporal
shifts (Aghabozorgi, Shirkhorshidi, and Wah, 2015). For these reasons, this is our similarity measure of
choice.
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3.2

Forecasting Strategy

We use time-series clustering, with DTW as the similarity measure to develop an automatic algorithm to
detect structural breaks on streaming time series. For the sake of precision, when we refer to streaming
data, we use pseudo streaming data, as we already have all observations in our dataset, but they are
included on an expanding window basis.
Castle, Fawcett, and Hendry (2010) highlight the possible solutions to forecasting during location
shifts, by using the techniques of intercept correction or differencing. Some of these methods we call
robust models, which means that they are robust over structural breaks, whereas non-robust models are
not. It is worth noting that we define robust models as forecasting devices that don’t exhibit systematic
forecast failure, in other words forecasts are not biased for sustained periods. The robust methods will
still be biased at the point of the break, but the aim is to ensure that they are not biased soon after the
break.
Therefore, we intend to use time-series clustering on streaming data to detect possible structural
breaks in a way that provides information for our algorithm to switch between robust and non-robust
models. This possibility is addressed by several studies, as discussed in Aminikhanghahi and Cook
(2017). This study provides a new way of dealing with structural breaks, with a method that is able
to switch between models automatically and as soon as the new ”strange” data comes in, with a
pseudo streaming data approach.
Before discussing the use of DTW clustering, it is worth noting some clustering parameters that must
be defined prior to estimation. Based on Li (2015), we use a method similar to subsequence clustering,
but with some adjustments that make our results efficient according to the literature. In essence, we divide
all of the time series into subsets of data and make our clusters based on those subsections, increasing
new data in the series as soon as they come in. There is debate about the efficiency of this approach,
which is far from reaching a consensus, as highlighted by Zolhavarieh, Aghabozorgi, and Teh (2014). 2
In this study, the size of the subsets have to be defined prior to our exercise. Our work is based on
two types of clusters, with two and three observations, initiating from the last observation until the first
one that forms pairs of those numbers. Therefore, if the sample size is not a round number when divided
by the cluster size, the first observations are excluded until a round number is achieved, which allows us
to maintain the last information that we have and the constant cluster size.
We opt for a cluster size of two and three for the following reasons.
1. If we were to opt for a cluster size of one, we could take an outlier for a structural break. In that
case, we opt for cluster size bigger than one.
2. We could test all sizes of clusters, but for the purpose of this study, we choose two. This size is
sufficient to test for a mean change, as we have more than one observation and we could detect if
there were some variation in the variable dynamics.
Hence, it is worth noting that outliers are not going to be treated, they are present in our series, but
with our clustering design, they will not be able to affect the results in a systematic way. We do not want
our models to respond to additive outliers as, by their very nature, they do not affect the forecast horizon.
Regarding item (2) above, there is one more reason that our cluster should not be composed of too
many observations. One of the main goals of our research is to search for an algorithm capable of rapidly
detecting location shifts, in order to switch between robust and non-robust models. For example, if we
need a cluster of seven observations, then we would need seven periods to detect a structural break,
which would result in the method not being sufficiently rapid to respond promptly to location shifts. It is
2

As discussed by Klassen, Tatusch, Himmelspach, and Conrad (2020), the use of the fuzzy technique with subsequence
clustering can generate the clusters with more efficiency, correcting some problems discussed in the literature. In this study we
also tested fuzzy clustering as an alternative to the usual procedure, but the results were the same, therefore we opted to show
the regular procedure as our result.
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most likely that after seven periods, all non-robust models would catch this mean change on their own,
without need for this algorithm. Thus, we limit the cluster size to three.
After breaking down the series into subsets of equal size, two or three, we apply the DTW algorithm
to calculate the distance between those observations, following an application of hierarchical clustering
to find groups with more similarity. For further details of clustering algorithms, see Murphy (2012).
We propose the following steps to address possible structural breaks:
1. set a number for each calculated cluster, i = 1, 2..., n;
2. after all performed calculations, we have a set of j pairs of observations, which are in a given
cluster;
3. the last pair of observations j must be compared with pairs j − 1 and j − 2;
4. state that the cluster of a pair is represented by j(n);
5. if j(n) = j − 1(n) or j(n) = j − 2(n), then there was no change in the variable dynamics, and
thus, we do not need to account for a structural break; otherwise, we conclude that there is a break.
Next, we make a research decision concerning the size of the sample to compare the variable dynamics, that is, three. In simple terms, we compare the cluster allocation of the last pair of observations (j),
which could be the start of a structural break, with j − 1 and j − 2. The algorithm decision is straightforward; if the last pair does not have a similar dynamic to that of the last two pairs before it, there is a
location shift.
The choice of three pairs is based on the same principle as the cluster size: three is the minimum
value that could be used to detect a dynamic change. For example, if we set the comparison between
two pairs, we could account for a fluctuation for a structural break, indeed we need a more permanent
change to reach that conclusion. Meanwhile, three is more robust to fluctuations, since we specify that
the cluster of the last pair should be different to the cluster of j − 1 and j − 2, allowing the user to have
more confidence that this behavior has not occurred in the recent past. However, if we set the quantity of
clusters to be compared at a very high value, we could underestimate a possible structural break. After
all, a new dynamic arising from a structural break could be the same as some point in the oldest past of
the sample.
In this sense, our algorithm uses those steps to detect a location shift. If the algorithm were to
establish that the last pair was a location shift, it would use the forecasting result derived from a set of
robust models, otherwise, it would apply the forecasting results of a set of non-robust models. Therefore,
our algorithm is based on the following:
1. if the last pair of observations is classified as a location shift, the robust set of models is used to
forecast the next observation;
2. otherwise, the non-robust set of models is used to forecast the next observation.
In a nutshell, the time series clustering method will evaluate pairs of two or three observation, in an
expanding window for each series. If this last pair of observations is removed from the cluster containing
prior pairs, we infer that a location shift has occurred. When dealing with a mean shift, we opt to use
a combination of models that have the desired property stated by Hendry (2006), which is not subject to
forecast failure. Otherwise, we opt to use a combination of models that are proved to be very efficient,
but not robust to mean shifts.
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3.3

Forecasting Methods

Our set of forecasting methods is divided between robust and non-robust models. For our experiments,
we use two different software programs, R and Oxmetrics.
The set of non-robust models, which we call Non-Robust Class, is composed of the following methods:
1. Autoregressive model where the lag length is determined by applying selection using Autometrics
from Oxmetrics (Doornik, 2009);
2. Exponential Smoothing (Ets) from R forecast package (Hyndman and Khandakar, 2008);
3. Autoregressive model which explicitly models outliers using Impulse Indicator Saturation (IIS)
from Oxmetrics (Castle, Doornik, Hendry, and Pretis, 2015); and
4. ARFIMA from R forecast package (Hyndman and Khandakar, 2008).
Concerning the use of Oxmetrics, there are some model choices that need to be made, because Autometrics make an automatic model selection based on some arguments, which are the:
1. significance level for Autometrics selection. In our case, we set the p-value to 0.01;
2. pre-search lag reduction, as the number of lags tested for the autoregression process. We set this
number to 50 (fifty);
3. the outlier treatment choice. We opted to test two outlier choices:
(a) ”none”, as a model that does not treat outliers and just performs the Autometrics model
selection;
(b) ”IIS”, which adds an impulse dummy for every observation, therefore, is just model (a) plus
impulse indicator saturation.
All of the models can deal with seasonality but not necessarily with location shifts, being subject to
possible forecast failures.
The set of robust models, which we call Robust Class, is composed of:
1. Robust version of the autoregressive model selected from Autometrics (Robust), given by the univariate equivalent of equation (5), based on the work of Hendry (2006); and
2. The same approach as the last item, however any in-sample impulses will not enter into the forecasts. Their only role will be more accurate estimates of the autoregressive parameters, which is
basically the IIS model (Robust IIS) from Oxmetrics - (Hendry, 2006 and Castle, Doornik, Hendry,
and Pretis, 2015).
Our main concern is combining these two set of models as two ensemble methods, which are defined
as the combination of all robust models and the other as combination of all non robust models. This
approach is very important because it allows us to develop a method that could be used with any number
of models, which makes our proposal more reproducible. In our practical case, we combine the forecasts
from Autometrics, Ets, IIS and ARFIMA in one ensemble Non-Robust model. On the other hand, we
combine the forecasts from Robust and Robust IIS as one ensemble Robust model.
Two of the most highlighted ensemble methods in the literature are Lasso and Ridge regression. This
was previously done by Diebold and Shin (2018), who used Lasso to combine forecasts from different
models.
Lasso coefficient estimates are given by:
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β

Lasso

= argminβ

N
X

(yi − β 0 −

i=1

p
X

xij β j )2 ,

(10)

j=1

P
subject to pj=1 |β j | ≤ t. Based on this maximization problem, it is possible to establish the weights for
each forecast (xij ), which could even be zero.
The ridge regression
(Ridge) is given by the same equation as (10), only differing by the
Pp estimate
2
constraint, which is j=1 β j ≤ t. In both cases, xij refers to each of the forecasts that are combined in
our experiment.
It is possible to infer that the basic difference between Lasso and Ridge is the maximization restriction, which is given by the absolute value of β in the former case and its square in the case of ridge
regression. Both methods are based on a maximization process to find the optimal coefficient values for
a set of variables in an equation.
We use Lasso and Ridge to estimate the weight for each different forecast method, which is a different
approach than Bates and Granger (1969) to perform forecast combination. In this sense, our explanatory
variables are the individual forecasts and our dependent variable is our forecast target. Concerning the
experiment design, both Lasso and Ridge use each individual model’s forecast in the validation set to
generate predictions on the test set.
We use Lasso and Ridge on an expanding window basis, with all of the forecasting model weights
re-estimated when a new observation comes into the sample. We call the combination result of these
models dynamic switching models over breaks (DSB), specifically:
1. L2 - for Lasso applied in a cluster of size two.
2. L3 - for Lasso applied in a cluster of size three.
3. R2 - for Ridge applied in a cluster of size two.
4. R3 - for Ridge applied in a cluster of size three.
It is worth noting that all of the model selection processes have been done for each forecast step,
therefore, all the clustering scheme and estimation procedures are repeated as soon as new information
arrives, in order to simulate a pseudo streaming data mechanism. Therefore, we are performing an
iterative forecasting exercise, with all of our estimates being re-calculated after each step.

3.4

Benchmarks

To evaluate any strategy, it is important to choose proper benchmarks. A strategy that is unable to
outperform forecasts obtained from simple benchmarks should be abandoned. Simple benchmarks serve
as a lower bound to assess any strategy. For example, if the analyst wants to forecast an exchange
rate, a random walk is a difficult benchmark to beat (Meese and Rogoff, 1983 and Rossi, 2013). A
forecast obtained from a double-differenced model can be difficult to outperform for data generated from
a process that faces structural breaks (Clements and Hendry, 2001).
Therefore, to test our results with rigorous empirical evaluation, we tested our proposed technique
against a large set of benchmarks.
We use the following classic benchmarks:
• average forecast combination—AvgMean (Timmermann, 2006);
• autoregressive model of order 1—AR1 (Timmermann, 2006);
• Bates–Granger method—Gb (Bates and Granger, 1969);
• spline regression—Spline (Hyndman and Khandakar, 2008);
9

• random walk—Rwf (Timmermann, 2006).
We also use the methods chosen by our proposed technique as benchmarks as well:
• Autometrics from Oxmetrics (Doornik, 2009);
• Exponential Smoothing (Ets) from R forecast package (Hyndman and Khandakar, 2008);
• Impulse Indicator Saturation (IIS) from Oxmetrics (Castle, Doornik, Hendry, and Pretis, 2015);
and
• ARFIMA from R forecast package (Hyndman and Khandakar, 2008).
• Robust model (Robust) from Oxmetrics (Hendry, 2006); and
• Robust version of an IIS model (Robust IIS) from Oxmetrics - (Hendry, 2006 and Castle, Doornik,
Hendry, and Pretis, 2015).
In addition, we tested our proposed technique against a new model proposed by Garcia, Medeiros,
and Vasconcelos (2017), which is a combination approach that uses a model confidence set (MCS) developed by Hansen, Lunde, and Nason (2011) to select which models are going to be combined.
All of the above forecast ensemble methods will combine the following models: Ets, IIS, ARFIMA,
Spline and Autometrics.

4

Monte Carlo Simulation

In this section, we discuss the evaluation of the proposed algorithm using the Monte Carlo simulation
under a specific type of structural break, i.e., a location shift. Our aim is to verify whether the proposed
algorithm can actually be used to find a model that suits each because it is possible to verify the actual
best model for each time series section in a simulated experiment.

4.1

DGP with structural change

Our experiment device is based on the following functional form:
yt = µ + ρ1 yt−1 + ρ2 yt−2 + et ;

(11)

where et ∼ N (0, 1).
We simulated 400 time series with 196 observations each. The above parameters are defined according to the following scheme:
1. From observation 0 until 70, µ = 1.5,ρ1 = 1.5 and ρ2 = −0.5
2. From observation 71 until 100, µ = 0,ρ1 = 1.5 and ρ2 = −0.5
3. From observation 101 until 130, µ = 1.5,ρ1 = 1.5 and ρ2 = −0.5
4. From observation 131 until 196, µ = −1.2,ρ1 = 1.5 and ρ2 = −0.5
The above scheme allows the occurrence of two location shifts. Therefore, it is expected that models
that are robust over structural breaks should dominate other models in the beginning of Sections 2 and 4
of our scheme.
Hence, it is expected that Robust and/or Robust IIS will dominate the other models after the break
occurs until non-robust models can “absorb” the change and incorporate this new information into its
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Figure 3: Dynamics of the simulated series.

Font: Authors.

Figure 4: Dynamics of the differentiated simulated series.

Font: Authors.

parameters. On the other hand, we have the Avg and Gb methods that incorporates information from all
models and should have a good performance, especially during periods without break. The dynamics of
these breaks can be seen in Figure 3, which is one of the simulated series.
Castle, Fawcett, and Hendry (2010) highlights the possible solutions to forecasting during structural
breaks, by using the techniques of intercept correction or differencing. Some of these methods are called
robust models, which implies that they are robust over structural breaks, whereas non-robust models are
not. It is worth noting that we define robust models as forecasting devices that do not exhibit systematic
forecast failures; in other words, forecasts are not biased for sustained periods. The robust methods will
still be biased at the point of the break, but the aim is to ensure that they are not biased after the break.
Our main interest was to develop a method that can immediately detect the effects of a structural
break and rapidly change to a robust model. On the other hand, our mechanism should be able to revert
to a non-robust model as soon as the effects of the structural break cease to occur on the parameters. This
is a streaming data approach, in the sense that we should be able to process the upcoming information
and choose the best forecast device as soon as the new data comes in.
The simulated series is clearly not stationary; therefore, we should perform our forecasting exercise
with its first difference, to ensure that the forecasts are not based on spurious regression results. Figure
4 shows that the differencing operation does not affect the mean shift behavior of the series, allowing
jumps under different regimes.
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4.2

Forecast strategy

In addition to the proposed benchmarks models, we will use our proposed DSB model, with the following
specifications: L2, R2, L3 and R3. Our methodology is based on the machine learning dynamic switching
algorithm described on section §3. In a nutshell, we will use a clustering function to detect possible
abnormalities in the data, which could be stated as a structural break. When this happens, we have an
algorithm that switches between the set of robust and non-robust models, which are combined with
LASSO.
Our forecasting exercise will be based on a training sample of 100 observations, which was the minimum number found by experimentation that searches for the best adjustment of all forecasting models,
even the benchmarks.

4.3

Results

Our results indicate that our method outperformed other methods, based on the mean squared error and
mean absolute error, for most cases, for one step ahead forecasts.3 The main results concerning Mean
absolute forecasting error (M AE) and mean squared forecasting error (M SQE) are in table 1. Based on
table 1, we can infer the number of times each method had the best forecasting performance concerning
mean absolute error and mean squared error.
Table 1: Number of times each method had the lesser Mean Squared Error and Mean Absolute Error on
our simulated Experiment.
Method
DSB
Robust
Robust IIS

Best MSQE performance
368
20
12

Best MAE performance
374
14
12

Source: Authors.

The analysis of table 1 allow us to infer that the proposed DSB method is very accurate and outperformed the other benchmarks in 92% of times in terms of M SQE and 93,5% of times in terms of Mean
Absolute Error. Concerning the chosen specification of our method, L2 and L3 were the most effective
in the simulated scenario, contributing with more than 52% of the best performances.
To assure the statistical dominance of our strategy, we performed a Diebold-Mariano test, as proposed
by Harvey, Leybourne, and Newbold (1997), to compare the set of mean absolute errors generated by all
DSB specifications in all of our simulated data against the other two strategies that appear to have some
performance over our simulated data: Robust and RobustIIS. The main results are show in table 2 and
allow us to infer that DSB have statistical dominance over all other benchmarks.
3

We also tested for different time steps, but for the sake of concision we just present the results for one step ahead forecasts.
The other results are available under request.
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Table 2: Diebold Mariano test to compare the set of Mean Absolute Forecasting Errors generated by the
winnning strategies.
Method
Robust
L3
L3***
L2
L2***
R3
R3***
R2
R2***
∗
∗∗
Significances: p<0.1; p<0.05; ∗∗∗ p<0.01.

RobustIIS
L3***
L2***
R3***
R2***

Source: Authors.

The interpretation of table 2 is as follows: we show the comparison of each one of our DSB specifications against the two strategies that showed some results over our simulated data. For example, the
first cell, (L3, Robust) shows the winning strategy concerning the lesser Mean Absolute Error and its
respective Diebold-Mariano significance test of that result, which shows a statistical significance of 1%.
Our proposed method seems to adapt better than models that are non-robust and robust to mean
shifts. This can be seen in figure 5, showing the dynamics of one of our simulated series, randomly
chosen and the respective forecasts generated by one of the robust models, one of the non-robust models
and DBS. The figure 5 shows the results for our forecasting exercise starting at observation 102 and
figure 6 shows the forecasting error for that experiment.
Figure 5: Forecasting adjustment of DSB, Robust and Ets models to the test set of one of the simulated
series.

Font: Authors.

Based on figures 5 and 6, we can infer that it shows the start of one of the stated regimes defined
on section §4. It is worth noting the first part of the figure, concerning observations starting at 0 until
15, which shows a strong structural break, which must be causing forecast failure. In that case, DSB
adjusted to the new scenario of a mean shift, as the Robust method, which allow us to infer that the
proposed method incorporated the essence of a robust model. On the other hand, one of the non-robust
models, but the one with best in-sample performance, Ets was inserted in a forecast failure scenario. On
13

Figure 6: Forecasting error of DSB, Robust and Ets models to the test set of one of the simulated
series.

Font: Authors.

the other hand, we can see that during periods with more stability, like data points close to observation
25, that the regular Robust model ”exaggerates” the need for adjustment, leading to more forecasting
variance and worst forecast performance, which was not the case with DBS, that show a dynamic very
close to the original data.

5

Data and Results

To perform an empirical evaluation of the proposed method, we test it against a large set of time series.
We test our method with the Industrial Product Index and Consumer Price Index for all Western European
countries with data present in the OECD database, for different forecast steps. Our intention is to perform
a rigorous empirical test with our proposed method in order to achieve more general results, since those
series present different challenges to a forecasting model.
Our choice of countries to be tested is based on the amount of available information on the OECD
dataset: Austria (AUT), Belgium (BEL), Germany (DEU), Denamark (DNK), Spain (ESP), France,
(FRA), United Kingdom (GBR), Greece (GRC), Ireland (IRE), Italy (ITA), LUxemburg (LUX), Netherlands (NET), Norway (NOR), Portugal (PRT) and Swenden (SWE). We excluded Iceland and Switzerland from our database because they do not have a complete set of data for the Industrial Product in the
OECD database.4
If the data is not stationary, we take the growth rate of it. It is worth noting that differencing the data
allows us to remove unit roots that can invalidate our results. This process is necessary to guarantee that
all of the benchmarks models, even the ones chosen by DBS are not generating spurious results. However, differencing the data to remove unit roots does not reduce the series to a stationary representation
if there are distributional shifts in the data. Hence, the transformation is consistent with our method of
4
This data was collected on February of 2020 and we were not able to find data for Industrial Product of Switzerland and
the series for Iceland is very short, starting at 1998.
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detecting structural breaks.
It is worth noting that we will present our results discriminating by which specification of our proposed DBS method had the best performance. Our intent here is to be more specific of which ensemble
was the best one for each case scenario. Hence, all the specifications L3, L2, R3 and R2 refers to our
method, as DBS as whole.

5.1

Industrial Product Index Growth Rate Data

Industrial production refers to the volume of output generated by production units classified under industrial sectors, that is, B (mining), C (manufacturing), and D and E (electricity, gas, and water) of the
International Standard Industrial Classification of All Economic Activities provided by the OECD. The
data are seasonally adjusted by the OECD. Our full sample starts in January 1990 and ends in July 2019.
We opt to use the logarithm transformation. The levels contain one unit root, as indicated by augmented
Dickey–Fuller and Phillips–Perron tests.5 We cannot reject the null hypothesis of a unit root at 1% for
all countries, and thus, we use the differenced version of the logarithm series, which is an interpretation
of the growth rate of the Industrial Production Index.
The data gathered for the countries are used to create many variants of models to forecast industrial
production. Our sample design was based on experimentation that is the sample design that maximizes
the performance of all models besides DBS itself. 6 The sample design is described as follows.
1. The training set equals 250 observations.
2. The validation set is used to calculate Lasso and Ridge weights, starting at 251 and ending at 272.
3. The test set equals the total data minus (training set + validation set).
For each model, forecasts are generated for 1 up to 12 steps ahead. The Index of Industrial Production
series is revised from initial publication in the original sources. The values we use to run our projections
are not exactly the same as those available to agents at the time. We run projections in our experiment
with a slightly better information set, since we are using revised data. This may result in better forecasting
accuracy than those of projections generated in real time. Tests using vintage data are left for future
research.
5.1.1

Findings

To assess the predictive performance of the proposed models, we compare mean absolute error (MAE)
and mean forecast squared error (MSQE) for each method. For the sake of conciseness, we summarize
our results in Table 3. We construct a table that shows the model with lowest mean squared error for our
exercise. More details about the evolution of MSQE and MAE are available upon request to the authors.
To compare the forecast accuracy of the two methods, we use the alternative version of the Diebold–
Mariano test, as proposed by Harvey, Leybourne, and Newbold (1997). We test the alternative hypothesis
that the second-best method is less accurate than the best-performing model of our proposed strategy.
The results show that approximately 84% of all experiments result in one of the DSB models having
the lowest mean squared error. Moreover, if we restrict the analysis to forecasts of one up to six steps
ahead, DSB achieves 93% of the best results.
These findings are even stronger for some countries, that is, France, Norway, Ireland, and Germany,
where DSB is the model with the lowest MSQE for all steps. On the other hand, our model does not
5

We do not consider tests for unit roots in the presence of structural breaks at this stage as the algorithm is used to detect
breaks. Instead, these tests should be treated as indicative only, in order to establish the appropriate transformation of the
dependent variable when applying the algorithm, while recognizing their limitations if breaks are found.
6
We also evaluated our model for different sample designs and the proposed DBS models had a satisfactory performance.
However, its performance is better if the possible models to ensemble are more adjusted to the data. Hence, we opt to use the
design sample that allows the individual models to have best performance.
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Table 3: Summary of results—Models with lowest mean squared error for each experiment with statistical significance for Industrial Product Index Growth Rate.
Country 1 Step 2 Step 3 Step 4 Step 5 Step
AUT
L2*** L2*** R2**
R2*
R2
BEL
L3*** L2*** L3*** R3**
R3*
DEU
L3*** R3*** R3*** R2**
R2**
DNK
R2*** L2*
L2
L2
R2
ESP
L2*** R2*
R2*
R2
R2
FIN
R3*
R3
Arfima Arfima Arfima
FRA
L3*** R2*** R2*** R2*** L2**
GBR
L2*** L2*** L2**
L2**
L2*
GRC
R2*** R3*** L2*** L3*** L3**
IRL
L2**
L2*** L2*** L2*** L2***
ITA
L2
L3
L2
L2
L2
LUX
R2*** L2*** R2*** R2*** R2**
NET
L2*** R3*** L3*** R3**
R3*
NOR
L3*** L3*** R3*** R3*** R3***
PRT
L2*** L2*** R3*** R3*** R3
SWE
R3**
L3
L3
L2
Ar1
Significances: ∗ p<0.1; ∗∗ p<0.05; ∗∗∗ p<0.01.

6 Step
R2
R3
R2**
R2
Ar1
Arfima
L2**
L2*
L3*
R2***
Robust IIS
R2**
R3*
R3***
R3**
Ar1

7 Step
R2
L3
R2**
R2
R3
Arfima
L2**
R3
L3*
R2***
L2
R2*
R3
R3**
R3*
Ar1

8 Step
R2
L3
R2**
Arfima
Ar1
Arfima
L2*
R3
L3
R2***
L2
R2*
R3
L3**
R3
Ar1

9 Step
R2
L3
R2*
Arfima
Ar1
Arfima
L2
R3
L3
R2**
AR1
R2
R3
R3**
L3
Ar1

10 Step
L2
L3
R2*
Arfima
Ar1
Arfima
R2
R3
L3
R2***
AR1
L2
Arfima
R3**
R3
Ar1

11 Step
Arfima
L3
R2*
Arfima
Ar1
Arfima
R2
R3
Arfima
R2***
AR1
L2
Arfima
R3**
R3
Ar1

12 Step
Arfima
L3
R2
Arfima
Ar1
Arfima
R2
R3
R3
R2**
AR1
L2
Arfima
L3*
Arfima
Ar1

perform as well for Sweden, Denmark, and Finland, but still has a good and statistically significant
performance in the very short run for those countries, especially for one-step ahead forecasts.
The statistically significant results for DSB are noteworthy, especially for forecasts of one up to six
steps ahead. From Table 3 we can infer that, except for Italy, Sweden, and Denmark, all the results from
forecasts of one up to three steps ahead indicate that the DSB strategy has the best performance, with
statistical dominance over all other models.

5.2

Consumer Price Index Growth Rate Data

In this section, we perform a forecasting exercise using the Consumer Price Index, for all items. This
data is also taken from the OECD database ”Main Economic Indicators” and is seasonally adjusted with
base year set in 2015.
The sample design is the same as the previous exercise with a training set of 250 observations,
validation set starting at 251 and ending at 272 and test set that equals total data minus (training set +
validation set). Our series starts in October 1990 and ends in February 2020.
We could not reject the null hypothesis of a unit root at 5% for all countries according to Dickey–
Fuller and Phillips–Perron tests, then we work with the growth rate of this variable.
Stock and Watson (2002) highlight the fact that an autoregressive model of order 1 is a difficult
benchmark to surpass when forecasting a consumer price index. Taking these past studies into consideration, we forecast the Consumer Price Index Growth Rate for 1 up to 6 steps ahead for all Western
European countries defined on the last subsection.
5.2.1

Findings

We follow the same pattern as the former analysis for Industrial Product Index. We assess the predictive
performance of our model with M AE and M SQE and evaluate the statistical dominance of the model
best performance with the alternative Diebold Mariano test, as proposed by Harvey, Leybourne, and
Newbold (1997).
We present a summary of our results in table 4. For the sake of conciseness, we will just show the
models with best results concerning M SQE, which are very similar to M AE findings. 7
From table 4 we can infer some properties:
7

The detailed results are available by request from the authors.
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Table 4: Summary of results—Models with lowest mean squared error for each experiment with statistical significance for Consumer Price Index Growth Rate.

Country
AUT
BEL
DEU
DNK
ESP
FIN
FRA
GBR
GRC
IRL
ITA
LUX
NET
NOR
PRT
SWE

1 Step
Autometrics**
R3**
Robust
Robust
R3
R2
IIS
Robust
L2*
R2
R3
IIS
R3**
R3***
Autometrics***
L2

2 Step
Autometrics**
L3**
Robust
R2
L2*
L2***
L2
L3
R2
R2*
Robust
IIS
L3***
L3***
Autometrics***
L2*

Significances: ∗ p<0.1; ∗∗ p<0.05; ∗∗∗ p<0.01.
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3 Step
R3**
R3**
Robust
R2
R2
L2**
R2
R3
R2***
R2**
Robust
R2***
L2***
L3***
L3***
L2**

4 Step
R3**
R3**
Robust
R2
R2
L2**
R2
R3
R2***
L2**
Robust
R3***
L2***
L3***
L2***
L2**

5 Step
R3*
L3*
Robust
L2
R2***
L2**
R2
Robust
R2***
L2*
L3
R2***
L3***
L3**
L2***
R2**

6 Step
R3*
L3*
Robust
L2**
R2***
R2**
R2*
Robust
R2***
L2*
L3
R2***
L3**
L3**
L2***
R2**

1. DSB tends to show better results for three step ahead forecasts onwards, especially when considering the statistical validity of the results;
2. all models based on clusters of size two show better results than the ones with three;
3. except for Germany (DEU) and Italy (ITA), all experiments show a better results for DSB over
the other benchmarks;
4. the benchmarks with best performance in most of cases were IIS and Robust.

6

Discussion

6.1 DSB long run performance
First, the loss in terms of predictive performance for the DSB strategy as we look to increase the forecast
horizon. Besides the fact that DSB still has the best long-run performance of all models in this exercise,
there is a downfall. There are two ways to consider this issue.
1. We aim to incorporate structural break detection into a machine learning model, which is a very
difficult task when considering long horizons. If we wish to detect a structural break rapidly as a
way to deal with forecast failure, we would probably need to concede that it is very difficult to do
so for the distant future. In other words, the impossibility of detecting a structural break a long
period before it actually shows its effects may be an intrinsic part of any model that tries to deal
with structural breaks. After all, if it were possible to detect those effects earlier, all benchmark
models would have captured their dynamics.
2. The second-best choice for a long run forecasting model in most of our exercises is AR1. This
model is a forecasting model based on the average mean of the series. Of course, a model with
those characteristics has a good chance of achieving a good forecasting performance in the long
run, being a difficult benchmark to beat. However, AR1 is not the best model in the long run for
our exercise and, moreover, even when it has the lowest MSQE, it still does not have statistical
dominance over the DSB strategy.
3. The long-run result may partly stem from the differencing applied, so there are no unit roots.
In a nutshell, our proposed method does not claim to predict breaks. If a break occurs in the future,
the forecasts will necessarily be poor – it is impossible to forecast the future after a break only with
information about the past. However, our method adapts as soon as information about the break is
available, resulting in forecasts that are much more adaptive to changing conditions.

7

Conclusion

One of the main concerns when forecasting an economic indicator is the presence of mean shifts, which
leads to forecast failure. When this occurs, all classical estimators are biased. Hendry (2006) proposes the
double-differenced model, which addresses the structural break effects, but with the cost of an increase
in error variance. Therefore, when dealing with macroeconomic forecasting, we may have to choose
between lower variance and biased estimators under mean shifts or higher variance under the doubledifferenced model.
Based on the work of Li (2015), we propose a method to select between a set of robust and nonrobust forecasting models. This method uses time-series clustering to identify possible structural breaks
in a time series and to switch between types of models depending on the series dynamics.
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Therefore, our study contributes to the discussion of new forecasting models combined with machine
learning techniques by proposing a new method robust to structural breaks, but without the variance
increase problem. We perform a rigorous empirical test with the proposed method. First, we perform a
Monte Carlo experiment to simulate 400 series with mean shifts, which allow us to verify if the proposed
method is robust against those types of structural breaks. We also test the proposed technique with a set
of macroeconomic features extracted from the OECD database: Industrial Product Index and Consumer
Price Index.
Our basic conclusion is that DSB dominates the sets of benchmark models for most of the tested
horizons, especially for forecasts of one up to six steps ahead. Those results are statistically significant
and stable for most cases, showing DSB superiority against other benchmarks for all the tested cases in
our studies.
This paper contributes to the literature by proposing a new way to deal with the trade-off between
bias and variance in the presence of structural breaks through the use of a new machine learning method
to forecast a series.
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